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Chapter 1
Introduction

In the field of software engineering, program correctness is an invaluable property.
Programs are written to capture a certain computational behavior, and it is often
implicitly assumed that the actual program behavior matches the intended behavior.
However, in modern society, where interaction with software has become a daily routine,
even non-experts readily recognize that this assumption does not always hold. For
example, an email app showing an incorrect number of unread emails is certainly
not intended behavior. While the implications in such an example can be considered
relatively mild, the consequences of unexpected software behavior can be more severe.
At the extreme end, in safety-critical systems such as medical devices or traffic control
systems, failures can potentially endanger human life. This motivates the need for
reliable methods to reason about program correctness.

Software verification is the area in computer science that aims to bridge this gap.
Well-established mathematical methods, such as model checking, have been developed
to automatically detect bugs by testing a program against a given specification. Although
such methods can effectively reveal the presence of bugs, they are not necessarily suitable
for proving the absence of bugs. Depending on the specific setting, program correctness
can be considered from different perspectives, each associated with its own methodology.

In this thesis, we consider software verification by means of rigorous mathematical
correctness proofs. Such reasoning is particularly relevant in software engineering, for
example when we wish to replace a piece of code by an equivalent (e.g. more efficient)
implementation. For example, consider the following two programs that both seek to

X
compute x Z i for x > 1 (and both compute 0 for x < 1).
i=1



2 Introduction

int sumIter(int x){ . .
. . . int sumRec(int x){
int i=1; int z=0;

. . if (x>=1)
while (i<=x){
. return (x + sumRec(x-1));
zZ=Z+1;
. else
i=i+1;}

return 0; }

return z; }

Although both programs have the same input-output behavior, the iterative imple-
mentation is more memory-efficient because it avoids the overhead of recursive calls.
Consequently, in a practical setting it may be desirable to replace sumRec by sumIter.
However, correctness of such a transformation requires verifying that these programs
really produce the same output for every possible input (of which there are theoreti-
cally infinitely many). In this thesis, we will refer to this specific equivalence notion
as “program equivalence” (other notions of program equivalence, such as contextual
equivalence, can also be found in the literature). In general, program equivalence is
undecidable. Nevertheless, we aim to automate such justifications as much as possible.

Term rewriting Mentioning programs, one likely thinks about languages such as C,
Java, Python, etc. Such languages are used to write executable computer code, but when
we want to formally reason about it, we must establish a way to extract the meaning of
code. A common approach is to provide a language with (e.g. operational) semantics,
explaining how code behaves during execution. This allows us to define two programs
as equivalent if they have the same interpretation with respect to a given semantics.

In this thesis, we will not restrict to a particular programming language, but instead
use Term Rewriting Systems (TRSs). This is a model of computation using terms to
represent program states, and using rewrite rules to perform state transitions. The
rewrite relation can then be seen as a language-independent operational semantics.

For example, let us illustrate how to use term rewriting to model a program even on
the natural numbers, that outputs true on all even numbers, and false otherwise. Each
n € N is represented in unary notation, using the term s”(0). We introduce a function
symbol even :: nat — bool, which is defined via the following three rewrite rules:

(1). even(0) — true (2). even(s(0)) — false (3). even(s(s(x))) — even(x)

We may compose individual rewrite steps to represent a full computation path, from
input to output. For example, a computation path witnessing that 5 is not even is
obtained by composing three rewrite steps

even (s(s( s(s(s(0))) ))) 9, even (s(s())) 9, even (s(0)) 2, false



Here, the superscripts on the arrows indicate which rule is applied. The boxes around
the terms in the first two rewrite steps indicate the term to be substituted for x in
applying the rewrite rule (3).

Programming beyond inductive data structures Term rewriting, as shown in the
example above, reflects a structure similar to functional programming, using constructs
like pattern matching and recursive function definitions. A big limitation, however,
is that classical term rewriting can only deal with inductive data structures. This in
contrast to real programming where non-inductive data structures, like integers, play a
prominent role. Most programming languages have a native datatype Int where all
standard arithmetical operators (e.g. + and *) and predicates (e.g. <) are predefined. On
the other hand, in classical term rewriting integers and arithmetical operators can only
be encoded via rewrite rules. While the inductive reasoning in classical rewriting might
be useful to formalize basic arithmetical properties, it is not an ideal model for analyzing
real programming code because, on the formal level, there is no distinction between the
rules that define the program behavior and the rules that define the underlying data
structures. This makes it less convenient to use as a formal verification framework.

Towards real programming Logically Constrained Term Rewriting Systems (LCTRSs),
introduced in 2013 [35], provide a formalism in which rewrite rules are of the form
s — t [@]. Here, the boolean constraint ¢ acts as a guard to regulate control flow over
non-inductive primitive data structures. Constraints are theory terms: built from variables
and theory symbols (e.g. + and ). Ground instances (meaning variable-free instances)
of theory terms have a semantical interpretation. For example, addition on integers is
interpreted as addition on Z. So for a theory term f := (x +y > 2) and ground substitution
y =[x := 2,y := 3] (a substitution that maps every variable to a variable-free term) the
instance ty has the semantical interpretation [y =[2+3>2]|=(2+3>2)=T.

This approach makes LCTRSs very useful for program verification: the term rewriting
can directly focus on the programming structure, while reasoning over non-inductive
data types (i.e. theory terms) is delegated to optimized external solvers (e.g. SMT
solvers for integer arithmetic).

To illustrate, the even program can be represented using integers, which are more
common in real programming than natural numbers, as follows (restricting to non-
negative integer inputs)

even(x) — true [x < 0] even(x) — even(x —2) [x > 2]
even(x) — false [x =1]
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In LCTRSs, the application of a rule s — ¢ [¢] in a rewrite step C[sy] —& C[ty]is
restricted to those substitutions y that satisfy [¢y]] = T. For example, we may apply the
rule even(x) — even(x —2) [x > 2] with y = [x := 5] to perform even(5) — even(5 —2)
because [5 > 2]] = T, but we can e.g. not use y = [x := 1]. A specific feature of
constrained rewriting is the presence of calculation rules, providing the connection
between semantical interpretations and the reduction relation on theory terms. For
example the semantical calculation 5 — 2 = 3 in Z is converted to a corresponding
syntactical rewrite step 5 — 2 — 3 using the calculation rule x — y — z [z = x — y]. This,
for instance, allows us to perform the rewrite step even(5 — 2) — even(3).

LCTRSs are not limited to functional languages. They may also represent control
flow arising in imperative programming [40]. As an example, we manually represent
the accumulating loop in the sumIter program using the following LCTRS

suml(x) — while(x, 1, 0)
while(x,i,z) — while(x,i +1,z+1) [i < x]

while(x,i,z) — z [i > x]

Higher-order term constrained rewriting While LCTRSs can represent a wide range
of programming constructs, they suffer from a significant limitation: they do not support
higher-order behavior - a feature widely used in real-life programming and fundamental
to functional languages. For example, the following Haskell function

mapPos :: (Int — Int) — [Int] — [Int]
mapPos f [] = []
mapPos f (x:1)

| x>0 = (f x):(mapPos f 1)

| otherwise = x:(mapPos f 1)

takes an argument f of type int — int. To facilitate such definitions, we resort to
the recently introduced Logically Constrained Simply-typed Term Rewriting Systems (LC-
STRSs) [25]. This constitutes an extension of LCTRSs to support applicative higher-order
rewriting (without A), while restricting to first-order constraints.

The mapPos program is represented by the following LCSTRS

mapPos f nil — nil
mapPos f (x : 1) = (f x) : (mapPos f I) [x > 0]
mapPos f (x : 1) — x : (mapPos f 1) [x <0]

Program equivalence by ground convertibility Fixing the computational model to
LCSTRSs, we address the question of how to precisely define program equivalence.
Since a rewrite rule essentially encodes an equality together with a computational



direction, it is natural to interpret a set of rewrite rules R as if they were equalities (i.e.,
disregarding their directional nature) that define the elementary axioms.

This leads to an approach, well known in first-order rewriting, in which program
equivalence is defined via the convertibility relation < [22], defined as the smallest
equivalence relation which contains the rewrite system and which is closed under
substitutions and application of contexts. Programs correspond to terms in T(Z, V),
whose reduction behavior is determined by a rewrite system R, and two terms are
declared equivalent if and only if all their ground instances are convertible. This
interpretation leads to the notion of inductive theorem: an equation s = t is an inductive
theorem (a.k.a. a ground convertible) if sy < ty for every ground substitution y.

For example, let us recall the imperative and recursive implementations sumIter
and sumRec, represented by the LCSTRSs

suml(x) — while(x, 1, 0) sumR(x) —» 0 [x < 1]

while(x,i,z) — while(x,i+ 1,z +1) [i < x] sumR(x) = x +sumR(x — 1) [x > 1]

\%

while(x,1,z) — z [ > x]

To prove equivalence of suml(x) and sumR(x), we should establish that suml(x) =~
sumR(x) is an inductive theorem, i.e. that suml(x)y <% sumR(x)y for every ground
substitution y. An example of a ground substitution is y = [x := 1], and for this

particular choice we indeed have suml(x)y = suml(1) <% sumR(1) = sumR(x)y, as
verified by the following reduction sequence

suml(1) —« while(1,1,0) —% while(1,1 + 1,0 + 1) —g while(1,2,1)

—g 1 ge—1+0 ge—1+sumR(0) g 1+sumR(1 — 1) 5 sumR(1)

To prove convertibility for all ground substitutions y, we may use well-founded induction.
In this example, we may perform induction on the integer input-variable x. Although
(Z, <) is not well-founded, we can treat all cases with x < 1 as part of the base case;
thereby effectively using the well-founded ordering (N, <). In general, however, the
induction subject may differ between examples, and finding a suitable induction scheme
can be a challenge in itself.

This is precisely where term rewriting systems have an advantage, at least if they
are terminating. If R is terminating, then by definition the rewrite relation —g is
a well-founded ordering on the set of all terms T(X, V) and directly represents the
program’s computational behavior, providing a natural basis for well-founded induction
proofs. A benefit of a rewriting-based approach is that it permits the development
of proof systems where existing termination methods can be utilized to guide the
introduction and application of induction hypotheses, thereby reducing the burden of
finding suitable induction schemes or decreasing measures.
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Partial equivalence In constrained rewriting, constraints can be attached not only to
rules but also to equations. This is useful for expressing partial equivalence, referring to
equivalence that only holds on a restricted input space. For instance, we may consider
an alternative definition of sumR, where the rule sumR(x) — 0 [x < 1] is replaced by
sumR(x) — x [x < 1]. Then the equivalence suml(x) = sumR(x) no longer holds for all
integer inputs, but it still holds for all x > 0. This partial equivalence can be formally
expressed by the constrained equation suml(x) ~ sumR(x) [x > 0]. More specifically,
if we say that s ~ t [¢] is an inductive theorem, this means that sy <4 ty for every
ground substitution y that satisfies [@y] = T.

1.1 Objectives

This thesis aims to achieve five main objectives:
(1). Define a notion of program equivalence for LCSTRSs.
(2). Develop a formal system for proving program equivalence for LCSTRSs.

(3). Extend this system to disprove equations that do not represent program equiva-
lence.

(4). Develop a method for establishing ground confluence in LCSTRSs.

(5). Develop heuristics that facilitate semi-automatic, human-guided program equiva-
lence proofs in practice.

As we will explain, a system for disproving equations that do not represent program
equivalence (objective 3) can only be established under the assumption of ground
confluence. This provides one of the motivations for objective 4.

Objective 1: define program equivalence for LCSTRSs

Although we can follow the first-order strategy to LCSTRSs, using ground convertibility
to represent program equivalence, we question whether this was in fact the appropriate
notion for program verification to begin with, even in the setting of first-order rewriting.

Extensibility. One particular disadvantage of ground convertibility is that it does not
satisfy extensibility [9]. Intuitively, this property expresses that local provable properties
automatically scale globally. Considering software verification, extensibility allows us to
reason about a fragment of a program by considering only the code directly related to it.
For example, for functional languages like Haskell, it ensures that importing functions
from external modules does not break established equivalences.
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Besides being convenient to have, the lack of extensibility can be problematic, as it
permits equivalences that depend on properties of program code considered in isolation.
This is demonstrated by an illustrative example from unconstrained rewriting:

Assume a signature X = {0 :: int, 1 ::int, evalg :: (int — int) — int, const; :: int — int}
and rewrite rules R = {evalg(f) — f(0), consti(x) — 1}. Then evalp(f) = 1 is an
equivalence in (X, R). However, the reason is purely accidental: the only possible
ground instance of f :: int — intis const; (LCSTRSs do not contain A terms), and indeed
evalg(consty) <> 1. This equivalence does not scale, as we can find an extension (L', R")
of (£,R) and a ground instance f := F for which evaly(F) <%, 1 does not hold. For
instance, take ¥’ = X U {consty :: int — int}, R’ = R U {constg(x) — 0} and F = consty.

Ideally, we like to exclude equivalences like evalo(f) ~ 1. The issue here is that
inductive theorems define a very local property, only considering ground convertibility
in the given rewrite system (X, R), while we actually want to quantify over all its
program-like extensions (what is precisely meant by this will be explained in Chapter 3).
The corresponding notion of inductive theorem we will define as global inductive theorem.

Extensionality. Another property not included by ground convertibility, specifically
related to the higher-order behavior of LCSTRSs, is extensionality. In mathematical logic,
extensionality is the principle V fVg (Vx(f(x) = g(x)) = f = g), i.e. declaring every
two functions equivalent if they agree on all their inputs. A similar idea can also be
applied to program equivalence. For instance, consider map :: (int — int) — list — list,
defined by the following rewrite rules (in applicative notation)

map f nil — nil map f (x:1) — (f x):(map f )

In this system, we have an inductive theorem map ([+] 0) I = map ([+] 1) I, because
(map ([+] 0) )y <% (map ([*] 1) I)y for every ground substitution y. Note that this
does not hold for map ([+] 0) = map ([*] 1), which is therefore not an inductive theorem.
From an extensional point of view, however, it makes sense to also treat this last equation
as an equivalence, because the terms on both sides behave similarly when viewing
them as functions, i.e. f — map ([+] 0) t and f > ([+] 1) t represent the same function
with respect to normalization behavior on ground terms t. This gap is exactly what
extensional inductive theorems are meant to fill.

Extensional inductive theorems are more complicated to handle because, in their
unrestricted form, they break monotonicity [10]: the property that if s = t is an
extensional inductive theorem, then also C[s] ~ C[t] for every context C[O]. This in
turn complicates the development of a corresponding proof system, which is the main
goal of objective 2. Therefore, in this thesis we adopt the first-order, non-extensional
notion of inductive theorem to study program equivalence. Nevertheless, extensional
inductive theorems remain desirable in the setting of higher-order program equivalence
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and have been studied in existing literature [9, 10]. They naturally connect to our setting,
and it is therefore our duty to study them.

Objective 2: develop a proof system for LCSTRSs

We extend the existing proof system Rewriting Induction (RI) for first-order constrained
rewriting to LCSTRSs in three ways:

* Basic version: We define Higher-Order RI (HORI), a version of RI for LCSTRSs, where
we aim to stay close to the existing RI system for LCTRSs, both in the deduction
rules and the corresponding soundness proof.

® Extensible version: We define Global Rewriting Induction (Global RI), an adaptation of
HORI that proves global inductive theorems — a generalization of inductive theorems
that captures extensibility in program equivalence.

* Version with less termination requirements: We define Bounded RI, a version of RI
that aims to reduce termination requirements in the induction-based equivalence
proofs. Compared to HORI and Global RI, Bounded RI uses a more fine-grained
methodology for constructing well-founded orderings. This requires a revision
of the HORI system in order to facilitate additional bookkeeping on ordering
requirements. The soundness proof of Bounded RI follows a different approach
compared to HORI and Global RI. A beneficial side effect of this new proof strategy
is increased modularity, which makes it easier to add new deduction rules.

Objectives 3 & 4: develop a method for disproving program equivalence

& proving ground confluence

A substantial part of this thesis is centered around ground confluence. This is a relevant
property because in a terminating and ground-confluent system every ground term
reduces to a unique normal form, so reduction essentially computes a unique result for
every ground term. Ground confluence also plays a crucial role in objective 3, as it is a
necessary condition for extending RI to a proof system capable of disproving equations
that are not inductive theorems. This motivates our interest in developing a method for
establishing ground confluence in LCSTRSs.

Although confluent programs in programming languages may automatically trans-
late to confluent systems, not every LCSTRS originates from a program: as a general
rewriting formalism, LCSTRSs may also describe non-(ground-) confluent systems.
Therefore, a general method for establishing ground confluence remains relevant.

The classical approach to proving confluence of a term rewriting system is via the
analysis of critical pairs. This approach has been extended to LCTRSs [44], which we will
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use as a basis for defining critical pairs in LCSTRSs. However, since general confluence
is stronger than ground confluence, we ideally want to use an approach to analyzing
critical pairs that is specifically aimed at proving ground confluence. For first-order
TRSs, such an approach has been developed, making use of RI: ground confluence
of a terminating rewrite system can be established by using RI to prove that all its
critical pairs are bounded ground convertible [8]. The Bounded RI system that we will
introduce allows us to extend this result to LCSTRSs.

Objective 5: develop heuristics to facilitate semi-automatic, human-

guided equivalence proofs

Automatically proving program equivalence in RI amounts to automatically performing
induction proofs. Although we cannot expect to develop a fully automatic inductive
theorem prover, we may still focus on the development of heuristics that can be used
in practice as proof tactics to automatically perform non-trivial intermediate steps in
human-guided proofs. In this thesis, we focus on the development of isolated heuristics,
leaving their integration in a unified RI tool as future work.

A big challenge in induction-based proofs is that generating induction hypotheses
often requires the generalization of equations. For example, consider rev L nil =
app (rev L nil) nil in the system

appnill — 1 revnill — 1

app (x:xs)l — x : (app xs I) rev(x:xs)l —revxs(x:I)

To obtain a provable induction hypothesis, we generalize the subterm rev L nil on both
sides of the equation to the variable I. This yields the lemma ! ~ app [ nil which we
can use as an induction hypothesis. Lemmas are themselves inductive theorems, and
therefore require a proof. Here, the corresponding induction procedure is represented
by the following proof tree

case [ := nil casel :=x:xs
nil ~ app nil nil X :xs ~app (x:xs)nil
1 1
nil = nil x:xs~x:(app xs nil) =|C[xs] ~ C[app xs nil]

The proof obligation at the lower-right node is removed by applying the induction
hypothesis at the top node under the substitution [ := xs inside the context C[O] = x : O

Returning to the question of how to obtain lemmas automatically: in the above
example the generalization step only involves the replacement of maximal subterms
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that occur on both sides of the equation by a variable. For many practical examples,
however, this approach is insufficient and therefore more advanced heuristics in the area
of equational reasoning, designed for programs over purely inductive data structures
(such as list and nat), have been developed [18, 31, 32, 45, 46].

Lemma generation in constrained rewriting For constrained rewriting, the lemma
generation heuristics from equational reasoning are often insufficient. This is because,
on top of the syntactical reasoning to generalize term shapes, we also require a semantic
analysis, which involves the generation of invariants on theory terms.

To illustrate, consider suml(x) ~ sumR(x) which reduces to while(x, 1,0) ~ sumR(x).
To prove this equation, we proceed by induction on x. In contrast to the reverse-list-
example, the case analysis is not a structural analysis, but a semantic analysis based on
the constraints of while(x, i, z) — z [{ > x] and while(x, i, z) — while(x,i+1,z+1) [i < x].
That is, we perform the case analysis i > x and i < x. The corresponding induction
procedure is displayed by the following proof tree:

|whi|e(x, 1,0) ~ sumR(x) |

case x < 1 case x > 1
while(x, 1,0) = sumR(x) [x < 1] while(x, 1,0) ~ sumR(x) [x > 1]
0~0 while(x,2,1) ~ x + sumR(x’) [x 21 Ax" = x —1]

The induction hypothesis at the top node is applied to the subterm sumR(x’) at the
lower-right node, using substitution x := x’. This does not directly finish the proof but
results in a new proof obligation while(x,2,1) ~ x + while(x’,1,0) [x 21 Ax" =x — 1],
which has no dependency on sumR anymore. However, the equation is not provable
with straightforward induction. On the other hand, the following generalization is easily
provable by induction:

while(x,i,z) =~ x + while(x’,i’,z") [x=2i"Ax ' =x—-1Ai"=i-1Az=2"+1{]

The difficulty in finding this generalization is not syntactic but rather semantic, requiring
the invariants i’ = i—1, x =2 i, x¥’ = x =1, z = 2z’ + i’ to capture the relations
between the integer variables in the two programs. More generally, a major challenge in
inductive theorem proving for LCSTRSs is to find suitable lemma statements automatically.
Adapting existing lemma-generation techniques to constrained rewriting does not seem
to be straightforward [39], suggesting the need for different approaches. Initial attempts
have been made to address this challenge [22, 39]. A central issue is the automatic

generation of invariants. The Initialization Generalization (InGen) method [22] marks a
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step in the right direction, being able to produce non-trivial invariants. Nevertheless,
InGen remains limited in practice, as in many examples it only produces a fraction of
the required invariants and may also produce non-invariants.

Proof heuristics for lemma generation This thesis aims to develop heuristics for
automatic theorem proving in RI for constrained rewriting. We focus on two approaches:

(1). Invariant generation: We introduce a method for generating equality-invariants on
simple integer loops. Combined with SMT solving, we can also find inequality-
invariants, to obtain a lemma generation heuristic for simple integer loops.

(2). Templates: Lemma generation by invariant generation is not always practically
feasible because equivalence proofs may require non-polynomial invariants, of
which verification is typically not (efficiently) supported by SMT: a key ingredient
for the implementation of rewrite tools for LCSTRSs.

Inspired by an existing method for program transformations [19], we consider an
alternative higher-level proof heuristic, aimed at the generalization of programming
constructs via templates. The idea is to capture commonly used programming
constructs in templates (represented as term rewriting systems) that describe classes
of programs. Established results between templates can then be instantiated to
obtain lemmas for concrete programs. For example, while(x, i, z) — while(x, i +
1,z + 1) [i < x] and while(x,i,z) — z [i > x] can be seen as an instance of a
more general (higher-order) tail recursion template, represented by the following
LCSTRS which defines a function symbol T

Tfiyva->Tf@E+)y(fia)li<y] Tfiya—ali>y]

Similarly, sumR(x) can be seen as an instance of a more general recursion template
which can be represented in an LCSTRS, defining a function symbol R (for
which we here omit the precise definition). By straightforward induction, we
then prove T f x y a = R f x y a, which in turn is used as a lemma to prove
while(x, 1,0) ~ sumR(x).

Scope and perspective

From the perspective of program verification, a very legitimate question to ask is why
one would consider rewriting induction in the first place, as there already exists a
wide range of methods for proving program equivalence, including general-purpose
interactive theorem provers such as Lean and Rocq.

In Section 3.3.2 we included a short comparison of ground convertibility with
contextual equivalence, but this only involves an informal, high-level discussion. An
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extensive comparison with existing equivalence notions and corresponding proof
methods is beyond the scope of this thesis: our central focus remains term rewriting, and
the central investigation concerns the exploration of how this approach can be further
developed beyond the classical setting of equational reasoning, towards a practical tool
for proving (a specific notion of) program equivalence.

As mentioned, a particular benefit of the rewriting approach is that it offers a
distinctive route towards automation of induction proofs, exploiting existing termination
techniques from term rewriting. This becomes especially interesting when the full power
of higher-order constrained rewriting can be utilized. We conjecture that techniques
that build upon the rewriting approach (such as automatic lemma generation) may
also be applicable to other forms of inductive theorem proving. Conversely, techniques
developed for inductive theorem proving may provide useful insights for the further
development of rewriting induction. These conjectures should, however, be taken with
a grain of salt, given our limited knowledge of the state of the art in these research fields.

1.2 Overview and contributions

In Chapter 2, we provide the necessary preliminaries on Logically Constrained Simply-typed
Term Rewrite Systems (LCSTRSs). Here, we slightly deviate from the original notation [25]
in order to retain the RI notation of first-order RI [22] as much as possible.

The remaining chapters present the actual contributions of this thesis, which can
roughly be divided into two categories:

* Theoretical (Chapter 3 and 5): Devoted to the design of the different RI systems.

* Practical (Chapter 4 and 6): Introducing heuristics for proving program equivalence.
Below, we describe in detail the content and contributions of each separate chapter.
Chapter 3: Higher-Order Program Equivalence. This chapter introduces two proof

systems for RI in LCSTRSs. It is based on the following paper, published in the
proceedings of Logic-Based Program Synthesis and Transformation (LOPSTR):

¢ K. Hagens and C. Kop. “Rewriting Induction for Higher-Order Constrained Term
Rewriting Systems”. In: Proc. LOPSTR 24. Vol. 14919. 2024, pp. 202-219. por:
10.1007 /978-3-031-71294-4_12.

Before introducing the two proof systems, we require some technical preparatory work:

¢ First, we aim to find a suitable definition of inductive theorem to interpret program
equivalence. We consult existing literature [9, 10] on higher-order inductive
theorems in relation to extensionality.
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¢ In first-order constrained rewriting, soundness of Rl is guaranteed by requiring
quasi-reductive term rewriting systems [22]. We will generalize this notion to
LCSTRSs by replacing constructor terms with semi-constructor terms.

We then introduce the two proof systems:

* Higher-order Rewriting Induction: this proof system is designed to closely mirror
first-order RI for LCTRSs [22], both in its deduction rules and the soundness proof.
This is facilitated by the introduction of semi-constructor terms.

— Compared to the RI system for LCTRSs, we introduce two new deduction
rules, called (Generalize) and (Alter). This allows us to reformulate the
deduction rule (Simplify) without “constrained reductions”, thereby yielding
a more transparent RI system.

* Global Rewriting Induction: an extensional adaptation of HORI that can prove global
inductive theorems. The most important contributions include:

— The introduction of strong quasi-reductivity and natural extensions, which are
used to define global inductive theorems. Together, these two notions aim to
rule out rewriting systems that correspond to ill-behaved program behavior.

— The introduction of oracle extensions. Using global inductive theorems con-
fronts us with the challenge of how to obtain a practically useful proof system:
anaive approach will cause the termination requirements in the well-founded
induction being quantified over all natural extensions of a given LCSTRS. This
makes verification practically impossible. This problem is solved by showing
that for proving global inductive theorems, it suffices to quantify over a more
manageable class of extensions: oracle extensions.

Chapter 4: Lemma Generation. In this chapter we introduce matrix invariants, a
method for invariant generation on simple integer loops. The method converts a
diverging proof into a symbolic matrix, whose kernel (to be computed by a computer
algebra system) yields a set of polynomial equality-invariants. Matrix invariants can
be combined with the InGen method [22], to generate additional inequality-invariants
to obtain a lemma generation heuristic. This chapter provides a detailed development
and refinement of the ideas introduced in the following workshop paper, presented at
Workshop on Rewriting Techniques for Program Transformations and Evaluation (WPTE):

¢ K. Hagens and C. Kop. “Matrix invariants for program equivalence in LCTRSs”.
In: Proc. WPTE 23. 2023, pp. 1-13. urL: https:/ /hdl.handle.net/2066/312790
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Its contributions include

Matrix invariants

¢ Introducing the notion simple divergence pattern, which intuitively represents the
evolution of integer program states during the iterations of a “simple” loop.

¢ Introducing divergence space, which extracts a simple divergence pattern into a set
of vectors over integer polynomials.

* Defining the notion of an (affine) invariant. This leads to a corresponding (affine)
divergence matrix: a symbolic matrix, whose kernel is generated by a set of
polynomial invariants.

¢ Defining heuristics for how to use matrix invariants to generate lemma candidates.

Candidates constructed from solely matrix invariants often do not constitute a lemma,
because they only capture equality-invariants, while inequality-invariants are required
as well. This is the topic of the second part of this chapter:

Inequality invariants

* We identify a divergence constraint @iy, which constitutes an essential ingredient
for generating inequality-invariants.

* We show how to use ¢giv to generate inequality invariants, similar to those
generated by the InGen method.

¢ We show how to obtain additional derived invariants, which in practice may describe
the necessary remaining inequalities for obtaining a lemma.

Chapter 5: Bounded Rewriting Induction. This chapter introduces Bounded Rewriting
Induction (Bounded RI): a variant of HORI, employing a more fine-grained method for
well-founded induction. This allows us to reduce termination requirements in RI proofs.
Also, it allows us to use Rl as a tool for proving ground confluence. The chapter is
based on the following paper, which has been submitted to the journal Logical Methods
in Computer Science (LMCS):

* K. Hagens and C. Kop. Bounded Rewriting Induction for LCSTRSs. 2026. por:
10.48550/arXiv.2601.02803

Its contributions are categorized into two parts and discussed below.
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Reducing termination requirements In the classical RI approach, also employed by
HOR]I, every induction hypothesis s ~ t [¢] must be oriented: either s > ¢ [¢] (i.e.
R U{s — t [¢]} should be terminating) or t > s [¢] (i.,e. RU{t — s [¢]} should be
terminating). It is well-known [43] that this methodology often produces stronger
termination requirements than necessary and attempts have been made to address this
issue [4-6]. In Bounded RI we will continue on this: by adopting a more clever induction
approach, which is not based on orienting induction hypotheses, we can reduce the
termination requirements. This is achieved through the following contributions:

* We introduce the notion of bounding pair (>, >) replacing the well-founded ordering
> = —g Up. For some ordering requirements, we can use the less strict >.

* We replace equations by equation contexts, containing the additional information
of two bounding terms which define an upper bound for applying an induction
hypothesis. Bounding terms serve as a bookkeeping device, tracking the terms to
be used for generating the ordering requirements.

¢ We show that Bounded RI can be used to prove that equations are bounded ground
convertible, which is strictly stronger than ground convertibility, and explicitly
relates to a bounding pair (>, >).

* We structure the soundness proof in a very modular way, and extract two invariants
(properties) that all but one of the deduction rules satisfy. We show that every
deduction rule that satisfies those two invariants is automatically sound. This
makes it possible to easily add new derivation rules to the existing system without
having to redo the proof.

¢ We show that RI can also be used for disproving an equation that is not an inductive
theorem. We will extend Bounded RI with an additional deduction rule called
(Disprove) to deduce non-equivalences. The (Disprove) rule can, however, only be
used if R is ground confluent.

Ground confluence Another benefit of the altered induction approach in Bounded
Rl is that it can be used for proving ground confluence of terminating rewrite systems.
This relies on the fact that a terminating system is ground confluent if all its critical
pairs are bounded ground convertible. A similar result has already been established
for first-order TRSs [8], although using a slightly different notion of bounded ground
convertibility than the one used in this thesis. Essentially, we show that Bounded RI
allows us to extend this first-order result to LCSTRSs. The contributions include:

* We define critical pairs and critical peaks for LCSTRSs, building on the definition of
first-order critical pairs for LCTRSs [44]. To preserve its specific position-dependent
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formulation, we define a corresponding notion of positions, taking care of partial
function application (a problem not present in LCTRSs).

* We prove the critical peak lemma, expressing that the only non-trivial sources of
local non-confluence originate from critical peaks.

* We prove the ground critical peak theorem, which states that a terminating LCSTRS
is ground confluent whenever all its critical pairs are bounded ground convertible.
This immediately gives us the desired result, as Bounded Rl is designed to prove
bounded ground convertibility.

Chapter 6: Program Equivalence by Templates. In this chapter we introduce a
template-based method for proving bounded inductive theorems. This is motivated by
the fact that the heuristics from Chapter 4 are not always effective for deriving lemmas.
A major problem is that equivalences may require non-polynomial invariants, such as
v = [1}L,(x — i), which are not well supported within the SMT-based implementations
of RI. Inspired by an existing template-based method for program transformations [19],
we introduce an alternative generalization technique.

Templates. A template is a general rewriting scheme that aims to capture all instances
of a particular programming construction, such as a tail recursive procedure. This
can be employed as a lemma generation strategy to obtain a more high-level approach,
complementary to the low-level generalization method in Chapter 4. A template is
represented by a corresponding recursor (an LCSTRS), and whenever a program is
an instance of a recursor, we may apply a recursor equivalence as a transformation step
(essentially serving as an induction hypothesis) to simplify a particular proof goal.

This chapter is based on the following paper, published in the proceedings of Logical
and Semantic Frameworks, with Applications (LSFA):

e K. Hagens and C. Kop. “Templates in Rewriting Induction”. In: Proc. LSFA 26.
Vol. 449. EPTCS. 2026, pp. 123-140. por: 10.4204/EPTCS.449.8

The contributions include:

¢ Explaining that the template method provides a high-level lemma generation
method which can be integrated in Bounded RI, as a complementary method to
invariant generation.

¢ Introducing two templates for describing tail recursion, and two templates for
describing non-tail recursion. We demonstrate how to match each of these
templates with a concrete example.

¢ Establishing several template equivalences and demonstrating how to apply this
in practice for proving program equivalence. We distinguish two proof tactics:
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— One-sided matching, transforming a proof goal into an easier one.

— Two-sided matching, concluding equivalence directly.

Software This thesis is accompanied by software and scripts to support the theoretical
contributions presented in Chapter 4, 5, and 6. The roles in the development of this
software and these scripts are as follows:

¢ The rewriting tool Cora, used in Chapter 5 and 6, was implemented by Cynthia
Kop, who also maintains and further develops the tool on GitHub (see https:
//github.com/hezzel/cora for the latest version). I did not contribute to the
development of Cora.

* The GNU Octave and Python scripts for generating symbolic-integer invariants,
used in Chapter 4, were developed entirely by me.







Chapter 2
Preliminaries

LCSTRSs are a higher-order rewriting formalism with built-in support for integers and
booleans (or in fact any arbitrary theory such as bitvectors, floating point numbers
or integer arrays) as well as logical constraints to model control flow. We will recap
LCSTRSs [25], a higher-order extension of LCTRSs [22]. This considers applicative
higher-order term rewriting (without A-abstractions) and first-order constraints.

Types Assume given a set of sorts (base types) S; the set 7~ of types is defined by the
grammar 7 =S |7 — 7. Here, — is right-associative, so all types may be written as
type, — ... — type,, — sort with m > 0.

We also assume given a subset Stjeory © S of theory sorts (e.g., int and bool), and
define the theory types by the grammar Tineory = Stheory | Stheory = Ttheory- Each
theory sort t € Stpeory is associated with a non-empty interpretation set 7, (e.g., Zint = Z,
the set of all integers). We define 7,_,; as set of functions from 7, to Z;.

Terms We assume a signature X of function symbols and a disjoint set V' of variables,
and a function typeof from ZUV to 7 ; we require that there are infinitely many variables
of all types. The set of terms T(X, V) over L and V are the expressions in T — defined by
the grammar T = X | V | T T — that are well-typed: if s :: 0 — Tand t :: o thens f :: 7,
and a :: typeof (a) for a € Z U V. Application is left-associative, which allows all terms
to be written in a form a t1---t, witha e LUV and n > 0. Writing t = a t{---t,, we
define head(t) = a. For a term £, let Var(t) be the set of variables occurring in f. A term
t is ground if Var(t) = 0, hence the set of ground terms equals T(Z, 0). It is linear if no
variable occurs more than once in t.

We assume that I is the disjoint union Ztjeory W Lterms, where typeof (f) € Tipeory for
all f € Zypeory. Each f € Lijeory has an interpretation [[f]] € Ziypeof(r) (for example, a theory
symbol * :: int — int — int may be interpreted as multiplication on Z). We use [f] for
prefix or partially applied notation (e.g., [+] x ¥ and x + y are the same). Values are
theory symbols of base type, i.e. Val = {v € Lijeory | typeof (v) € Stneory}. We assume



20 Preliminaries

there is exactly one value for each element of 7, (t € Stpeory). Elements of T(Zineory, V)
are called theory terms. For ground theory terms, we define [[s t]| = [s]([¢]]), thus
mapping each ground term of type o to an element of 7;.

We fix a theory sort bool with Jpoo = {T, L}. A constraint is a theory term s of type
bool, such that typeof (x) € Stpeory for all x € Var(s).

Example 2.0.1. In this thesis, we will often use examples with S;peory = {int, bool} and
Lineory = {+,—,* <,5,>,2,=,A,V,, true, false} U {n | n € Z}, with +, -, * : int —
int — int, <,<,>,>,=:int — int — bool, A,V :: bool — bool — bool, = :: bool — bool,
true, false :: bool and n :: int. We always let Ziyt = Z, Tpool = {T, 1} and interpret all
symbols as expected. The values are true, false and all n. Theory terms are for instance
x + 3, true and 7 # 0. The latter two are ground. We have [[7 # 0] = 0. The theory term
x > 01is a constraint, but the term (f x) > 0 with f € V of type int — int is not (since
typeof (f) ¢ Stheory), nor is [>] 0 :: int — bool (since constraints must have type bool).

Substitutions A substitution is a type-preserving mapping y : V — T(X,V). We
define the domain of a substitution as dom(y) = {x € V | y(x) # x}, and its image as
im(y) = {y(x) | x € dom(y)}. A substitution on a finite domain {x1, ..., x,} is often
denoted [x; :=s1,..., X, := 5,]. A substitution y is extended to a function s — sy on
terms by placewise substituting variables in the term by their image: (i) ty =tift € %,
(ii) ty = y(t)if t € V, and (iii) (to 1)y = (toy) (1))-

For M C T(X,V), we define y(M) = {ty | t € M}. A ground substitution is a
substitution y such that im(y) € T(X, 0). A unifier of terms s, t is a substitution y such
that sy = ty; a most general unifier or mgu is a unifier y such that all other unifiers are
instances of y. For unifiable terms, an mgu always exists. We say that a substitution y
respects a constraint ¢ if y(Var(p)) € Val and [[@y]l = T. We say that a constraint ¢ is
satisfiable if there exists a substitution y that respects ¢. It is valid if [@y] = T for all
ground substitutions y such that y(Var(¢)) € Val.

Contexts and subterms Let Oy, ..., O, be fresh, typed constants (n > 1). A context
Cloi,...,0,] (orjust: C)is atermin T(X U {Oy,...,0,}, V) in which each O; occurs
exactly once. (Note that O; may occur at the head of an application.) The term obtained
from C by replacing each O; by a term ¢; of the same type is denoted by C[t1, ..., t,].

We say that t is a subterm of s, notation s > ¢, if there is a context C[O] such that
s = C[t]. We say that f is a strict subterm of s, notation s > ¢,if s > t and s # t.

Positions Foratermt =aty---t, witha € ZUV and n > 0, the set of positions Pos(t)

n n

is defined as Pos(t) = (U{*l}) U (U{z -p | p € Pos(t;)}). Define the subterm ¢, of ¢ at
i=0 i=1

position p € Pos(t) as follows:
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@). (atr - ty)lwi =@ty th-i)

(ii). (aty--- tn)|i~p = ti|p

If t is a term, p € Pos(t), and s is a term of the same type as t|,, then let ¢[s], be the term
obtained from ¢ by replacing t|, by s. We may denote the position %0 as .
For example, for t = (+ (+ 1 2) 3) we have the following subterms of ¢ and

corresponding positions

Position p | Subterm ¢, Position p | Subterm ¢, Position p | Subterm ¢,
*0 +(+12)3) 1-%0 +12) 1-1-%0 |1
*1 +(+12) 1-%1 (+1) 1-2-%x0 |2
*2 + 1-%2 |+ 2-%x0 |3

We define the subset of full positions Posg(t) C Pos(t) as those positions that end on %0
Posg(t) = {p € Pos(t) [ p = j1-+-jn - *0}

Rewriterules Aruleisanexpression{ — r [¢@]. Here { and r are terms of the same type,
fhasaformfé - ¢ withfe Xand k > 0, ¢ is a constraint and Var(r) C Var(¢) UVar((p)1
If ¢ = true, we may denote the rule as just { — r.

Fixing a signature L, we define the set of calculation rules as follows

f € Ztneory \ Val,allx;and y € V, }

Cuc:f :f
Real {xl Xm =Y ly=Ffxi- xm] typeof () = 11 — ... = 1y —> K

We furthermore assume a set of rules R such that ¢ is not a theory term, for all
¢ — r [p] € R (rules with { a theory are contained in R.4c)-
Given X and R as above, we define three classes of function symbols:

> The defined symbols D = {f € L | thereisarulef ;- - — r [p] € R}
> The constructors C = Val U (Zierms \ D)

> The calculation symbols Leaic = Ltneory \ Val

For f € £, we define Ry = {{ — 7 [p] € R | head({) = f}. In particular, Ry = 0 if f ¢ D.

Remark 2.0.2. Note that it is theoretically possible for a rule to have a calculation symbol
at the head of its left-hand side, so a function symbol can be both a calculation symbol
and a defined symbol. However, this would rarely occur in practice. It is allowed because
methods like Rewriting Induction might create “rules” (in fact oriented equations) of
unusual forms to be used in a termination proof.

Hmposing this requirement avoids the need to define IVar(f — r [¢]) = Var(¢p) U (Var(r) \ Var(¥))
(being used in e.g. in [22, 27]) because Var(r) C Var(f) U Var(p) implies LVar({ — r [¢]) = Var(¢).
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Reduction relation For a fixed signature * and set of rules R as discussed above, the
reduction relation — is defined by

Clly] =g Clry]if ¢ = r [p] € R U R a1c and y respects @

Note that by definition of a context, reduction at the head of an application is allowed.
For example, if append nil — id € R, then we could reduce append nil s —g id s. In case
we want to emphasize that reduction s —g t is performed with a rule in R4, we write

s >R, tinstead. We say that s has normal form t if s —% t and t cannot be reduced.

calc
LCSTRS A Logically Constrained Simply-typed Term Rewriting System (LCSTRS) is a pair
(T(Z, V), —r) generated by (S, Stheory/ Zterms, Z4theory/ Vv, tyPEOf, I, [1,R). We often
refer to an LCSTRS by £ = (X, R), or just R, leaving the rest implicit.

Example 2.0.3. Consider the following Haskell definition of sumfun which computes

the function (f, x) Z f(i) forall x > 0.
i=0

sumfun :: (Int —» Int) — Int — Int
sumfun f x

lx <0 =fx

| otherwise = (f x) + (sumfun f (x - 1))

This program can be modeled as an LCSTRS: take S = Sipeory = {int, bool}, Zierms =
{sumfun :: (int — int) — int — int} and Ztj¢ory, as in Example 2.0.1. We let

Rz{sumfunfxﬁfx [xso]}

sumfun f x — [+] (f x) (sumfun f (x = 1)) [x > 0]

Then D = {sumfun}, and C = Val = {true, false} U {n | n € Z}. An example of a
rewrite sequence, computing the normal form 2 is given by
sumfun ([<] 2) 1 =g [+] (([+] 2) 1) (sumfun ([] 2) (1 — 1))

2 [+ 2 (sumiun (141 2) (1= 1) = [+] 2 (sumfun (] 2) 0)

RC[I c RCIJ c
—r [+12(([x]12)0) =5 [+] 20 =5 2
We consider several properties an LCSTRS L = (Z, R) can exhibit:

> L is terminating if there is no infinite reduction sequence s) =g S| =g 52 =% ...
for any sg € T(X, V).

> L is weakly normalising if every term has at least one normal form.
Note that termination implies weak normalisation, but not the other way around.

> L is confluent if for all s, t,q € T(Z,V): if s —% t and s —g q then there is some
w € T(X,V)such thatt =% wand g —% w.
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> L is ground confluent if it is confluent on ground terms: for all s, t, g € T(X, 0): if
s —p t and s —7 g then there is some w € T(Z, ) such that t —5 w and g —g w.

> L has unique normal forms if for any term s there is at most one term ¢ in normal
form so that s —g t.
Note that confluence implies having unique normal forms, but not the other way

around since some terms might not have any normal form.

Viewing LCSTRSs as programs, uniqueness of ground normal forms — which is implied
by ground confluence — essentially expresses that output is produced deterministically.
If, moreover, the LCSTRS is weakly normalising, every term computes a unique result.






Chapter 3
Higher-Order Program Equivalence

In term rewriting, program equivalence is represented by inductive theorems. For
first-order rewriting there is a well-established notion of inductive theorem, as well as a
corresponding proof system called Rewriting Induction (RI). In higher-order rewriting,
however, even finding a suitable definition of inductive theorem is less straightforward,
as higher-order behavior introduces additional aspects that should be taken into account.
This already received attention in the literature [9, 10], resulting in several notions
for higher-order inductive theorems. However, none of these is accompanied by a
corresponding proof system: we are not aware of any proof system that can prove a
particular definition of higher-order inductive theorems. Here, we aim to fill this gap,
developing two LCSTRS-based equivalence notions and corresponding proof systems:

(1). Higher-Order Rewriting Induction (HORI): introducing a basic version of RI for
proving higher-order inductive theorems in LCTRSs. Here, our aim is to stay close to
the methodology from first-order RI [22].

(2). Global Rewriting Induction (Global RI): while HORI can only prove inductive
theorems (i.e., ground convertibility in a fixed rewrite system), Global RI aims to
provide an extensible proof system for establishing global inductive theorems, which
concern inductive theorems that remain valid in every program-like extension
of the given rewrite system. Since every global inductive theorem is also an
inductive theorem, Global Rl is strictly stronger than HORI. However, proving
global inductive theorems is more demanding, which is reflected in the stronger
conditions required by Global RI.

The content in this chapter is structured as follows

¢ In Section 3.1 we provide the necessary preliminaries. We introduce equations, and
briefly recap first-order RI for LCTRSs [22], highlighting the role of quasi-reductivity.
We discuss the possibility of extensional inductive theorems, before introducing
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higher-order inductive theorems. To facilitate a corresponding RI system we generalize
quasi-reductivity to the higher-order setting.

¢ In Section 3.2, we define HORI and state the soundness theorem. We explain the
HORI deduction rules using an illustrative running example. We conclude with a
proof of the soundness theorem.

¢ In Section 3.3 we will define Global RI. This requires some preparatory work:

- We narrow attention to strong quasi-reductive LCSTRSs, which is a strictly
stronger property than quasi-reductivity and is meant to exclude a class of
rewrite systems that correspond to ill-behaved program behavior.

— Under the assumption of strong quasi-reductivity, extensibility is expressed
via the quantification over all natural extensions. Correspondingly, we define
global inductive theorems: ground convertibility in every natural extension.

- With these ingredients, we are almost ready to define Global RI as a straight-
forward adaptation of HORI. The remaining challenge is the (Expansion)
deduction rule: a naive formulation would require proving termination of
induction rules in all natural extensions, which is infeasible. We show that it
is actually sufficient to only require termination for all oracle extensions.

We then finally define Global RI and conclude by proving its soundness.

This chapter is centered around a running example which considers the following two
implementations of the function sumfun :: (Int -> Int) -> Int -> Int

sumfun f x
| x <0 =fx
| otherwise = (f x) + (sumfun f (x - 1))

sumfun f x =
foldl (+) ® (map f [x,x-1..0])

(a) (b)

Fig. 3.1 Two equivalent implementations of sumfun, provided x >= 0.

X
Both compute the function (f, x) — Z f (i), provided x > 0. The program in Figure 3.1a
i=0
is represented by the term sumfun f x in the LCSTRS below

R = (R1). sumfun f x — f x [x <0]
| (R2). sumfun fx—=[+](f x) (sumfun f (x — 1)) [x > 0]
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and Figure 3.1b is represented by the term fold [+] 0 (map f (init x)) in the LCSTRS below

(R3). fold g v nil = v (R6). map f nil — nil
R=q(R4).foldgov(h:t) >foldg(gvh)t R7).map f(h:t) > (f h):map [t
(R5). initn — nil  [n < 0] (R8).initn —> n :init(n—1) [n >0]

3.1 Rewriting Induction

To express that the terms sumfun f n and fold [+] 0 (map f (init n)) [n > 0] exhibit the
same input-output behavior, we use equations as a formal notation.

Equations An equation is an expression of the shape s ~ t [@] with typeof (s) = typeof (t)
and ¢ a constraint. We say that a substitution y respects s = t [¢] if y respects ¢ and
Var(s) U Var(t) € dom(y).

Example 3.1.1. The comparison in Figure 3.1 is expressed by the following equation
sumfun f n =~ fold [+] 0 (map f (initn)) [n > 0]

So even though, for example, the substitution [n := 0] respects ¢ it does not respect the
equation above, since it leaves the variable f undefined. If we extend the substitution
to, e.g., [n :=0, f :=[#]2] then it does respect this equation.

Now that we have equations, we define program equivalence via inductive theorems.

Inductive theorems An equation s =~ f [¢] is an inductive theorem (a.k.a. R-ground
convertible) if sy <5 ty for every ground substitution y that respects this equation.
Here, &> is the union —g U «—g and is < the transitive, reflexive closure of <.

3.1.1 RI for first-order rewriting

RI was introduced by Reddy [43] in the year 1990 as a deduction system for proving
inductive theorems, using unconstrained first-order term rewriting systems. Since then,
many first-order variations on the system have appeared [4-6, 21, 22, 43]. All are based
on well-founded induction, using some well-founded relation >, but there are subtle
variations in the precise definition of the deduction system.

Rewriting Induction Rl is a deduction system on proof states, which are pairs of the
shape (&, H). Intuitively, & is a set of equations containing all proof goals, and H is
the set of induction hypotheses that have been assumed. At the start & consists of all




28 Higher-Order Program Equivalence

equations that we want to prove inductive theorems, and H = 0. Using a deduction

rule, we may transform a proof state (&, H) into another proof state (&', H’). This is

denoted as (&, H) + (&', H’). We write +” for the reflexive, transitive closure of .
Correctness of Rl is typically expressed by the following statement:

Let R be a terminating, quasi-reductive LCTRS and & a set of equations. If (E,0) +* (0, H) for
some H, then every equation in & is an inductive theorem.

Intuitively, this expresses a soundness statement, and should be interpreted as “If we can
remove every proof obligation (making & empty) by applying the RI deduction rules,
then every equation in & is an inductive theorem.”. The quasi-reductive requirement
that appears in this soundness statement will be explained in the next paragraph.

Remark 3.1.2. To avoid confusion we will clarify what we mean by soundness. Those
familiar with equational reasoning may expect a statement expressing the implication

(%) RI-provability = equality in every possible model of R

This is not how we will interpret soundness. In this thesis, we do not consider all possible
models, but rather one particular model: R-ground convertibility. Thus, soundness
should be interpreted as the following implication

RI-provability = R-ground convertibility

Those interested in a more semantical discussion of RI —and in particular the implication
(%) — may consider recent literature [7], which studies this question for LCTRSs.

For a set of equations &, we introduce a relation <¢ that allows us to conclude
equivalence between terms, using equations in &. This is defined as follows

Clsy] & Cltylifs =t [p]l € Eort ~ s [p] € E and y respects ¢

We note that & consists of inductive theorems if and only if «»g C <> holds on ground
terms (i.e. when restricting to ground substitutions y and ground contexts C).

Quasi-reductivity Soundness of RI can only be proved under the assumption of
quasi-reductivity. Intuitively, this property expresses that pattern matching on ground
terms is exhaustive, i.e. that there are no missing reduction cases. For example, the
rewrite system R = {(R1), (R2)} is quasi-reductive because x < 0 and x > 0 together
cover all ground instances of sumfun f x. But if we, for example, replace (R1) by
sumfun f x — f x [x < 0] then it is not, as we are missing all ground reductions with
x := 0 (for example sumfun ([+] 1) 0 does not reduce anymore).
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For first-order rewriting, quasi-reductivity is achieved by demanding that there are
no other ground normal forms than the ground constructor terms T(C, #). However,
in the situation of higher-order LCSTRSs, this definition does not work as we can have
ground normal forms with partially applied defined symbols, such as sumfun ([+] 1).
We will therefore (in Section 3.1.3) introduce a higher-order generalization of constructor
terms, and the corresponding notion of quasi-reductivity.

First, we take a short intermezzo on a typical higher-order issue: extensionality.

3.1.2 Higher-Order Inductive Theorems

While the first-order definition can still be used in the higher-order setting, it is not
immediately obvious if this is entirely appropriate. In particular, the question of
extensionality comes into play. In mathematical logic, extensionality is the principle
VfVg(Vx(f(x) = g(x)) = f = g), ie. declaring every two functions equivalent if they
agree on all their inputs. A similar idea can also be applied to program equivalence.

Extensional inductive theorems Extensional inductive theorems have been studied
in existing literature [10]. For terms s, ¢ of type 01 — ... = 0, — ( the equation
s ~ t is said to be an extensional inductive theorem if (s x1 - x;)y <5 (t X1+ xy)y for
all ground substitutions y. So extensional inductive theorems are more liberal than
ordinary inductive theorems: for example, map ([+] 0) = map ([+] 1) is not an inductive
theorem, but it is an extensional inductive theorem since map ([+] 0) I <>, map ([*] 1) ]
for all ground terms /. Using extensional inductive theorems is intuitive, since functions
are often viewed in an extensional way:.

Unfortunately, as shown below in Example 3.1.3, it comes at a price, since this
definition violates monotonicity: the property thatif s ~ t is an inductive theorem and C
a context, then C[s] = C[t] is also an inductive theorem.

Example 3.1.3. Let X.rus = {add :: nat — nat — nat, s :: nat — nat, 0 :: nat, fnil ::
funclist, fcons :: (nat — nat) — funclist — funclist}, Zsje0ry = @ and R = {add x 0 — x,
add x (s y) — s (add x y)}. Every ground term of type nat has a normal form of the
shape s" 0, for some n € N, so we can restrict to ground substitutions of the shape
yn = [x := 8" 0]. Note that (add (s 0) x)y, B A (s x)yn. Hence, add (s 0) ~ s
is an extensional inductive theorem. However, for C[O] = fcons O fnil we do not have
Cladd (s 0)] <% C[s].

This problem can be solved using Higher-order Sufficient Completeness (HSC) [10], at
the cost of imposing restrictions on the rewrite systems under consideration. Aside from
other consequences — which are similar to the ones we will consider in Section 3.3.2 - the
restrictions essentially block constructors from taking higher-order arguments, thus for
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instance disallowing lists of functions as used in Example 3.1.3. Since such constructs
naturally occur in functional programs, we consider this restriction too severe, and have
elected not to go into the extensional direction. Instead, we keep the first-order definition,
which also makes sense in the higher-order setting and does satisfy monotonicity.

Definition 3.1.4 (Higher-order inductive theorems). An equation s = t [¢] is a higher-
order inductive theorem of an LCSTRS with rules R if sy < ty for every ground
substitution y that respects this equation.

Discussion The choice whether to consider extensionality ties in to a larger discussion
on the semantics of equations and (constrained higher-order) rewriting. Traditionally
(in unconstrained rewriting), rules are seen as oriented equations. Ground terms may
be interpreted in a model, and an equation s ~ t holds in a model if for all ground
instances sy = ty of the equation, the interpretation of sy and ty is the same. We say
that R s = t if s = f holds in every model for which the rules of R all hold. In such a
semantics, a term of higher type would typically be mapped to a function, so it is natural
to use an extensional perspective where two terms are equivalent if their functional
input-output behavior is equivalent.

One can define such a semantics for first-order LCTRSs [7], and prove the correspon-
dence between ground convertibility and semantic validity; i.e., an equation s = t [¢] is
an inductive theorem (referred to as “CE-valid”) if and only if R £ s = t [@]. However,
in higher-order rewriting, this does not typically hold — even if we include abstraction
and the n rule scheme.

Existing work has studied higher-order equivalence [9], where “extensional theorems”
(for unconstrained higher-order rewriting) are defined as equivalence in a particular
model. This semantic approach is shown to correspond to syntactic equivalence
of ground instances of equations in an inference system. Moreover, the approach
solves the monotonicity problem [10] as monotonicity is built in, but it loses the direct
correspondence to the convertibility relation <.

We have elected not to follow this example because our primary application domain
is not equational reasoning — where a semantic definition is the natural choice — but
functional programming, where the syntactic notion of convertibility seems preferable.
Definition 3.1.4 has the benefit of minimality: any equivalence relation that includes —x
must include <%. Hence, any higher-order inductive theorem is also an extensional
theorem, and the method of rewriting induction defined in this chapter can be used to
derive extensional theorems as well.
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3.1.3 Higher-order quasi-reductivity

Quasi-reductivity is an essential component of first-order RI, since it allows us to reduce
any ground term to a constructor term. Yet in higher-order rewriting this property
is hard to obtain, since it is usually possible for ground terms of function type to
not be constructor terms; e.g., the term [+] 1, or the term init from Example 3.1.1.
And Example 3.1.3, which seems relatively innocuous, even admits base-type ground
non-constructor normal forms (e.g., fcons (add (s 0)) fnil).

Thus, we will update the first-order definition to include partially applied function
symbols, both at the root and below constructors. For the notion of “partially applied”
to make sense, we impose a mild restriction on the LCSTRSs we consider:

Definition 3.1.5 (Rule Arity). Every f € D withf: 01 —» ... = 0, — ,1 € Shasarule
arity k = ar(f) < m, meaning that every rule in R is of the shapefl; ... Iy — r [¢p].

That is, we for example forbid having both a rule add (s x) y — s (add x y) where
add takes two arguments, and a rule add 0 — id where it takes only one. This is not a
significant restriction because we can simply alter the second rule to add 0 x — id x
without changing its meaning. With this restriction, a symbol is partially applied if it
has fewer than ar(f) arguments. This allows us to define

Definition 3.1.6 (Semi-constructor terms). Let £ = (X, R) be an LCSTRS. The semi-
constructor terms over L, notation SC7 , are defined by

). V cSCT »

(ii). If fe Zwithf: 01 > ... 20,y 2 ,teSand sy 01,...,5, = 0y € SCT £ with
n <m,thenfsy---s, € SCT z if one of the following holds
(a).feC (b). fe D and n < ar(f) (). f € Lipeory \ D and n <m

The set SCT @L refers to ground semi-constructor terms, built without (i).

Note that all constructor terms are semi-constructor terms, by (i) and (ii.a). In
our previous examples, [+] 1 and init and fcons (add (s 0)) fnil, are all (ground) semi-
constructor terms as well. Non-examples of semi-constructor terms are for instance
[+] 0 ¥ and fcons (add (add 0 0)). Using (ii.b) we easily obtain:

Lemma 3.1.7. Every semi-constructor term is a normal form.

Now, ground semi-constructor terms are the higher-order counterpart of ground
constructor terms, as intuitively, in an LCSTRS without missing cases in the pattern
matching, the only ground normal forms are in SC TQ)L.

Definition 3.1.8 (Quasi-reductivity). An LCSTRS £ = (X, R) is quasi-reductive if for
every t € T(X,0) we have t € SCTQL or t reduces with —g.
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Note that for quasi-reductive LCSTRSs, we can limit the substitutions in Defini-
tion 3.1.4 to substitutions such that im(y) € SC ‘7'00 without loss of generality. We call
such a substitution a ground semi-constructor substitution, abbreviated to gsc substitution.

3.2 Higher-Order Rewriting Induction

In this section, we introduce Higher-Order Rewriting Induction (HORI). Soundness of
HORI is established by Theorem 3.2.1.

Theorem 3.2.1 (Soundness of HORI). Let L be a terminating, quasi-reductive LCSTRS
and let & be a set of equations. If, by higher-order rewriting induction, (&, 0) +* (0, H),
for some set H, then every equation in & is a higher-order inductive theorem of L.

The proof of this theorem, being presented in Section 3.2.3, follows the first-order
approach [22]: it proceeds by deriving an invariant being maintained by every deduction
rule in HORI, and which is used to construct an induction proof on the well-founded
relation —gg to eventually conclude < g C <.

3.2.1 Deduction rules

We will now continue by introducing the deduction rules for HORI, shown in Figure 3.2.
Compared to the RI system for LCTRSs, we introduce two new deduction rules, called
(Generalize) and (Alter). This allows us to formulate the (Simplify) rule without
constrained reductions [22].

As a running example, we continue on the equation from Example 3.1.1. Following
Theorem 3.2.1, we show that there is a set H such that (&g, 0) +* (0, H) with

&Eo ={(A) sumfun f n ~ fold [+] 0 (map f (init n)) [n = O]}

Rewriting equations

The core deduction rule facilitates the application of a rule in R U R4 U H to reduce
an equation. We view an equation with variables as a way to represent all its ground
semi-constructor instances. Similar to “constrained term reduction” [35], we can reduce
equations with rewrite rules, taking the constraint of the equation into account.

(Simplify) Let!l — 7 [p] € RU R U H with C a context, § a substitution such that
5(Var(p)) € Val U Var(y)!, and C[£6] ~ t [¢] an equation. If the implication ¢y = @&

1Cornpared to [27], we have eliminated the use of IVar({ — r [¢]) = Var(¢) U (Var(r) \ Var(¢)). This is
possible due to the assumption Var(r) C Var(¢) U Var(¢p), which implies that LVar({ — r [¢]) = Var(¢).
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(Simplify)
+ ~ {—>rlp]le RUR e UH and
(8 Y {Cwé] f [l/)]}, 7{) 6(Var(¢p)) € Val U Var(y) and
EU{Clrol =t [P}, H)  y = o vaiid
(Expansion)

(8 Y {S ~t [111}]}/ 7-1) p expansion-position of s and
(8 U Expd(s ~t [IP]/P)/?’{ U {S —t [I,IJ]}) RUH U {s — t [iP]} terminating

(Expansion2)
(8 Y {S ~t [¢]}’ 7_{) p expansion-position of s

(EUExpd(s = t [{],p), H)
(Generalize)/(Alter)

EW{s~t ,

( {S [(P]} 7-{) u ~ v [{] generalizes/alters s ~ t [¢]

(@ ufu~vlyl},H)
(Delete)

(Ew{s~t[pl},H)
(&, H)

¢ unsatisfiable, or s =t

(Semi-constructor)
=51...5, and = t1...t, and either:

(swifs~filoh ) Fovie

B
).
(SU{Sizti [qD]IlSlSTl},?‘() (2). f € D withar(f) >n
(B). f €Zcare \ D and typeof (f) =01 — ... o —» tand m > n

Fig. 3.2 Derivation rules for HORI.

is valid, then we can perform a (Simplify) step:
(Bw{Cleo]~ t [Y]}, H) v (8 U{CIro] ~ ¢ [¥1},H)

There is an analogous (Simplify) rule to reduce the right-hand side of an equation.

Example 3.2.2. Starting with the running example, simplifying on the right-hand side

of (A) using rule (R8) yields (&, 0) + (E1,0) with

&1 ={(B) sumfun f n =~ fold [+] 0 (map f (n : (init (n —1)))) [n = 0] }
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Using subsequent (Simplify) steps with (R7) and (R4), we have (1, 0) +* (&3, 0) with
E3 ={(C) sumfun f n = fold [+] (0 + (f n)) (map f (init (n —1))) [n = 0] }.

Expanding equations (doing a case analysis)

After a few simplifications, we typically end up in a state where nothing can be done
without knowing how the variables are instantiated. The (Expansion) rule allows us to
do a case analysis and create an induction hypothesis at the same time.

(Expansion) Lets ~ t [{] be an equation. Let p € Posg(s) be an expansion-position of
s, meaning that s[, = fsy---s, withf € D, n > k = ar(f) and every argument s; is a
semi-constructor term. If additionally R U H U {s — ¢ [¢]} is terminating then we can
perform an (Expansion) step:

(8w {s ~ ]}, H) r (8 UExpd(s ~ t [y],p), H U s — t [¢]})

where

Expd(s =~ t [¢],p) =

{ > r[pleR, 6 =mgul(fsy sk, f),
o Sp]p0 = 16 [(pd) A (Y0
{s[r Sker Sl [(po) A (o)l 6(Var(p) U Var(y)) € Valu VvV
There is an analogous rule for performing (Expansion) on the right-hand side of an

equation at an expansion-position of ¢. In that case, t — s [¢] is added to H.

Example 3.2.3. In the running example, we expand the left-hand side of (C) at position
€. This gives (&3, 0) + (E4, H1), where:

(D) fn= fold[+] (0+(f n)) (map f (init(n—1))) [n =0An <0]
Es=13 (B) (fn)+ (sumfun f (n—-1)) »
fold [+] (0 + (f 1)) (map f (init (n —1))) [n > 0 A n > 0]

Hy ={(C) sumfun f n — fold [+] (0 + (f n)) (map f (init (n —1))) [n = 0] }

Viewing an equation as a way to represent a set of ground equations, (Expansion)
essentially splits this into multiple subsets, based on the possible instances at position p
of 5. Since we assume quasi-reductivity, there is at least one rule applicable at position
p of sy, for any ground semi-constructor substitution y. For every such rule, the set
Expd(s = t [i], p) contains a resulting representative equation.

Note that, after applying (Expansion), the equation s = t [1)] becomes an induction
hypothesis, because we add it to H as an oriented equation. Therefore, we can think of
(Expansion) as starting an induction proof on the subterm s|,,.
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(Expansion2) To be able to perform case-analysis without adding an induction hy-
pothesis to H requires the following variant of the (Expansion) rule

(Ewi{s ~t[]},H)
(EUExpd(s ~ t [{],p), H)

p expansion-position of s

which is shown in Figure 3.2 as (Expansion2), but which was unintentionally omitted
from the paper [27]. We include it here because in situations where we only require
case analysis, (Expansion) imposes a redundant termination check, which may even
cause proofs to get stuck.

Altering and generalizing equations

Intuitively, in Example 3.2.3 equation (D), we should be able to apply (Simplify), reducing
init (n — 1) to nil, because the constraint implies n — 1 < 0. However, the deduction
rule does not allow this: the variable in the init rule must be instantiated by a value or
variable. Nor can we apply (Simplify) with a calculation rule.

Of course, we could adapt the definition of (Simplify), but this problem is actually
part of a larger pattern: since our derivation rules rely on the shape of an equation, it
is often useful to alter an equation to a semantically equivalent one. That is, since an
equation represents the set of its ground semi-constructor instances, we should be able
to replace it by an equation that represents the same set.

We define two very similar derivation rules: one that lets us replace an equation
by another equation that represents the same set, and a second that lets us replace an
equation by another that may represent a larger set.

(Generalize) and (Alter) Assume that u ~ v [{] generalizes s = t [¢], meaning that for
every ground semi-constructor substitution (gsc) substitution y that respects s = ¢ [¢]
there exists a substitution 6 that respects # ~ v [{] such that sy = u6 and ty = v5. We
can then perform a (Generalize) step:

Ew{s~t[pl}, H)r (EU{u~v[Y]},H)

If, moreover, for every gsc substitution 6 that respects # = v 1] there exists a substitution
y that respects s = t [¢] such that sy = u6 and ty = v6, then we say that u ~ v [{] alters
s = t [p] and refer to this deduction step as (Alter) instead.

Example 3.2.4. We will apply (Alter) to equation (D) and (E)

¢ (D):asn >0 An <0is logically equivalent to —1 = n — 1, we use (Alter) to obtain
fn = fold [+] (0+(f n)) (map f (init(n—1))) [-1 = n—1]. We then apply (Simplify)
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using the calculation rule x — y — z [z = x — y] under substitution [x :=n,y =
1,z := —1]to obtain f n = fold [+] (0 + (f n)) (map f (init (=1))) [-1 =n —1]

e (E):sincen >0An > 0= Im[n >0Am =n—1], we change the constraint into
[n > 0Am = n—1],and apply two calculation steps to obtain ( f 1) + (sumfun f m) ~
fold [+] (0 + (f n)) (map f (initm)) [n >0Am =n—1]

We use (Simplify) a few more times to eventually end up at ({(F), (G)}, H1), where

F) fn=0+(fn)[-1=n-1]
(G) (f n) + (sumfun f m) ~
fold [+] (0 + (f 1)) + (f m)) (map f (init (m — 1)) [ > O Am =n—1]

Neither (Simplify) nor (Expansion) can be applied to (F), and it is not obviously removable
(see Section 3.2.1) since f could be instantiated by anything in SC 7’0[. However, with
(Generalize) we replace (F) by x ~ 0 + x. Then, applying (Alter) and (Simplify) with a
calculation rule, we obtain ({(F’), (G)}, H;) with (F') x ~ x [x =0 + x].

Discussion Despite their similarity, (Alter) and (Generalize) are used in very different
ways. The (Alter) rule is more innocent: replacing an equation by an equivalent one
cannot harm the proof process — this in contrast to (Generalize), which can easily replace
an equation that is an inductive theorem by one that is not.

In practice, (Alter) is typically used in combination with other derivation rules, e.g.,
to set up a (Simplify) step with a calculation as done in Example 3.2.4. We most often
use (Alter) to replace s = t [¢p] by u = v [¢] in the following scenarios:

I. Replacing a constraint by an equivalent one
s =uand t = v and (IX.¢) = (Iy.¢) is valid, where {X} = Var(¢) \ (Var(s) U
Var(t)) and {j} = Var(y) \ (Var(u) U Var(v)).
This application of (Alter) is often done before a (Simplify) step, to put the constraint
in the right shape.

I1. Replacing variables/values by equivalent ones
s =C[x1,...,xy]Jand u = C[y1,...,yn]and t = v and ¢ = ¢, if all x;, y; are values
n

or variables in Var(p), and ¢ = /\ x; = y; is valid. For example, replacing
i=1
fnx~f0[n=0]byf0 =f0[n =0].

This application of (Alter) is particularly useful when t = C[ys, ..., yu].

1. Adding safe variables to the constraint
s=uandt =vand ¥ = ¢ A(x1 = x1) A--- A(x, = x,,), where x1,...,x, €
(Var(s) U Var(u)) \ Var(¢), whose type is a theory sort ¢ € Sjeory such that no
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constructors of a type 01 — ... — 0, — ( exist other than values (and therefore,
any ground semi-constructor instance of this variable must be a value).

On the other hand, (Generalize) is primarily used as a form of lemma generation: as
we will see in Example 3.2.8, it is sometimes needed to generalize an equation to obtain a
stronger induction hypothesis. Finding suitable lemmas is a core challenge in inductive
theorem proving, being the central topic of Chapter 4. Generalization is also useful to
abstract away from variable applications, as we did for f #n in Example 3.2.4.

Proof: (Alter) scenarios

We just claimed that we often use (Alter) in the scenarios I, I and III. We show that these
scenarios indeed satisfy the requirements of the (Alter) rule.

Lemma 3.2.5 (Scenario I: replacing a constraint by an equivalent one). Let s =  [¢]
and s ~ t [¢'] be equations such that (3X.¢) & (3ij.¢) is valid, where {X} = Var(¢p) \
(Var(s) U Var(t)) and {ij} = Var(y) \ (Var(s) U Var(t)). Then

(1). For every gsc substitution y that respects s ~ t [¢] there is a substitution 6 that
respects s = t [1] such that sy = sd and ty = t6.

(2). For every gsc substitution 0 that respects s ~ t [{}] there is a substitution y that
respects s ~ t [¢p] such that sy =sd and ty = t6.

Proof. The cases are symmetric, so we only show (1).

Let Z = (Var(p) U Var(y)) \ {¥,y}, and write ¥ = (x1,...,%,), ¥ = (Yy1,---, Ym)
and Z = (z1,...,zx). Validity of VZ.((3X.¢) < (Iy.¢)) implies validity of the one-
way implication VZ.((3X.¢) = (3y.¢)). This means that for all values cy, ..., ¢k of
the right types: if there exist values ay, ..., a, such that p[x; :=a1,...,x, = a,, 21 :=
c1,...,2k = cx]is valid, then there exist values by, . . ., by, such that Y[y := by, ..., yp :=
by,z1:=c¢1,...,2% := cx] is valid.

Let y be a gsc substitution that respects s = t [¢], i.e. y(Var(p)) € Val, [yl =T
and Var(s) U Var(t) € dom(y). Let a; := y(x;), and for 1 < j < k: if z; € Var(¢) let
cj := y(zj), otherwise let c; be an arbitrary value in Z}Wgof(zl.) (since we assumed that the
sets 1, are non-empty, this can always be done). Moreover, let 17 := [w := y(w) | w €
(Var(s) U Var(t)) \ Var(¢)]. Then dom(n) N {z} = 0.

Now, since y respects the equation, @[x1 = a1,...,X, = a,,z1 = c1,...,
Zk = ck] is valid, and therefore by assumption we find values y; := by,..., Y = by
such that Y[y1 :==b1,..., Ym := by, z1:=c1,..., 2k := ck] is valid. Since {ij} N (Var(s) U
Var(t)) = 0, we can define 6 :=n U [ := b,z =2

Then clearly 6(Var(y)) € (6,2} € Val, and [wol = [yly = b
variables in s and t are either in {Z} or in dom(n), so O respects s ~ t

,z:=7¢]] =T. All
[¢], and maps each
variable w € Var(s) U Var(t) to y(w). Hence, sy = s6 and ty = t0. O
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Lemma 3.2.6 (Scenario II: replacing variables/values by equivalent ones). Let s =~ ¢ [¢]
and u = t [@] be equations such thats = C[x1,...,x,], u = C[y1,...,ys] and all x;, y;
n

are values or variables in Var(¢). Assume that ¢ = /\ x; = y; is valid. Then
i=1
(1). For every gsc substitution y that respects s = t [@] there exists a substitution 0
that respects u ~ t [@] such that sy = ud and ty = t6.

(2). For every gsc substitution 6 that respects u = t [¢] there exists a substitution y
that respects s = f [¢] such that sy = ud and ty = t0.

Proof. The cases are symmetric, so we only show (1).
Let y be a gsc substitution that respects s ~ t [¢], i.e. y(Var(p)) € Val, [y =T
and Var(s) U Var(t) C dom(y). Since all x;, y; are values or variables in ¢, by definition
n

of respects we know that each x;y and y;y is a value. By validity of ¢ = /\ Xi =Y,
i=1
and the fact that [@y]] = T, we obtain that [[x; = y;y]] = T for each i, which can only

hold if they are the same values since the relation between values and the underlying
set is one-to-one. Hence, x;) = y;), so sy = uy. We are done by choosing 6 = y. O

Lemma 3.2.7 (Scenario III: adding safe variables to the constraint). Let s =~ ¢ [¢] and
s ~ t [{] be equations such that ¢y = @ A (x1 = x1) A--- A (X, = x,,), where x1,..., X,
are variables in s, t that do not occur in ¢, but whose type is a theory sort ¢ € Stpeory
such that no constructors of a type 01 — ... — 0, — ( exist other than values. Then

(1). For every gsc substitution y that respects s =~ t [@] there exists a substitution 0
that respects s = f [i] such that sy = s6 and ty = t6.

(2). For every gsc substitution 6 that respects s ~ t [{] there exists a substitution y
that respects s = f [@] such that sy = s6 and ty = 6.

Proof. For (1), let y be a gsc substitution that respects s ~ t [¢], i.e. y(Var(p)) € Val,
[ey]l = T and Var(s) U Var(t) € dom(y). Consider y(x;). Because x; € dom(y) and y
is a gsc substitution, y(x;) must be a gsc term; having base type, it must have a form
c u1 - - - ux with ¢ a constructor. Since there are no non-value constructors with a theory
sort as output sort, we can only have k = 0 and c is a value. But then y also respects
x; = x;. Hence, we can choose 6 := y.

For (2), we observe that any gsc substitution that respects 1 clearly also respects ¢,
so here too we can choose 6 := y. O

Removing equations

Thus far, we have only modified equations. We now introduce a deduction rule to
remove an equation from &.
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(Delete) Lets = t [¢] be such that either ¢ is unsatisfiable or s = ¢, then we can

perform a (Delete) step:
Ew{s=t[pl},H)r (E H)

Example 3.2.8. We continue on the proof state obtained in Example 3.2.4. We apply
(Delete) to (F") and obtain (&g, Hi) with E¢ = {(G) (f n) + (sumfun f m) ~ fold [+] ((0 +
(f n))+(f m)) (map f (init(m—1)))[n>0Am=n—-1]}

We have now defined all the inference rules necessary to complete the running
example. The remaining part is mostly straightforward; we detail only the harder steps.

First, in equation (G), we use (Simplify) with the induction rule (C’) sumfun f n —
fold [+] (0 + (f n)) (map f (init (n — 1))) [n > 0] to obtain

(f n) + (fold [+] (O + (f m)) (map f (init (m —1)))) ~
fold [+] (0 + (f n)) + (f m)) (map f (init (m —1))) [n >0 Am =n—1]

After (Alter) and a calculation step, we obtain

(f n) + (fold [+] (0 + (f m)) (map f (initk))) ~
fold [+] (0 + (f n)) + (f m)) (map f (nitk) [n>0Am=n—-1Ak=m—1]

Now, we could continue by performing additional (Expansion) steps, but this will
result in a loop: none of the generated induction rules will be applicable. To avoid this
issue, we instead use (Generalize) to obtain

x+ (fold [+] (0+y) 1) =~ fold [+] (0+x)+y)!

In the next (Expansion) step, the termination requirement forces us to expand on the
left rather than the right, creating an induction rule

x+(fold [+] y 1) - fold [+] z [ [z = x + y]

This rule has a calculation symbol + as the root symbol on the left, which is non-standard,
but allowed in LCSTRSs, and termination can be proved. The rest of the proof is entirely
straightforward.

Breaking up equations

We now introduce the (Semi-constructor) rule; a higher-order generalization of the
(Constructor) rule [22]. Although this deduction rule was not needed in our running
example, we sketch in Example 3.2.9 a hypothetical situation where it is necessary.
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(Semi-constructor) Lets =s;...s, and f= t1...t, be terms with n > 0. If f is either
a variable, a constructor, a defined symbol with ar(f) > n or a symbol in .4 \ D of
type o1 — ... = 0, — 1 with m > n then we can perform a (Semi-constructor) step

(6w (f 3~ fElonH)r (8Ulsixtilpll1<i<n},H)

Example 3.2.9. In an extension of Rsg containing additional symbols g, h € X, we could
e.g. have a deduction step ({fold g (h 0 x) ~ foldh (g0 x)},0) + ({g=~h, h0Ox ~ g0 x},0).

3.2.2 Comparison to the first-order literature

Surprisingly few changes were needed to adapt the first-order definitions [22] to the
higher-order setting. The most important changes are the new definitions of quasi-
reductivity and semi-constructor terms. The proof was adapted to take these changes
into account, but its overall structure remains the same as in the first-order case.

The most significant change could already have been made in [22] and considers
the introduction of (Alter), and updating (Generalize) to quantify over ground semi-
constructor substitutions, rather than all substitutions. In the first-order system [22],
scenario I was combined with (Simplify), and a separate rule (EQ-DeLETION) Was used to
handle II, but III was not supported — thus leaving it impossible to prove for instance
init (n + 1) ~ init (1 + n) if n was not in the constraint. This limitation is particularly
relevant in the higher-order setting: due to proof states with higher-order variables,
such as (F) from Example 3.2.4, the (Generalize) rule is needed much more often than in
first-order RI, and to progress the proof further we need to be able to move the resulting
variables into the constraint.

3.2.3 Proof: Soundness of HORI

In this section we will prove Theorem 3.2.1. The proof is quite elaborate, but not very

new: it barely differs from its first-order counterpart [22]. Nevertheless, we supply it

here to show that, using our higher-order adaptations, the same strategy still works.
The proof is split over two parts:

(1). We introduce an invariant, being preserved by every HORI deduction step. We
prove that this invariant implies soundness of HORI.

(2). We then show that this invariant is indeed preserved by every deduction rule.

Part (1): the invariant

We fix a quasi-reductive, terminating LCSTRS L (with rules R), and we assume that
every equation in & is entirely over L. We recall from Section 3.1.1 the symmetric
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relation <>g on a set of equations &, where we now emphasize that all terms are built
from L (as we will see in Section 3.3 this is precisely what changes in Global RI):

C is a context over L,
Clsyl og Clty]l & (s~tple&ortxs|p]eé,
Y respects @

Lemma 3.2.10. Suppose that <>g C <>, on ground terms over L. Then every equation
in & is a higher-order inductive theorem of L.

Proof. Lets =~ t [p] € & and y a ground substitution over £ which respects this equation.
We need to prove that sy <5 ty. Since sy and ty are ground over £, and satisfy
sy ©¢ ty, we use the assumption to conclude sy <5 ty. O

We continue by defining «f>¢ as the parallel application of zero or more <g steps
(thatis, s «fg t if there exists a context C[Oy, ..., 0,] and terms s1, ... Sy, f1, . . . t, with
s=Cl[s1,...,84],t =C[t1,...,ty] and s; e>g t; forall1 <i < n).

We additionally define

root,semi

uy eg vyifu = v [p] € E and y a gsc substitution over L that respects ¢

The following lemma expresses an invariant, satisfied by every HORI deduction rule:

Lemma 3.2.11 (Invariant). Suppose that (&, H) + (&', H’). Then

root,semi * . . *
D) =gg S =gup  Pe rup
(2). —=ruH S >R pug - e - guy On ground terms over £, implies
—RUH € =R * e - HPer < puge N ground terms over L.

This lemma will be proven in part (2). For now, we just assume that it holds, to derive
that if (&, 0) +* (0, H) then <g C <4 holds on ground terms over £ (by Lemma 3.2.10
it then follows that every equation in & is a higher-order inductive theorem of .L).

We first note:

root,semi * . Lk
Lemma 3.2.12. Suppose Cgver S Rupe e —rup

Then g C =g 40 - e+ g On ground terms over L.
root,semi

E\E
that s ~flbg t. Thatis, s = C[s1y1,...,Snvs] and t = C[t1)1, ..., tayn] where, for each

Proof. Suppose < C —gup e - < guge and let s, t be ground terms such
1<i<mn,s;~t;[p;] €& and y; respects ;. Consider an arbitrary i.

If s; = t; [pi] € &', thenclearly s;y; H:S' tivi,soalsos;y; _>;%u7-(' g - (_;QU’H' tiyi.
Otherwise, s; ~ t; [¢i] € & \ &'. Since we have assumed that £ is terminating, we
can define )/l.i =[x := yi(x)|® | x € dom(y;)] and since L is quasi-reductive, yl.l is a gsc
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root,semi

BYTRIC N
e\er and we have s;y; —g siy; S RuA

substitution. Hence, by the assumption on <
e —gun ti]/il —x tivi-

We complete by sequentializing all —g ¢ reductions in s, and doing all +f~ steps
in parallel. a

With the previous two lemmas we can prove the following:

Lemma 3.2.13. Suppose that (&g, 0) +* (E, Hy), and assume that Lemma 3.2.11 holds
for any deduction step (E;-1, Hi-1) + (E;, H;) in this deduction sequence. Then

(D). b, S _>;QU‘H,1 g, - <_;zu7{,, on ground terms over L.

(2). =gur, € R - D RUH, e, - “Rrun, ON ground terms over L.

Proof. We prove both statements by induction on n. In particular, we will use that
H; € Hi, for all 0 < i < n. (This is a property of rewriting induction.)

If n = 0, then we are immediately done, since &, = &y and —gys,= —x (and
because a parallel step «f~¢, is allowed to be empty).

Now, assume 1 > 0 and the lemma holds for n — 1. So we have =g, € =g 4,
s, - <run, - BY the combination of Lemma 3.2.11 and Lemma 3.2.12: =g,

C —pum, e, “rup,- Therefore Hbg) € =% g (g - e, - Trun,

)- CRUH,.- We complete (1) because _);QU(HH . _’;zu’Hn c _’;QU'H,,' As for (2): this
follows immediately by induction hypothesis (2) and Lemma 3.2.11.(2). O

We recall the following property from the literature, on arbitrary relations —1 and
—». We include a proof since the original proof is in Japanese.

Lemma 3.2.14 ([33, Lemma 3.4]). Let —1 € — be binary relations with — well-founded
and —, C —1 - —5 - ] - <. Then &] = <.

Proof. The direction <] C < is implied by —1 C —». To prove <} C <] it suffices to
prove —» C <—>; So assume s —; t. We use well-founded induction on s —; to show

s <] t. First, by assumption: there exist terms a1, ...,a, and by, ... by, such that
.
§ =141 242 2 ... 20y, O] by 2. by b=t

Since —1 C —», we see that s —>; ajforalll <i<n,anda; —; a;,1 foralll <i < n. So
the induction hypothesis gives us 4; <—>’i a;41 forall 1 <i < n. By assumption we have
s —2 t, hence (again by induction hypothesis) b; <] b1 forall 1 < i < m. This yields

* *

the desired sequence s —1 a1 <>} a2 ] ... &7 a, &by ] ... b b=t O
Now, we can prove Theorem 3.2.1, conditional on Lemma 3.2.11.

Theorem 3.2.1 (conditionally). Let & be a set of equations. Assume that, by HORI,
(&,0) v (0, H), for some set H, and Lemma 3.2.11 holds for every single step that occurs in
this deduction sequence. Then every equation in & is a higher-order inductive theorem of L.
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Proof. We use Lemma 3.2.13 with §p = &, &, = 0 and H,, = H to obtain
(D). e € 2rup - “ruy On ground terms over £
(2). 2ruH € 2R - Dpup © “ruy ON ground terms over £

Combine (2) with Lemma 3.2.14 to conclude <5 = g ., on ground terms over £
(take —1:= —g and —,:= —gyg). Then use (1) to conclude that:

*

e C Prun T TRUH S Crur T CrRun T Crun = R

on ground terms over L. Finally, use Lemma 3.2.10 to conclude Theorem 3.2.1. ]

Part (2): every deduction rule preserves the invariant

It remains to be seen that the invariant from Lemma 3.2.11 holds for every deduction
rule. Note that whenever H = H’ — as is the case for every deduction rule other than
(Expansion) — we only need to prove (1), because then (2) is implied by (1).

Hence, in all cases other than (Expansion) we only have to show that

root,semi

* *
Cag S Trum e Trun

(Simplify) We first introduce a helper lemma.

Lemma 3.2.15. Let £ = (X, R) be terminating and suppose that X 2 R is terminating on
T(X,V). Assume an equation C[¢6] ~ t [¢], for some rule { — ¥ [@] € X UR 41, context
C and substitution 6, both over £, such that 6(Var(¢)) € Val U Var(y) and ¢y = @6
valid. Then for any substitution y over £ which respects ¢ we have C[¢6]y —x C[rd]y.

Proof. Let y be a substitution over L respecting ¢ and define 17 := y o 6. We check that
C[€6]y —x C[ro]y with substitution n and rule ¢ — 7 [¢].

Let C' = Cy. Then C[{5]y = C’[€dy] = C'[#n] and C[rd]y = C'[roy] = C'[rn].
Therefore, by definition of the rewrite relation, it suffices to show that n respects
! — r @], ie n(Var(e)) € Valand [@n] = T. As y respects ¢ we have y(Var(y)) € Val
and [$y1 = T. So n(Var(p)) = (5(Var(p))) € y(Val UVar(y)) = y(Val) U y(Var(y)) =
Val U y(Var(y)) = Val and, because of y = ¢, we have T = [(¢d)y] = [len]. O

Lemma 3.2.16. Assume that (& W {C[¢5] ~ t [¢]}, H) + (EU{C[rd] ~ t [¢]}, H) by
(Simplify), using the rule { — r [¢]. Then

root,semi

Cles)~ (Y]} < _>;QU'H ’ “"*f)u{c[ré]zt v} ‘_;zuw
Proof. Suppose C[€6]y HZ”C‘JE[S;]’Z £y, with y a gsc substitution over L that respects
Y. Then, by definition of (Simplify), we have 6(Var(¢)) € Val U Var(i) and iy = ¢0.
Now, Lemma 3.2.15 (take X = R U H) guarantees C[{5]y —guy C[ro]y. Therefore,

Cled]ly —run Clroly A cprsi~ (y)y tY- -
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(Generalize) and (Alter) Since (Alter) is a special case of (Generalize), we can handle
both derivation rules at once.

Lemma 3.2.17. If (EW {s ~ t [p]}, H) + (E U {u ~ v [¢]}, H) by (Generalize) or (Alter),
root,semi

then & " Fon € “run  TPeU [v1) - rus

root,semi
{s=t [o]}
by definition of the Generalize and Alter rules, there exists a substitution 6 that respects

Proof. Suppose sy < ty, with y a gsc substitution over £ that respects ¢. Then,

u ~ v [iP] such that sy = ud and ty = v6. Since 0 respects ¢ we have u6 <~y [y} V0.
Therefore, sy <~ Wy ty- m]

(Delete)

Lemma 3.2.18. If (E W {s ~ t [p]}, H) + (E, H) by (Delete) then

root,semi

(s~ [p]} S TRUK T TE T Trun

root,semi
{s=t [p]}
necessarily s = t, because in the other case (the case ¢ being unsatisfiable) there would

Proof. Assume sy < ty, with y a gsc substitution over .L that respects ¢. Then

not exist such a substitution. But then the result trivially holds. O

(Semi-constructor)

Lemma 3.2.19. Assume (E W {c§ ~cf [p]}, H) F (EU {si~tilp]l1<i<n}, H)by
(Semi-constructor). Then

root,semi * . . *
e3~cilpn S TRUH Teu{simn lglisisn}  Trun

root,semi

Proof. Suppose that (c )y < B (c f)y, with y a gsc substitution over £ that

{cS~cflp
respects ¢. By definition, we have s;y Cgulsit; [plsisn) LY As all s; occur in parallel,
it follows that (¢ 5)y <_H_>8u{sizti lpln<izn) (cD)y. m|

(Expansion) Since (Expansion) adds a rewrite rule to H, part (2) of Lemma 3.2.11 is
not automatically implied by part (1). Hence, we have to prove both statements. We
start with proving (1), but first we introduce two helper lemmas.

Lemma 3.2.20. Let f s1---s, be a ground term over £ such thatf e D, n > ar(f) = k
and every s; € SCT . Then there is a rule { — r [¢] € R and a substitution 6 over £
respecting this rule such that f sq - - - s; = £0.

Proof. Quasi-reductivity of £ implies that f s;---s, reduces (n > ar(f) so it is not a
semi-constructor term). Since every s; is a semi-constructor term, the only possible way
this reduction can happen is at the root position. So thereis arule { — r [{)] € R and a
substitution 6 over L respecting this rule such that f sy - --sx = £6. O
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Lemma 3.2.21. Lets ~ t [@] be an equation such that s|, =fs;---s, withfe€ D, n > ar(f)
and every s; a semi-constructor term over L. Then for any gsc substitution y over £
which respects s ~ t [p] we have sy —g - AguExpa(s~t [p],p) 1V

Proof. Let y be a gsc substitution over £ which respects ¢. By Lemma 3.2.20, s|,y
reduces at root position with some rule { — r [{] € R and substitution 6 over L
respecting 1. We can assume the variables in { — r [i] are named so as not to
overlap with the variables in the equation. So then we can let ¢’ := y U 6 and have
sy =50" = 5[l sgp1---54]p0" and ty = td’, where &’ respects both ¢ and ¢. And since

0’ respects 1, we have s[{ sgy1--+5,]p0" =g s[r skp1-+-54]p0"

Since f s1 - - - 5¢ and ¢ are unifiable with unifier &', there is a most general unifier 1,
where “most general” implies that 6 = nC for some substitution {. Hence, Expd(s ~
t [p], p) includes an equation s[7 sx11 -+ s, ]p1 = tn. Concludesy = s[lsg41---54]p0" —r
s[r ske1 -+ snlpd” = slr sks1 -+ sulpyNC A pxpasat (p1,p) NC =1ty O

Now part (1) of Lemma 3.2.11 is proved by the following.

Lemma 3.2.22.
If(Ew{s~t[pl},H)r (EWExpd(s ~ t[p],p), HU{s = t[¢]}) then

root,semi *
{s~t [p ]}g_}mwu{s—»t (o]} TP EERpd(sat [plp) * TRUHUEs—t [o]}

root,semi
{s=t [p]
Lemma 3.2.21 we have sy —>'R A Expdsat [plp) £V O

Proof. Suppose sy < y Y with y a gsc substitution over £ that respects ¢. By

And part (2) of Lemma 3.2.11 is proved by the following.

Lemma 3.2.23.
If (SU{S ~t[pl}, H) + (EUExpd(s ~ t [¢],p), HU{s o> t [¢]}), and >gu € —x
RU'H %SU{Szt lo]} * <— ®ugy On ground terms over £. Then
PRUHU{s—t [p]} S R * Rugiu(st lol} A EUEpd(s~t [plp) * T RUHULs o]}
holds on ground terms over L.
Proof. Suppose —rur € 2R * 2pug - Heugsat [p]) © < grug ON ground terms over L.
Then by Lemma 3.2.22 and Lemma 3.2.12

—RuH € 2R * o T RUHU{s—t [p]}

eH*c“»ulfxzwl(szt lplp) (_;QU‘HU{S—M [} ) ‘_;eu'H

Or equivalently

TRUH S DR RUMUs ot o]} AeUERpd(s~ [plp) * RUHU(s lol}

Therefore, it suffices to show that on ground terms over £ we have
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st [p]} S TR DRupUs—t [pl) ~ TEUERpdGsxE [plp) * TRUHUs [p])

So suppose C[sy], C[ty] are ground terms over £ such that C[sy] = o1y CltY],
for some ground substitution y over L that respects s — t [¢]. Then v with y(x) =
y(x)|g for all x € dom(y) is a gsc substitution over £, so by Lemma 3.2.21 we have
syt —g A Expdesat [p]p) tyl. Therefore

C[S]/] _);{ C[S)/l] —R <_H_)Expd(szt [elp) C[t)/l] R *C[f)/]

O

(Expansion2) Since H = H’ we only need to prove part (1) of Lemma 3.2.11. We will
now show that this is a trivial consequence of the proof of part (1) for (Expansion).

Lemma 3.2.24.
If(Ew{s~t[pl},H)r (EWExpd(s ~ t [p],p), H) then

root,semi

s~ gy S TRUH T TEUERpdGs~t [plp) T T RUH
Proof. We recall the reasoning from the proof of Lemma 3.2.22, which still applies

root,semi
{s~t o]}
A Expd(s~t [p],p) {7, which immediately proves the desired result. O

here: if sy < ty, with y a gsc substitution over L that respects ¢ then sy —g

3.3 Global Rewriting Induction

A very desirable property not being satisfied by higher-order inductive theorems and the
proof system HORI is extensibility. This means that if an equation is an inductive theorem
in R, it remains an inductive theorem in any reasonable (i.e., adding defined symbols,
not constructors) LCSTRS extending R. In terminology of functional programming: it
should be possible to import functions from external modules without breaking any
equivalence. Extensibility allows for more local reasoning: to prove properties about a
small part of a larger system, it is very desirable to only have to consider the rules that
are directly related. This property is also used in some existing methods for program
transformations [19]. Example 3.3.1 comes from existing literature [9] and demonstrates
a rewrite system with a non-extensible inductive theorem.

Example 3.3.1. Let Lierms = {zero = (nat — nat) — nat, add :: nat — nat — nat, s =
nat — nat, 0 :: nat}, Lineory = 0 and let R = Rada U Rzero be defined by

Radg = {add 0y — y, add (s x) y — s (add x y)} and Riero = {zeros — 0}

Then add x y ~ add y x is an inductive theorem, since (add x y)y <% (add y x)y holds
for any ground substitution y. However, in the extension R = R U {f x — 0} where
f :: nat — nat takes the role of a new defined symbol, add x y ~ add y x is no longer an
inductive theorem, because add 0 (zero f) <>, add (zero f) 0 does not hold.
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3.3.1 Strong quasi-reductivity

A key problem in Example 3.3.1 is that the extension breaks quasi-reductivity: by
importing f we create a missing pattern in Rzero. This is caused by pattern matching on a
function: the last rule in R matches on the expression s which is a non-variable term of
type nat — nat. If we now import any new symbol of this type, no matter how innocent,
it creates a new pattern; and thus quasi-reductivity is lost. From the perspective of
functional programming, rules like this seem very unnatural; it is not typically allowed
for a pattern to have a higher-order subterm that is not a variable. Thus, we argue that
the original system is inherently problematic. To prevent such pathological examples,
we extend the definition of quasi-reductivity to exclude this program structure.

Definition 3.3.2 (CHV term). Let £ be an LCSTRS. A Constructor term with (only) Higher-
order Variables (CHV term) over £ is a constructor term s over £ such that Var(s) contains
only variables of higher type.

Definition 3.3.3 (Strong quasi-reductivity). An LCSTRS £ = (X, R) with defined symbols
D is strong quasi-reductive if any term of the form f sy ---s, with f € D, n > ar(f) and
each s; a CHV term over L reduces with —g.

Any strong quasi-reductive LCSTRS is also quasi-reductive (see Lemma 3.3.5 below).
An LCSTRS is certainly strong quasi-reductive if it has exhaustive pattern matching,
left-linear rules and all strict higher-order subterms of left-hand sides are variables.
Strong quasi-reductivity is close to (and implies) quasi-reducibility [9]. On the other
hand, strong quasi-reductivity is weaker than Higher-order Sufficient Completeness [10].

Proof: strong quasi-reductivity implies quasi-reductivity

We just claimed that strong quasi-reductivity implies general quasi-reductivity. To prove
this statement, we first introduce a helper function y, that replaces every higher-order
subterm in a ground semi-constructor term by a variable.

Definition 3.3.4 (1). For a ground semi-constructor term s, choose variables F, for every
p € Posg(s) with s|, of higher type. Then, let ui(s) := p¢(s), where for subterms t of s at
position p, we let:

e if t has an arrow type, p,(t) := Fp

e if t has base type, then f necessarily has a shape c t; - - - t,; with ¢ a constructor, so

we let (,lp(t) =cC [lp‘l(tl) T ,Up~m(tm)

Note that u(s) is a constructor term with only higher-order variables, and moreover
it is linear (no variable occurs more than once), and the only subterms of higher type
are variables. We clearly have the property that u(s)[F, := s|, | p € Posg(s) A s, has a
higher type] = s. With this, we easily prove the desired result.
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Lemma 3.3.5. Any strong quasi-reductive LCSTRS is quasi-reductive.

Proof. Suppose an LCSTRS L = (X, R) is strong quasi-reductive, and towards a contra-
diction, suppose s € T(X, 0) is irreducible but not a semi-constructor term. This can only
be the case if s has a subterm f s - - - s, for some n > ar(f), where f € D and all s; are semi-
constructor terms, but f s1 - - - s,, does not reduce. However, by strong quasi-reductivity,
fui(s1) - un(sy) does reduce! But then (f py(s1) -+ pn(sn))[Fp := slp | p € Posg(s) A sl
has higher type] = f s1 - - - 5, must also reduce. This gives the required contradiction. O

3.3.2 Natural extensions and global inductive theorems

Unfortunately, as shown below in Example 3.3.6, limiting interest to strong quasi-
reductive systems does not suffice to obtain extensibility.

Example 3.3.6. Let £ = (£, R) be the LCSTRS defined by Ztepms = {a = A, b A, c =
C,fu(C—>A) —>A gu:C— A}, Lipeory =0and R = {f F - Fc, gx — b}. Then
fF = bis an inductive theorem, since the only ground term that can instantiate F is g, and
indeed f g —g gc —x b. However, it is not an inductive theorem in the extended rewrite
system L’ = (X', R’), with signature 2’ =X U {h:: C - A}and R" =R U {hx — a}.

Here, f F = b is an inductive theorem because the reasoning is restricted to the given
rewrite system £ = (X, R), where the only possible instance of F is g. This of course may
not be true in an extension, like £L” = (X', R’). To avoid examples like this, we follow a
similar idea to that in existing work [9] and directly define a kind of inductive theorems
that are preserved under reasonable extensions.

Definition 3.3.7 (Natural extensions). An LCSTRS £’ (generated by ', ¥/, R’, etc.) is a
natural extension of £ (generated by S, L, R, etc.) if

(@. 8’ 2 Sand S/ 2 Sineory and I 2 Ltheory and L} D Yierms and

theory = theory = terms

V' 2Vand R 2R
(b). 1/ = I, for all t € Stpeory, and [[f]" = [f]] for all f € Zipeory
(c). foralla € ZUV: typeof (a) = typeof (a)

(d). forallfe X: Rf = R; (so R\ R does not define any of the constructors in £, nor
add cases to a defined symbol or calculation symbol)

(e). forallf:: g1 — ... > 0y — 1 € X, all i: there is a ground term of type o;

(f). for all constructor symbolsc:: 01 = ... > g - 1€C’'\Cwehave: ¢ S

Hence, a natural extension can add more rules, but cannot interfere with the original
LCSTRS, nor add new patterns to its sorts. By (f), any ground constructor term of a sort
¢ that occurs in the original signature can only use constructors in this signature.
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Example 3.3.8. Let © = {add :: nat — nat — nat, s :: nat — nat, 0 :: nat} and
R ={add0y — y, add (s x) y — s (add x y)}. The system defined by ¥’ = XU {double ::
nat — nat} and R’ = R U {double x — add x x} is a natural extension of (£, R).

Definition 3.3.9 (Global inductive theorems). An equation s ~ t [¢] over a terminating,
strong quasi-reductive LCSTRS £ is a global inductive theorem of L if for every
terminating, quasi-reductive natural extension £’ with rules R" and every ground
substitution y over £’ that respects this equation: sy <, ty.

Discussion At this point, it is worthwhile to compare ground convertibility to another
frequently used equivalence notion in the literature: contextual equivalence (also known
as behavioral equivalence) [42]. The notion is motivated by the desire to consider two
expressions s and t equivalent if any occurrence of s and t in any other program C[O]
can be interchanged without affecting the results of executing that program, meaning
that C[s] and C[t] should evaluate to the same value with respect to the pre-defined
operational semantics. The definition of contextual equivalence therefore involves
quantifying over all contexts C[O] in the given programming language.

The specifically used programming language may vary between different papers: e.g.,
PCFL [42] is a higher-order functional language (with lambda-abstraction) with recursive
functions and lazy lists, while the while language [16] has a more imperative flavor.
These languages also support non-terminating programs: PCFL contains a fixed-point
operator (which can e.g. be used to produce potentially infinite data structures such as
infinite lists) and while supports while-loop constructions.

Since contextual equivalence is built on a quite different mathematical machinery
than ground convertibility, it is hard to directly compare them (doing this properly is
definitely beyond the scope of this thesis). However, for terminating programs, we can
approximately express contextual equivalence using the terminology of term rewriting:

s ~ctx t iff For every normal form n, context C and substitution y in an arbitrary
signature extension we have: C[sy] —, n & C[ty] =g n

Although contextual equivalence does not involve quantification over arbitrary signature
extensions (the term formation signature is fixed), languages with a fixed-point operator
allow new recursive functions to be created on the spot and therefore likely include a
form of extensibility. It is shown that contextual equivalence is also extensional [42].
Proving contextual equivalence directly is challenging, requiring induction proofs
on the term structure where finding induction hypotheses can be complicated. To
overcome this issue, several proof methods have been developed, such as denotational
semantics and coinductive methods based on bisimilarity [42]. Semantic methods have
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also been developed for proving weakened versions of contextual equivalence (without
quantifying over all contexts) [2, 16], which may be better suited to certain applications.

Contextual equivalence and related proof methods constitute relevant contributions
to the field of program equivalence, but are beyond the scope of this thesis. It remains
future work to investigate to what degree rewriting induction can be unified with
contextual equivalence: this likely requires weakening the termination requirements,
for which the Bounded RI approach in Chapter 5 may be helpful.

3.3.3 Oracle extensions

We now aim to extend HORI in such a way that it proves equations to be global inductive
theorems. Largely, this is straightforward, as we can mostly ignore rules whose defined
symbols do not occur inside the equation. However, a major problem arises with the
(Expansion) rule: we now have to prove termination of R” U H for any natural extension
R’ of R. This is in general not possible.

To handle this issue, we use a specific, more manageable kind of extension.

Definition 3.3.10 (Oracle extension). An oracle extension of an LCSTRS £ = (X, R) isa
quasi-reductive and terminating natural extension Q = (¢, R9) such that all rules in
RQ\Rhaveaformfvl-nvm — w, wheref:: g1 — ... > oy — , with 1 € S and

(i). v;isa ground term, forall1 <i <m
(ii). w is a ground semi-constructor term over @ that contains no defined symbols of R

Thus, an oracle extension adds functions that, given ground arguments, compute a
semi-constructor result in exactly one step. Moreover, their right-hand sides do not use
defined symbols in R, thus removing any dependency. We call the rules of R9 \ R oracle
rules. There are typically infinitely many.

The idea is that a natural extension £’ of £ may be translated into an oracle extension
by taking, for every defined symbol f of R” \ R and ground terms v, ..., vy, the
normal form w of f v ---v,, and including f v1 ---v,, — w as a rule. To ensure that
the right-hand sides of the oracle rules do not contain defined symbols of R, we use
fresh (primed) copies of the non-constructor symbols of the natural extension. The full
construction is in Section 3.3.6, but Example 3.3.11 illustrates the idea.

Example 3.3.11. The natural extension (X', R’) in Example 3.3.8 gives rise to oracle
rules by taking ground instances of double x — add x x and normalizing the resulting
right-hand side to a semi-constructor term, using a fresh copy double’. For example, we
include double’ (s 0) — s (s 0) because double (s 0) —, s (s 0). In contrast to the rules
in R’, the right-hand sides of the oracle rules do not contain add. Thereby the oracle
rules have no D-dependency on the original system.
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So intuitively, in terms of programming, while a natural extension may fully imple-
ment a function imported from an external module, an oracle extension deliberately
hides this implementation, directly specifying its input-output behaviour.

Lemma 3.3.12. Anequation s = t [¢] over a terminating, strong quasi-reductive LCSTRS
L is a global inductive theorem of L if for every oracle extension Q and ground
substitution y over Q that respects this equation: sy ©pa ty.

3.3.4 Global Rewriting Induction

We now update HORI in such a way that we can prove global inductive theorems of
terminating, strong quasi-reductive LCSTRSs. Since equations and rules only contain
function symbols from the original signature, the (Simplify) rule is unchanged. The
(Delete) and (Semi-constructor) rules are also the same. For (Alter) and (Generalize), we
now quantify over all gsc substitutions in the extended signature, but scenarios I-1II all
still apply. Hence, the only rule that changes is (Expansion).

(Global Expansion) Lets ~ t [¢] be an equation and p € Posg(s) a position such that
slp =fs1-- s, withf€ D, n > k =ar(f)and forall 1 < i <k, q € Posg(s;): if s|; has base
type and is not a variable, then s;|, has a form ¢ ¢; - - - t,, with ¢ a constructor symbol. If
RAVUH U{s >t [¢]} is terminating for every oracle extension Q of £ then

(Ew{s ~t[pl},H)r (EVUExpd(s ~t [p],p), HU{s >t [¢]})

Compared to the original (Expansion) rule, the requirement on the shape of the s;
is weaker than before; this is possible due to the strong quasi-reductivity requirement.
While the termination requirement is harder to check, this could be done either through
dynamic dependency pairs [36, 37] (since the oracle rules do not generate any dependency
pairs), or, if certain (reasonable) restrictions on the original system are satisfied, using
static dependency pairs. An automated variation of the latter approach is available
for LCSTRSs [24]. We use oracle extensions, rather than arbitrary (terminating, strong
quasi-reductive) natural extensions, because the extra rules do not depend on the defined
symbols of £, which is what makes it feasible to prove termination results.

Definition 3.3.13 (Global RI). We define Global Rewriting Induction (Global RI) as the
proof system obtained from the following deduction rules

¢ (Simplify), (Delete) and (Semi-constructor) the same as in HORI

* (Generalize) and (Alter) where the occurring gsc substitutions are quantified over
all signatures of all oracle extensions
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¢ (Global Expansion)

Theorem 3.3.14 (Soundness of Global RI). Let L be a terminating, strong quasi-reductive
LCSTRS and let & be a set of equations. If, by Global RI, (&, 0) +* (9, H), for some set H,
then every equation in & is a global inductive theorem of L.

Before proving this, we first comment on how to prove oracle termination in practice.

3.3.5 Proving oracle termination

In Section 3.3.4, we claimed that static dependency pairs could be used to prove
termination of all oracle extensions of a given LCSTRS. To see this, note that static
dependency pairs are based around the notion of computability. Following the definitions
for LCSTRSs [25] (which are based on older techniques for unconstrained systems in
the literature), we assume given a quasi-ordering 3 on the sorts, whose strict part 3 is
well-founded, and define the following relation between sorts and arbitrary types

12to1—> ..o oy —x if (dxAVie{l,...,m} .13 o;
1 01> ... 0y —Kk if taxAVie{l,...,m} 3" o

For all symbols f :: 61 — ... = 0, — 1, we choose a set Acc(f) C {1, ..., m} such that
1 3% g; for all i € Acc(f). Welet g s1-+-5; Bpcc tif t = g 51---5, OF 5; Bpcc t fOr some
i € Acc(g). With this, we can define a computability predicate on terms such that

@i. if s = 01 = ... = om — 1, then s is computable if and only if s t1---t, is
computable for all computable terms ¢; :: o;

(if). if s :: 1, then s is computable if and only if

e for all f such that s —g t also f is computable

e ifs:fsq-- sy, then for all i € Acc(f) also s; is computable.
(iii). a computable term is guaranteed to be terminating

Let £’ be a natural extension of L. Given a sort ordering and accessibility function
Acc, the static dependency pair framework can be used to prove that if all function
symbols in X" \ X are computable, then so are all function symbols in T, without further
knowledge of " or R’. This proves termination of the extension using the method and
assumptions on the extension described in existing work on termination of LCSTRSs [25].
Thus, to use this method, we only have to prove computability of all oracle symbols.

Now, we assume given an oracle extension Q = (Za, 'Ra) of £, and a sort ordering
and accessibility function on the sorts and function symbols of the original signature L.
We impose the additional restriction on the choice of 3 and Acc that for any constructor
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c: 01 — ... > oy — tof the original signature, if i € Acc(c) and o; is an arrow type
1 — ... > T, — «, then 1 3 k. This restriction still allows us to for instance use lists of
functions. We then assign Acc(f) = 0 for all f € 2 \ £, and extend the computability
notion to terms over Q. This gives us the following property.

Lemma 3.3.15. Fix a sort . Suppose that for all f :: g1 — ... — 0, — xin ¢\ T
with ¢ O x, and all terminating ground terms s1 :: 01, ..., 5y : O, the term fs1---5,, is
computable. Let s be a ground semi-constructor term of type (’ that is equal to ¢ in the
sort ordering. Then s is computable.

Proof. By induction on the size of 5. Since s is a ground semi-constructor term of base
type, we can write s =c s1--- 5, withc 1 01 — ... — 0, — " a constructor. Since a gsc
term does not reduce, we only need to show that s; is computable for i € Acc(c). If cis in
¥9\ %, this is immediate because then Acc(c) = 0; so assume that ¢ € £. Let i € Acc(c),
so k I% o; by definition of Acc. If o; is a sort that is equal to ¢ in the sort ordering,
then we conclude computability of s; by the induction hypothesis. Otherwise, write
si=gup--u, withgut — ... > 1, >« witho; = 1441 — ... > 1, = x. Then
due to the additional restriction (or because n = p and we already covered the “both
sorts are equivalent” case) ¢t 1 k. We observe that all u; are ground semi-constructor
terms, and therefore terminating. Moreover, all computable w1 = Ty41, ..., Up = Tp
are terminating by the computability notion. Hence, by the induction hypothesis,
g u1 - up is computable for all computable u;+1, ..., u,, which implies computability
of guy---u, = s; as desired. m]

This allows us to prove computability of all the extra function symbols.

Lemma 3.3.16. If f : 01 > ... > 0, > t € ZQ\Z, and s1 : 01,...,8m 1 Oy are
computable terms, then f 51 - - - 5,,, is computable.

Proof. Let sy, ..., s, be terminating terms under —ga (by definition of computability,
computable terms are terminating), and prove that f s1 - - - 5, is computable by induction
first on ¢ (ordered with 1), second by (s1, ..., s») (ordered placewise with —ge).
Since Acc(f) = @ and s has base type, we only need to prove that t is computable
whenever s —ga t. If a reduction step is taken in one of the s;, then we complete by
the second induction hypothesis. Otherwise, t is a ground semi-constructor term of
type ¢ and we complete by Lemma 3.3.15 (since the induction hypothesis gives the
prerequisites to apply the lemma). O

3.3.6 Proof: Soundness of Global RI

In this section we will prove Theorem 3.3.14. This follows a very similar outline as the
soundness proof of HORI: for an arbitrary oracle extension Q of £ we use induction
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on —gayy to prove that &g C &4,. With Lemma 3.3.12, we then obtain the desired
result of ground convertibility in any quasi-reductive and terminating natural extension.

Compared to the proof of HORI, the most important changes are:
¢ In every deduction step, we consider the oracle extension rather than £ directly.

¢ To prove that (Global Expansion) maintains the invariants, we use the definition
of strong quasi-reductivity to show that a ground base-type term of the shape
fsi---s, (with f € D) can be reduced at the root if s;|; has a constructor as head
symbol whenever s;|; has base type.

The content of this section is structured in three parts

(1). We first show how a terminating quasi-reductive natural extension of a strong
quasi-reductive LCSTRS can be turned into an oracle extension. From this, we will
prove Lemma 3.3.12.

(2). We then introduce a similar invariant as for HORI. The difference is that every
occurrence of R is replaced by R9, for arbitrary oracle extension Q of L.

(3). Finally, we show that the invariant is indeed satisfied by every deduction rule.

Part (1): Lemma 3.3.12

Towards a proof of Lemma 3.3.12, we show how an oracle extension can be constructed
from an arbitrary terminating quasi-reductive natural extension of a strong quasi-
reductive LCSTRS.

Definition 3.3.17 (Oracle variant of a natural extension). Let £ be an LCSTRS and £’ be
a quasi-reductive, terminating natural extension of L. We define the oracle variant Qorc
of L', using the following construction:

Let

fey

fis a defined or calculation symbol in L’
P =L(tor- oy 0) typeof () =01 — ... > 0y > 1 (L€ S’)
U1,...,Um, w are ground terms

for---v, =g win L’

w is a normal form in £’
and
e S9=8"and Ve =V’

° St%eory = Stheory and Z?heory = Ltheory and 79 = Tand [[]]Q =[1

So we use the theory of the original signature, not the extension.
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.ZQ

terms
So there is a symbol ' for each f € I}

terms
LCSTRS L.

= Lierms U {f, I fex \C}

terms
that is not a constructor in the original

o typeofe(x) = typeof’(x) for x € V’
typeof(f) = typeof'(f) = typeof (f) for f € Trerms
typeof A(¥') = typeof (f) forfe ), \C

For a term s € T(X9, V9), we define {(s) € T(X’,V’) as the term obtained from s by
replacing each f' by the corresponding f. For t € T(X',V’) or in T(Z9, V?), we define
x(t) € T(Z2,V9) as the term obtained from t by replacing each f that occurs in ¥, \C
by ' (note that all elements of C are in 9, so leaving them unchanged does not cause
problems). Note that {(x(¢)) = tift € T(X',V’), and x(C(s)) = x(s) for s € T(x2,V9).

We define

(fC(s1)--- Clsm), w) € P

The oracle variant of £’ is the LCSTRS Qorc generated by S, 99 ngry, ngry, 79,
[19, 22  typeof? and rules R U Rorc.

terms’

Rore = {f, 51" Sm — X(w)

51+, 5m,w € T(Z2,0) }

We now first prove several lemmas, to eventually prove Lemma 3.3.12.

Lemma 3.3.18. Suppose L’ is terminating and quasi-reductive. Then the oracle variant
of £’ is also a natural extension of L.

Proof. We will check that the requirements of Definition 3.3.7 hold. By definition, all
inclusions of (a) are satisfied. Furthermore, Rorc only defines symbols ', which do
not occur in L, so (d) holds. It is easy to see that (b) and (c) hold. Also (e) holds: for
all symbols g :: 01 — ... = 0, — ¢, C(g) is a function symbol in L', sofor1 <i <m
we have that o; is inhabited in £’; but if u = ¢; is a ground term in £ then x(u) is a
ground term of type o; in Qorc. Finally, we show (f): assumec:: 01 — ... = gy — s
a constructor of Qorc. There are three possibilities

e If c occurs in X, s, then c is also a constructor wrt L.

’

terms, then ¢ cannot occur

o Ifc=f forsomefeX; \ C and f is a constructor of X

terms
in S because £’ is a natural extension of L.

’

terms, then we obtain a

o Ifc=f forsomefeX,,

contradiction, as f’ cannot be a constructor of Rorc. To see this, note that by the

\ C that is not a constructor of -

assumption on inhabitance, there exist ground terms s :: 01, ..., 5y : 0, and by
quasi-reductivity of L', the term f s1 - - - s, must reduce. By termination, it has a
normal form w, so (f 81 -+ - 8,,,, w) € P. Therefore, {' x(s1)--- x(sm) — x(w)is arule
of Rorc. Hence, f is a defined symbol of Rorc, giving the required contradiction. O
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Lemma 3.3.19. If s —gug,,. t in Qorc (s, t ground), then C(s) —>;§, C(t)yin L.
Proof. If s >gur,,. t, thens = C[s’], t = C[t], and one of the following holds:

e s’ ={yandt’ =ry forsome ¢ — r [p] € R and substitution y that respects this
rule. Then since the rules of R do not use any of the copied symbols f’, we have
C(s") = (’)/C and ((t') = ry©, where yc(x) = C(y(x)). And since C(v) = v for any

fzhmy = Ltheory), We have that )/C also respects { — r [¢].

Thus, {(s”) = @7/‘: >R ryC ={(t)in L.

value v (as values are in X

e s’ = t' € Rore, S0 P contains a pair (C(s”), w) with t' = x(w), which implies
w = ((t'). By definition of P, {(s") —5, C(t).

e s'=fuy---vy forfuy — ... — 1, — x acalculation symbol and all v; values,

Q

and ' is the value of this theory term; since theory

= Ytheory Z;heory' we have
{(s") =s" > t’ = L(t') by a calculation rule.

In all cases, we immediately obtain ((s) = C(C)[L(s")] =, C(O)[C(t)] = C(t). m|
Corollary 3.3.20. If £’ is terminating, so is Qorc.

Lemma 3.3.21. If £ is strong quasi-reductive and £’ is both terminating and quasi-
reductive, then Qo is quasi-reductive.

Proof. We prove by induction on the size of a ground term s in Qorc: if s does not
reduce in Q,rc, then s is a semi-constructor term. We can always denote s =g sy --- sy
withg:oy > ... o0y >t (m2n,1€8’). If s does not reduce, then neither do its
arguments s;, so by the induction hypothesis, these are semi-constructor terms. We
consider the possibilities:

e If g is a constructor symbol in R U Rorc, then we are immediately done.

e [f gis defined in Rorc but n < m then we are done, since all left-hand sides of rules
in Rorc are maximally applied.

e Ifgisdefined in Rorc and n = m, then g = f' for some defined or calculation symbol
f € L’. Either way, note that {(s) = f {(s1) - - - {(s,) is not a semi-constructor term
in L', so by quasi-reductivity of £’ it reduces; by termination there is a normal
form w. But then s — y(w) € Rorc, SO s must reduce.

¢ If g is an undefined calculation symbol, then we are immediately done if n < m. If
n = m, then note thatg € Z%eory = Ltheory, 50 C(s) = g C(s1) - - - C(sn). By definition
of calculation symbol, the arguments of g all have a theory sort, so for 1 <i <m,
s; has a form c t; - - - t; with ¢ a constructor symbol in Q¢ (since s; is a ground

semi-constructor term of base type), so C(s;) = C(c) C(t1) -+ - C(tr).
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Claim: C(c) is a constructor in L.

This means that any reduct of {(s;) still has (c) as root symbol. Since Ry = Ry,
there are no rules in R’ to reduce g (C(s1) lr/) - (C(sm) lr’) and yet it is not a
semi-constructor term; which means that the calculation rule must apply, so C(c)
can only be a value. But if {(c) is a value, then c is a value, so we see that all s; are
values. Hence, s = g 51 - - - 5, reduces (using a calculation rule).

To prove the claim, suppose that C(c) is a calculation symbol or defined symbol;
as ((s;) has base type, it is clearly not a semi-constructor term, so C(s;) must
reduce by quasi-reductivity; and due to the termination requirement we know
that (C(s;), w) € P for some w, and hence that ¢ is a defined symbol in Rorc —and
therefore s; cannot be a semi-constructor term in Qorc.

e Finally, if g is defined in R, then we are done if n < ar(g). If n > ar(g), then consider
uC(s) = g p(C(s1)) - - - u(C(sx)). The sorts occurring in the argument types of g are
allin S, as are the sorts occurring in the argument types of any constructor of £;
therefore, u(C(s;)) € T(E, V) for all i —and u(C(s;)) is a CHV term.

Now observe that for constructors ¢ in X;erms, there is no marked version ¢’; hence,
p(si) = u(C(si)), and s; = u(s;)[Fp := silp | p € Posg(s;) A si|, has higher type].

By strong quasi-reductivity, there is a rule in R that reduces g pi(s1) - - - (s ) at the
head. But then the same rule also reduces its instance g s1 - - - S, in Qoye. m]

Lemma 3.3.22. Suppose £ is strong quasi-reductive and £’ is terminating and quasi-
reductive. Then the oracle variant of £’ is an oracle extension of L.

Proof. By Lemma 3.3.18, it is a natural extension. By Corollary 3.3.20, it is terminating.
By Lemma 3.3.21, it is quasi-reductive.

All rules in Rorc have a shapef’ s1--- s, — x(w) with f a defined symbol of Rorc and
all s; and y(w) ground. By definition of y, the only symbols in x(w) are constructors
and symbols ', so not defined symbols of L. Since w is a ground normal form, by
quasi-reductivity it is a semi-constructor term, and since ar(f) = ar? (f) for f € Zyerms, and

ar(f) < ar?(f') for f e X ,ms \ C, this means x(w) is a semi-constructor term for Q. O

Lemma 3.3.23. Let s ~ t [@] be an equation over £, and y a ground substitution over £’
that respects this equation. Then " also respects the equation, and if sy* &g o 77,
then sy <5, ty.

Proof. For y to respect the equation, three things should be satisfied

* The domain of y should include all variables occurring in the equation. This is
clearly also satisfied for y* (as this has the same domain).
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e For all variables x in the constraint ¢, y(x) must be a value. But note that the
variables in the constraint have a sort occurring in the original signature, so (since
no new constructors of the original sorts are added, which implies no new values)

y(x) €C,s0 y*(x) = y(x).
e [@y]l = T;since y*(x) = y(x) for all x € Var(¢), clearly also [@y*] = T.

Now suppose sy* <5 o ty*. We see by Lemma 3.3.19 that ((sy*) <y, C(ty*), and
since C(sy*) = sy and C(tyX) = ty, this is exactly what we need. ]

Thus, we finally have the prerequisites to prove Lemma 3.3.12.

Lemma 3.3.12. An equation s = t [@] over a terminating, strong quasi-reductive LCSTRS L
is a global inductive theorem of L if for every oracle extension Q and ground substitution y over
Q that respects this equation: sy <4 ty.

Proof. To prove that the equation is a global inductive theorem of £, let L’ be an arbitrary
natural extension of £; we must show that for every ground substitution 6 over £’ that
respects the equation we have s6 <, t6.

Let Qorc be the oracle variant of £’. By Lemma 3.3.22, Qo is an oracle extension
of £, and by Lemma 3.3.23, 6* respects the equation. Hence, by the assumptions
in the lemma (choosing 6% for y and R U Rz for RY), s6% SRrur,. [0F. Again by
Lemma 3.3.23, this implies the required property s6 <z, t0. O

Part (2): the invariant

The rest of this section is devoted to the proof of the following statement.

Theorem 3.3.14. Let L be a terminating, strong quasi-reductive LCSTRS and let & be a set
of equations. If, by Global RI, (€,0) +* (0, H), for some set H, then every equation in & is a
global inductive theorem of L.

By Lemma 3.3.12, it suffices to show that all elements of & are inductive theorems in
an arbitrary oracle extension of £. So let us fix an arbitrary oracle extension Q = (¢, R9)
of L. The proof is very similar to the proof of HORI — Theorem 3.2.1 in Section 3.2.3.

e We define ¢ as in Section 3.2.3, but with the difference that C is now a context
over Q, and y a substitution over Q. We do the same for =g and <—>g0t’“"”.

*

R
terms over @, then every equation in & is an inductive theorem of Q.

¢ We adjust Lemma 3.2.10 to this new setting, to say: if &g C <, on ground

Using the same reasoning as in Section 3.2.3 (but with Q in place of £), it is
straightforward to check that Theorem 3.3.14 holds if the following invariant holds.
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Lemma 3.3.24 (Invariant). Suppose that (&, H) + (&', H’), using Global RI. Then
(D) pe™C =raugr  HPe  “rauge

(2) Draun € DRa - Pgauy - e T prayy O ground terms over Q, implies
—RauH E TR “paug g - —gauge ON ground terms over Q.

Part (3): every deduction rule preserves the invariant

Similar to the proof in Section 3.2.3, we show that Lemma 3.3.24 holds for every deduction
rule, but this time we have to work with Q instead of L. Except for (Expansion) — which
now becomes (Global Expansion) — it is not difficult to see that the proofs are easily
adapted to this new situation: we replace the gsc substitutions over £ by gsc substitutions
over @, and we are allowed to reduce with R? instead of only R. Aside from this

* In (Simplify), we also observe that every rule in R is also an element of RY, and
that every calculation rule still exists in Q.

* In (Generalize) and (Alter), we use an adapted version of these derivation rules
that quantifies over all gsc substitutions over Q instead of those over L.

e For (Delete), note that if a constraint ¢ built over the original signature is not
satisfiable in £, then it is also not satisfiable in Q: any variable that occurs in ¢ is
in the original sort set S, so by definition of Q being a natural extension, there are
no values of this sort in Q that do not also occur in .L.

¢ No additional observations are needed for (Semi-constructor).

Therefore, we only need to show correctness of (Global Expansion).
Similar to (Expansion), we need to prove both (1) and (2) of Lemma 3.3.24. To prove
(1), we first introduce two helper lemmas.

Lemma 3.3.25. Letfs;---s, be a ground term over Q such that
¢ f € D (the defined symbols of the original LCSTRS) with n > ar(f) = k

e forall1 <i < n,q € Posg(s;): if si|; has base type, then s;|; hasa form ¢ t; .-ty
with ¢ a constructor symbol in Q

Then there is a rule £ — 7 [¢] € R € R and a substitution y over Q respecting this rule
such thatfsy---sp =1Iy.

Proof. Lets :=fsy---sy, 8" :=fui(s1) - un(sy) and 6 := [Fp := sl | all variables F), in
Var(s’)]. Since f € D, the argument sorts of f occur in the original LCSTRS £, as do the
argument sorts of any constructor. So, by definition of a natural extension, y;(s;) uses
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only constructors of L. Therefore, s’0 = s, and s’ is a term over L. Note that every
pi(si) is a CHV term.

Since s” = f p1(s1) - - - pn(sn) is headed by a defined symbol, n > ar(f) and all u(s;) are
CHYV terms over the original signature, strong quasi-reductivity implies that s” reduces
in the original LCSTRS, and since the p;(s;) are constructor terms, it can only reduce at
the head. So thereis arulef ¢, ---f — r [p] € R and a substitution n over L respecting
this rule such that f pq(s1) - - px(sg) = f &1 - - - €. We are done choosing y := no. O

Lemma 3.3.26. If (EW {s ~t [p]}, H) + (EUExpd(s = t [],p), HU{s — t [¢]}) by
(Global Expansion), and y is a ground semi-constructor substitution over Q that respects
the equation s ~ t [¢], then sy —g - ehguExpd(szt [olp) £V

Proof. Let y be a ground semi-constructor substitution over Q that respects s ~ t [¢].
We have s|, = fs;:--s, for f € D (in the original signature), n > ar(f) =: k and for all
1 <i<n,q €Posg(s;): if si|; has base type and is not a variable, then s;|; has a form
c t1---t, with ¢ a constructor symbol.

But then any subterm (s;y)|; of base type is of the shape ¢ (t1y)--- () as well,
either because g € Posg(s;) and (s;y)|; = silyy, or because (s;y)|; = y(x)l; for some
x € V(s;) and g" € Posg(y(x)) (and y is a gsc substitution). Therefore, by Lemma 3.3.25,
f(s1y)(sny) = £6 for some £ — r [{] € R and substitution 6 over Q that respects .
Now, we finish the proof exactly as in Lemma 3.2.21. O

Part (1) of Lemma 3.3.24 is now proved by the following.
Corollary 3.3.27. If (E W {s ~ t [p]}, H) + (E U Expd(s ~ t [p],p), HU {s — t [¢]}) by
(Global Expansion) then

root,semi * *
(s~ [p}S TRUHULs I [p]) A EUERpd(s~t [plp) * T RUHU(s o]}
S = RauHUEs lol} S EUERpd(s~t [plp) * T RAUHU(s ot [o]}

And part (2) of Lemma 3.3.24 is proved by the following.

Lemma 3.3.28.
Suppose (E W {s ~t [p]}, H) + (EUExpd(s ~ t [¢],p), HU{s —> t [¢]}) by (Global
Expansion), and —gaus € —gra * Dpayg - APeutsst (o]} © raygy ON ground terms
over Q. Then

TRAUHU( 1 [pl) € TR D Raupust gl | TIEVERpGst [olp) T T RAUHUEs [g])
holds on ground terms over Q.

Proof. With a similar reasoning as in the proof of Lemma 3.2.23: because of Corol-
lary 3.3.27 it suffices to show that on ground terms over Q we have
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Dot lpl} S TR DRaugugsot (ol | TTEUERpdGsaE [plp) T T RAUHUs (o]}
So suppose C[sy], C[ty] are ground terms over Q such that C[sy] — C[ty] with
s — t [¢p] for some ground substitution y over Q respecting this rule. Then 6 = y |ga is
a ground semi-constructor substitution over @, so by Lemma 3.3.26 (and the Q-variant
of Lemma 3.2.12) we have 50 =g - A pxpi(st [¢],p) 10- Therefore,

C[SV] _>;ga C[Sé] —R " FH_)Expd(szt [¢lp) C[té] (_:;QQ C[tV]
Hence

Clsy]l =%a Cls0] =ga - A Expd(s~t [o1,p) CLEO] 5o ClEY] i

3.4 Conclusion and future work

HORI provides the first RI system for higher-order rewriting, generalizing RI for
LCTRSs via a higher-order generalization of first-order quasi-reductivity. This pro-
vides a theoretical foundation for further developments, such as Bounded RI (defined
in Chapter 5).

However, HORI is not implemented in a rewriting tool and is not intended for
practical use: as discussed in Chapter 5, its induction strategy, like that of the first-order
system [22], often imposes unnecessarily strong termination requirements. Bounded
RI (implemented in Cora), avoids these issues and strictly extends HORI, since every
equation provable by HORI is also provable by Bounded RIL

We propose two directions for future work:

Proving and disproving global inductive theorems Apart from proving inductive
theorems, Bounded RI can also disprove equations that are not inductive theorems.
However, we do not yet have a rewriting tool for proving global inductive theorems or
disproving equations that are not global inductive theorems. A challenging question is
whether we can also establish that an equation is not a global inductive theorem when
it is an inductive theorem. Future work could focus on incorporating Global RI into
Bounded RI, and extensions for disproving global inductive theorems.

Extensional RI A second idea is to admit extensionality; that is, to allow an (induction)
rules xq1---x, = t x1--- X, [@] to be used to reduce a term C[sy]. This may allow us to
develop a corresponding rewriting induction approach for proving extensional inductive
theorems. If we restrict constructors to have base-type arguments, we conjecture that
such a deduction rule is also sound in our setting (perhaps under additional restrictions
like ground confluence).







Chapter 4
Lemma Generation

In Section 3.2.1 we already illustrated the importance of generalizations in RI proofs. For
instance, in Example 3.2.4, we used (Generalize) to transform f n ~ 0+(f n) [-1 =n—1]
into x = 0 + x. In this case, (Generalize) is used to replace a variable application by a
fresh integer variable, which was necessary to eventually remove the equation.

In this chapter, we focus on another use case of (Generalize), namely as a way to
introduce induction hypotheses. This we have also already encountered in Section 3.2.1:
in Example 3.2.8, we came across the equation

(f n) + (fold [+] (0 + (f m)) (map f (init k))) =

® fold [+] (0 + (f n)) + (f m)) (map f (initk)) [n >0Am=n—-1Ak=m—1]

To prove (E), we replaced it by the more general equation x + (fold [+] (0 +y) [) =
fold [+] ((0 + x) + y) I so that the subsequent (Expansion) step produces an induction
rule x + (fold [+] y [) — fold [+] z I [z = x + y] by which we can finish the proof. On
the other hand, applying (Expansion) directly to (E) does not produce an applicable
induction rule. In this context, we refer to x + (fold [+] (0+y) I) = fold [+] (0+x)+y)!
as a lemma. In particular, a lemma is always itself an inductive theorem.

So far, we have not addressed the question of how to obtain lemmas. Lemma
generation is a core challenge in inductive theorem proving, and will be the central topic
of this chapter. Before we dive into lemma generation, we first address the question:
how can we tell from an ongoing RI proof that a lemma is needed?

Divergence Consider the RI proof for sumlter x ~ sumRec x in the following LCSTRS:

sumlter x — while x 10 sumRec x — 0 [x <0]
while x i z > while x (i +1) (z+1i) [i <x] sumRecx — x + (sumRec (x —1)) [x > 0]

whilexiz — z [i > x]

\%
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We first apply (Simplify) to obtain while x 1 0 ~ sumRec x. Since the reduction behavior
of both sides depends on whether x < 0 or x > 0 holds, we continue with a case analysis:
we apply (Expansion) on sumRec x to start an induction proof. This yields

B (E1) whilex 10~ 0 x <
(B2 whilex10~x+ (sumRec (x — 1)) [x > 0]
H = {(H1) sumRec x — while x 1 0}

Equation (E1) immediately simplifies to 0 ~ 0, which we remove with (Delete). Equation
(E2) can be transformed into (E2)" while x 21 ~ x + (sumRec x”) [x > 0Ax’ = x —1]. We
apply (H1) to (E2)’ and obtain

E={whilex21~x+(whilex"10) [x>0Ax"=x-1]}

Note that the induction hypothesis effectively removed the dependency on RsumRec-
However, the proof is not yet finished. To continue, we again start a combined case
analysis and induction with (Expansion). This yields

(E3) whilex(2+1)(1+2)~x+(whilex’"10) [2<xAx>0Ax"=x—1]
:{(Eél) 1~ x + (while x” 1 0) [2>x/\x>0/\x’=x—1]}
(H1) sumRec x — whilex 10
:{(HZ) while x 21 — x + (while x” 1 0) [x>0/\x'=x—1]}

Equation (E4) is easily removed. Equation (E3) is transformed into
(E3)) whilex33 ~x+(whilex’21) [x>2Ax" =x—1]

From here on, the straightforward application of RI deduction rules does not yield
further progress: an additional application of (Simplify) with a rule in R is not possible,
nor can we apply (H2) to reduce the left-hand side of (E3)’. We can still perform an
additional (Expansion) but this will again produce a non-applicable induction rule.

What we encounter here is the first stage of a diverging proof: an infinitely repeating
cycle of deduction steps, each cycle being initiated by (Expansion), and producing a
non-applicable induction rule. After four cycles, H contains

whilex 21 — x+whilex’10 [x>1Ax' =x-1

whilex 33 = x +whilex’21 [x>2Ax" =x -1

[ ]
[ ]
while x 46 — x + while x’ 33 [x>3/\x =x—1]
while x 510 — x + while x" 46 [x > ]
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Such a sequence of induction rules we call a divergence pattern. In the construction of a
divergence pattern, the most recently added induction rule always lags one step behind
on the proof goal in &. For example,

e After adding the induction rule while x 21 — x + while x’ 10 [x > 1 Ax" = x — 1]
the proof goal in & becomes while x 33 ~ x + while ¥’ 21 [x 22 A x" =x - 1].

¢ After adding the induction rule while x 33 — x + while x’ 21 [x 22 A x" = x — 1]
the proof goal in & becomes while x 4 6 ~ x + while ¥’ 33 [x 23 A x" =x - 1].

e Andsoon...

So, in a diverging proof no induction rule in the divergence pattern is ever applicable.

Generalization To stop this infinite (Expansion) loop, we can apply (Generalize) and
introduce a lemma that simultaneously generalizes all induction rules in the divergence
pattern. Here, we can identify the following lemma

whilexia~x+(whilex’jb) [x>jAx ' =x—-1Aj=i-1Aa=b+]]

Indeed, the lemma simultaneously generalizes all induction rules in the divergence
pattern: they all satisfy x > j, x" =x—1,j =i—1and a = b + j. We refer to such theory-
term expressions as invariants. To prove the lemma, we start by (Expansion), producing
the induction rule (H) whilexia — x+(whilex’ jb) [x > jAx" = x=1Aj = i—1Aa = b+j].
The two corresponding (Expansion) equations reduce to the following

(E1) axx+b [i>xAxzjAx'=x—1Aj=i—-1Aa=b+]]
(E2) whilex i’ a’~x+(whilex’j'V") [i<xAi’'=i+1Ad =a+inj =j+1A
bV=b+jAx>jAx =x—-1Aj=i-1Aa=b+]]

Equation (E1) can be removed, since the constraint implies a2 = x + b. For (E2), we apply
H)y withy =[i:=i",a:=a’,j:=j,b:=b"] to reduce the left side to x + (while x j* b’),
after which the equation can be removed, as both sides are syntactically equal.

Generalization in equational reasoning The necessity of lemmas — or the generaliza-
tion of equations before they can serve as induction hypotheses — is a well-known topic
in equational reasoning [18, 31, 32, 45, 46]. The methods developed in this area are very
suitable for unconstrained rewriting where we can reason about programs operating
on inductive data structures through pattern matching (like natural numbers and lists).
They can also be applied in constrained rewriting. For example, a useful generalization
heuristic is to generalize maximal subterms occurring multiple times in an equation [39].
This is exactly what we used to transform f n ~ 0+ (f n) [-1 =n — 1] into x = 0 + x by
replacing the maximal multiple occurring subterm f n with a fresh variable x.
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Generalization in constrained rewriting Although we can apply generalization
heuristics from equational reasoning in constrained rewriting, they are typically not
sufficient. The situation in constrained rewriting is more involved, as we have to deal
with constraint-based calculations on non-inductive data structures (theory terms),
which are treated semantically. When constructing lemmas in constrained rewriting,
the semantical dependencies between theory terms are expressed in the constraint by
invariants. For example, we just explained that to prove sumlter x ~ sumRec x we use
thelemmawhilex ia =~ x + (whilex’ jb) [x > jAx ' =x-1Aj=i-1Aa=b+]],in
which the constraint includes the invariants x > j, x’=x—1,j=i—1anda =b +j.

To the best of our knowledge, only two existing works [22, 39] have studied lemma
generation in constrained rewriting. Attempts to adapt or extend existing methods
from equational reasoning to constrained rewriting have so far been unsuccessful [39].
This is not entirely surprising, as the validity of an invariant depends on the chosen
semantics, hence we cannot expect to generate them by purely syntactically oriented
generalization methods. These works [22, 39] constitute two initial attempts at automatic
lemma generation in constrained rewriting. In particular, Initialization Generalization
(InGen) [22] marks a step in the right direction, being able to produce non-trivial
invariants. Nevertheless, InGen remains limited in practice, as in many examples it only
produces a fraction of the required invariants. Another issue is that InGen may produce
non-invariants.

4.1 Initialization Generalization

Initialization Generalization (InGen) [22] is a generalization method in which theory
term invariants are derived via a RI deduction, by tracking R, reductions. The method
replaces the original LCSTRS by an equivalent one, in which all value initializations are
replaced by variables. For example, we may replace the rule sumlter x — while x 1 0 by
the equivalent rule sumlter x — while x ip ag [ip = 1 A a9 = 0] because 1 and 0 are the
values used to initialize the while loop while x iy ag. We do not consider 0 on the right
hand side of sumRec x — 0 [x < 0] as an initialization, as this merely returns a value.

The intuition behind the InGen strategy is that, by replacing values with variables,
the RI deduction is able to symbolically derive computational dependencies between
the involved theory terms (obtained through the application of R, rules), thereby
abstracting away from their specific values. The symbolic dependencies are often
invariants required to produce a lemma. We will not repeat the full formal discussion of
InGen, but informally explain the procedure through Example 4.1.1.
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Example 4.1.1. The first published method for lemma generation in constrained rewrit-
ing [39] was not able to generate a lemma to prove the equivalence dblRec x ~ dbllter x
in an LCTRS that is very similar to

dbllterx - ux10
dblRec x — 0 [x <0]

uxiz—oz [i > x]
dblRec x — (dblRec (x — 1)) +2 [x > 0]

uxiz—oux(i+1)(z+2) [i<x]
The equation results in a diverging RI proof
(Ux110)+2—>ux22 [x>0Ax;=x-1]

Ux122)+2>ux34 [x>1Ax1=x-1]

(Ux134)+2—>ux4d46 [x>2Ax1=x—-1]

(Ux146)+2—>ux58 [x>3Ax;=x-1]

We now show that InGen can produce a lemma. The method proceeds in two stages.

Stage 1: Replace value initializations by variables. For every { — r [@] € R: the
rule is transformed into an equivalent one by replacing every value-initialization v in r with a
fresh variable x and adding x = v to the constraint

We have value initializations 1 and 0 in the rewrite rule dbllter x — u x 1 0. We
replace them by fresh variables iy and zg, and assign their values iy = 1 and zp = 0 in
the constraint. This yields the following rule

dbliter x > uxigzg [ip=1Az9=0]

Stage 2: Apply RI and generalize by removing initializations from the constraint.
To obtain a lemma candidate, we start a RI deduction using the adapted LCSTRS, obtained in
Stage 1. At any, unspecified, moment we may apply the generalization strategy: remove all
initialization-equalities x = v from the constraint of the diverging equation.

We start a RI deduction on the equation dblRec x =~ dbllter x, and at some point
remove ip = 1 and zp = 0 from the constraint of the diverging equation, thereby
abstracting away from the values 1 and 0, while preserving the symbolic calculations
derived from them. The strategy involves a certain ambiguity: when in the RI proof
should we perform this generalization? There is no general answer to this question, but
as a rule of thumb: a minimal requirement is that we should have completed at least
one (Expansion) cycle in the divergence pattern.

Here, it suffices to complete precisely one (Expansion) cycle, after which we obtain
the following equation, corresponding to the second rule in the divergence pattern
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Uxiigz1+2=~Uxiszn
[lh=1Azp=0Ax>0Ax1=x—-1A

ih=ig+1Az1=20+2Ax>1ANip =11 +1Azy=21+2]

Removing the initializations iy = 1 and z¢ = 0 yields the following lemma

Uxiiiz1+2=~Uxisz

[x>0/\x1=x—1/\i1=i0+1/\21=ZO+2/\x>1/\i2=i1+1/\22=21+2]

As a final note, InGen does often not create the most esthetically optimized lemma:
here, we have redundant invariants x > 0, x > 1,i; = ip + 1 and z1 = zo + 2. Removing
them gives us a more user-friendly lemma

Uxiipzi+2=Uxizzy [x1=x—-1Abh=i1+1Azp=21+2]

We will now present an example, where InGen fails to generate a suitable lemma.

Example 4.1.2. We consider up x = down x in the following LCSTRS

upx - uxi downx —>dx x
uxk—oux((k+1) [k<x] dxl—-dx(-1) [[>0]
uxk—x [k > x] dxl—«x [l <0]

We obtain a diverging RI proof

ux1—odxx
ux2—-dxx; [x>1Ax;=x-1]
ux3—-dxxy [x>22Ax=x-2]

ux4—->dxxs [x>3Ax3=x-3]

In Stage 1, InGen generates the rewrite rule up x — u x ko [ko = 1]. In Stage 2, we
remove the initialization kg = 1 after completing the first divergence cycle. This yields

uxki~dx!l [x>21Aki=ko+1Al=x-1]

which is not a valid lemma. It is easily seen that the equality [ = x — 1 is not an invariant
of the divergence pattern. The reason it is not recognized as a non-invariant is that
InGen only considers value initializations. Consequently, the second x in d x x on the
right-hand side of down x — d x x is not treated as an initialization, even though it is. It
has been shown [17] that InGen can be extended in a way to fix this issue, being able
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to produce the initialized rule down x — d x Iy [lp = x]. If we then remove ko = 1 and
lp = x after the first divergence cycle, we obtain

uxky~dxl [X21/\k1=k0+1/\11=lo—1]

Nevertheless, although this allows us to remove the non-invariant, this does not yield a
lemma. In general, this extension is not very powerful: a serious deficiency is that it fails
to discover the only invariant that is actually required, ki + /1 = x + 1. (The invariants
x>1,ki =ko+1and i = [y — 1 are redundant and can be removed.) After renaming
ki := k and I := I, we then obtain the following optimized and user-friendly lemma:

uxk~dxl [k+]I=x+1]

Remark: we note that InGen (implicitly) successfully discovered the consistent
progression k — k + 1 and | — [ — 1 throughout the divergence pattern, via the
expressions k1 = ko + 1 and /1 = [y — 1. However, it requires some additional reasoning
to derive the invariant k +/ = x + 1. From k — k+1and [ — [ — 1 we, by human
reasoning, immediately conclude that k + [ remains constant throughout the divergence
pattern. To see that this constant equals x + 1 one may, for example, use the initialization
ko =1 and Iy = x. A systematic treatment of such symbolic reasoning will be the topic
of Section 4.2.

4.2 Matrix Invariants

In this section we present Matrix Invariants: an algebraic method for generating loop
invariants for integer programs. It applies to non-nested loops in which each loop
iteration uses a consistent assignment to update the loop variables. In the setting
of rewriting induction, such behavior arises in a simple divergence pattern: an infinite
sequence of induction rules generated by repeated (Expansion) cycles, each of which
produces a rule with the same term structure — called the divergence shape — and where
the involved loop variables are updated according to a fixed divergence substitution. In
the examples discussed so far, we only encountered simple divergence patterns.

Simple divergence In Example 4.1.2 we can identify a divergence shapeu x k =~ d x [
with loop variables k and [. We refer to k and [ as divergence variables. The first
induction rule appearing in the divergence pattern initializes k := 1 and [ := x. In each
subsequent (Expansion) cycle, the terms substituted for k and [ are consistently updated
in accordance with the application of the recursive rules u x k — ux (k+ 1) [k < x] and
dx ! —dx (I -1)[l > 0], which increases k by 1 and decreases [ by 1, while keeping
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x constant. As we will explain in Section 4.2.1, this can be described by a divergence
substitution y = [k := k + 1, [ := [ — 1]. This substitution is the core ingredient for
describing the corresponding simple divergence pattern. Intuitively, the divergence
substitution tells us how to compute the next terms to be substituted for k and ! from
the current terms that were substituted for k and [. For example, from the initialization
k :=1, 1 := x we can compute the next terms by applying x, as follows:

Ok =11=1+122%2  and  x()l=x]=x-1

So this yields k := 2 and [ := x — 1. From this, we can compute the next pair of terms

calc

xOk=21=2+12%3  and  x)[l:=(x=1)]=(x—1)—1

and so on.

Integer theory terms as polynomials We assume a definition of X0,y in which
ground integer theory terms are interpreted as elements in Z, in the standard way. Then
it makes sense to interpret non-ground integer theory terms (i.e. terms in T(%; heorys V)
of type int) as polynomials with coefficients in Z. For example, the theory term (x — 1) —1
can be interpreted as the polynomial x —2 € Z[x] and x + y + x * y + 1 can be interpreted
as the polynomial x + y + xy + 1 € Z[x, y].

This interpretation is not only intuitive, but also very useful, because it opens
opportunities for applying algebraic methods to compute invariants by exploiting the
algebraic structure of polynomial rings. To explain this, we consider again Example 4.1.2.
We combine both initializations k := 1 and [ := x into a single pair of polynomials
(ko, Io) = (1, x) € Z[x]*. Moreover, we interpret y as a function y : Z[x]* — Z[x]* defined
by x(k,1) = (k+1,1—1). This description is very convenient from a computational point
of view, as it allows us to reason about the evolution of k and I in a purely algebraic
way. For example, the second (k, I)-pair is computed directly from the initialization by
applying x, i.e. (2,x —1) = x(1, x). In this way, we also avoid the issue that multiple
theory terms may represent the same polynomial. For example, we just showed that the
second application of the divergence substitution y yields [ := (x — 1) — 1, which does
not reduce to x — 2 with R.4;.. However, with the interpretation of y as a function on
Z[x]?, we immediately obtain (2, x — 1) = (3, x — 2).

In particular, the trajectory of (k, /) can now be described as a recurrence relation

(k(]r lO) = (1/ x)
(ki, 1;) = x(ki-q,li-1) fori >0
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producing an infinite set Div = {(1,x), (2, x~1), (3,x-2),...} € Z[x]*. The description
of a divergence pattern as a subset of Z[x]* provides a mathematical setting suitable for
applying algebraic methods to compute invariants [3, 15, 30]. In particular, the Matrix
Invariant method that we will define is built on this particular interpretation.

421 Simple divergence

We will now formally define what we mean with a simple divergence pattern. In the
remainder of this chapter we assume that theory terms of type int only contain calculation
symbols from +, — and *. Then every such term has a polynomial interpretation.

Definition 4.2.1 (Simple divergence). Let n > 1. A simple divergence pattern in n

parameters involves
> A sequence (p;)ien of rewrite rules, called the divergence pattern.
> An equation ¢ = r, called the divergence shape.
> A substitution yx, called the divergence substitution.

> A non-empty subset Vi, = {x1,...,x,} C Var({) U Var(r) of divergence variables
such that Vy;, = dom(x). (Thatis, x(x) # x for all x € V;,.)

> A set V., of stable variables such that Vi, N Vi, = 0. 1
such that

(1). For all i there exist y1,i,...,Yn,i €V and a constraint ¢; such that
pi = Elx1:=yi, e X0 = Yuil = X0 = Y1, X0 = Uil (@]

(2). Foralliand 1 < j < n, thereisaterme;; € T(Ztpeory, Vstp) such that ¢; contains a
conjunct y; ; = ej .

(3)- Eachej 41 is obtained fromey i, ..., e, ; by applying x. This is expressed as follows:
foreveryie Nand1<j<mn

P
eji+1 = X(xj)[x1:=e1i, ..., Xn 1= en,i

where £ denotes polynomial equivalence, referring to the equivalence relation on
T(Ztheory/ (Vstb) defined by

sZt e sandt represent the same polynomial in Z[V;]

INote: we do not necessarily have Vy, C Var(/) U Var(r). Furthermore, Vi, = 0 is allowed.
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. .. . . . .
The equivalence relation = is an extension of SR which is used, for instance, to
calc
treat x — 2 and (x — 1) — 1 as equivalent terms.

Example 4.2.2. To see that Example 4.1.2 exhibits a simple divergence pattern, we first
recast to the following equivalent representation:

po = uxky—dxly [

p1 =uxki—=dxly [kf=2AL1=x-1Ax2>1]

pzzuxk2—>dxlz [k2—3/\lz—x—2/\x>2]
[

p3 = uxks —>dxls [k3=4Al3=x-3Ax23]

We have divergence shape u x k ~ d x [, divergence variables V;;;, = {k, [}, stable
variables Vs, = {x}, and divergence substitution xy = [k :=k+1, [ :==1—1].

Note that, although the divergence variables k and / do occur in the divergence shape,
they do not appear in the divergence pattern. Rather, they are used as placeholders for
substituting the variables k; and /;. On the other hand, the variable x does appear in the
divergence pattern and is never used for substituting other terms (hence remains stable).

We will check the requirements (1), (2) and (3) of Definition 4.2.1

(1). For all i € N there are variables y;,; = k; and y,,; = I; and a constraint ¢; such that
= (ux k)[k :=ki] = (dx D[] := 1] [pi]

(2). We see that for all i € Nand 1 < j <2, there is a term ¢; ; € T(Z¢5eory, Vstp) such
that ¢; contains a conjunct y; ; = e; ;. For example, for i = 2 we see that ¢, contains
conjuncts y1p =ky =3and y,p =lp =x—-2. Soejp =3and ey = x - 2.

(3). We should check that for all i the following holds
erinn £ xRk = e li=e2i]  and  epin & XDk = e1, 1= en]
Using that (k) = k + 1 and x(I) = [ — 1 this is equivalent to saying that
erin & (k+ Dlk:=er]  and ey & (= D[1:= ez]

These are indeed satisfied: let us demonstrate this for the transitioni = 0to i = 1.
At stage i = 0, the theory terms are initialized by e; o = 1 and e, ¢ = x. Therefore

e1,1 =2£ 1+1=(k+1)[k:= 61/0] and e =x—1 =(-1N[l:= 62,0]
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4.2.2 Divergence space

Finding invariants of a simple divergence pattern is all about finding relations between
the terms ¢; ;, for 1 < j < n, that hold for all i € N. Before we continue this discussion,
we introduce the notation ¢; = (e, . .., es,;) and refer to this as the divergence vector at
stage i. Then requirement Definition 4.2.1.(3) is represented more compactly

T
eir1 = x(X)[X := ;]

Here, it is understood that a substitution applied to a vector refers to point wise applica-
tion, i.e. x(X) = (x(x1),..., x(x)), and (a1,...,a,)[X := €] = (a1[X :=¢],..., a,[X := €]).

By requirement (3), the sequence (¢;);en is fully determined once we know ¢ and
X. By definition, every ¢; is a vector in T(Ztheory, Vstp)", but using the polynomial
interpretation, we will identify ¢; as a vector in Z[ Vi ]".

Definition 4.2.3 (Divergence space). Let (p;)ieiy be a simple divergence pattern in n
parameters with divergence substitution y and initial divergence vector éy. We define
divergence space

Div ={¢; | i e N}

We will identify Div as a subset of Z[V,;]" and we interpret x as a function
X Z[Ven]" = Z[Visrp]". Then &; = x'(&)), and therefore Div = {x'(¢y) | i € N}.

Example 4.2.4. Continuing on Example 4.2.2: we have initial divergence vector ¢, =
(1, x) and divergence substitution y = [k := k +1, | := [ — 1], yielding the function
X : Z[x]* = Z[x)? defined as x(k,I) = (k+ 1,1 - 1). We compute the divergence space

Div={(1,x), 2,x-1), 3,x-2), 4,x-3), ...} CZ[x]?
—— —— —— N——
€o é1=x(%o) e&=x2()  e=x3)

4.2.3 Matrix Invariants

As discussed before, an invariant describes a relation between the entries of the vector
¢ =(e1i ..., eni) € Z[Viwp]" that holds for all i. We may think of such a relation as
describing a function f : Z[Vip]" — Z[Visp] that cannot distinguish between elements
from Div. That is, f should be a constant function when restricting its domain to Div.
Without loss of generality, we can take this constant to be 0.

Definition 4.2.5 (Invariant). Assume a simple divergence pattern in n parameters. An
invariant is a non-zero function f : Z[Vi]" — Z[Vi] with f(€) = 0 for all € € Div.

We will now restrict attention to polynomial invariants. A polynomial invariant
f Z[Vew]" — Z[Vsip] can be represented by a polynomial f € Z[Vi][Viio] where
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the variables Vyi, = {x1, ..., x,} are used to insert input from Z[V;;;]". For example,
the polynomial f = x + 1 — k — [ € Z[x][k, [] can be seen as a function f : Z[x])* — Z[x]
where the variables k and [ are used to insert input from Z[x]*>. For example, & =
(2,x - 1) € Z[x]*is evaluated as f(2,x —1) =x+1-2—(x —1) = 0.

For illustrative purposes, we will for the moment restrict to V;,-affine polynomials:

Definition 4.2.6 (Affine invariant). Let (p;)ian be a simple divergence pattern in n
parameters, and assume Vyi, = {x1,...,x,}. An affine invariant is an invariant f :
Z[Vstp]" — Z[Vispp] representable by a polynomial in Z[ Vs ][x1, . . ., xx] of the shape

f=a0+ Z ajxj witha; € Z[Vip]forall0<j<n

1<j<n

Example 4.2.7. Continuing on Example 4.2.4, an affine invariant is a polynomial
f € Z[x][k, ] of the shape f = ag + a1k + a2l with ag, a1, a2 € Z[x], not all equal to 0,
such that f(é;) = 0 for all i € N. Restricting to the first three divergence vectors éy, é1, €,
yields a system of 3 equations in 3 unknowns

fé) = f(1,x) =ap+a;-1+a-x=0
f@E)=f2,x-1) =ap+a1-2+a,-(x-1)=0
f@)=fB,x-2) =ap+a1-3+a2-(x-2)=0

This system of equations is represented equivalently as a matrix equation

11 X ao 0
1 2 x=1|]a1| =10
1 3 x-2/\a» 0

|
A i

That is, every affine invariant yields a non-zero vector  such that A7 = 0.

Definition 4.2.8 (Affine invariant matrix). Let (p;)ien be a simple divergence pattern in
n parameters with divergence vectors €y, . . ., &,. We define the affine invariant matrix A
of size (n + 1) X (n + 1) with entries in Z[Vs;] as follows

1 e 1 e10 e0 -+ enp

1 & 1 e1n ex1 -+ enn
A= =], . )

1 e, 1 e1n en -+ enn

In Example 4.2.7, we observed that every affine invariant yields a vector 4 such that
Ai =0. In algebraic terminology, the set of all such vectors is called the kernel of A,
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denoted by ker(A). In the special case Vi = 0 this can be computed with standard
Gaussian elimination from linear algebra. In Section 4.5 we will explain that:

> In the general case of V4, # 0, like in Example 4.2.7, more advanced computational
methods are required to compute ker(A) using Grobner basis computations. This
can be done with the Buchberger algorithm [20], which can be seen as a special
instance of the Knuth-Bendix completion algorithm, instantiated to term rewriting
systems on polynomial rings [13].

> ker(M) is finitely generated for any arbitrary m X n matrix M with entries from a
Noetherian ring (such as Z[V]). In particular, ker(A) is finitely generated. This
also tells us that the matrix invariant method extends to arbitrary polynomial
templates, because even if we include non-affine monomials, we can always express
the invariant condition as a matrix equation M¢ = 0, as explained in Section 4.4.

> Except in the special case that Vi, = 0, the specific choice of constructing a square
matrix is merely a heuristic.

Example 4.2.9. Continuing on Example 4.2.7, we compute that ker(A) is generated
by a single vector (ag,a1,a2) = (x +1,-1,-1). This yields an affine invariant f =
(x+1)+(-1)-k+(-1)-I =x +1 -k — . By definition of an invariant, this means that
f(&) =0 for all i € N, hence by equating f = 0 we obtain the corresponding relation
between the divergence variables: x +1 -k -1 =0.

We note that it may not be true that every element in ker(A) \ {6} is an affine invariant.
The reason is that, when constructing A, we restrict the invariant condition f(¢;) = 0 to
finitely many indices, namely 0 < i < n. Consequently, ker(A) may contain solutions
that satisfy the finite system but fail to hold for some i > n.

Still, for isolated candidates ag + Z ajxj = 0 we may be able to verify whether it is

1<j<n

preserved under application of x, by checking the validity of

ap + Z ajxj =0—ap+ Z ajx(xj)=0

1<j<n 1<j<n

As long as we stay with affine invariants, this can be automated with SMT solving. For
example, in Example 4.2.9 we check that the candidate x + 1 — k — [ = 0 is preserved
under y by checking that the following implication is a valid formula

x+1-k-1=0->x+1-(k+1)-(I-1)=0

However, this strategy will not be sufficient when invariants are mutually dependent, i.e.
when the preservation of an invariant under y can only be concluded in the presence of
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other invariants. That being said, in all examples we present in this thesis, we have not
encountered a case where ker(A) contains non-invariants.

Heuristic 4.2.10 (Lemma generation). Let (p;)ien be a simple divergence pattern with
divergence shape { = r, divergence variables Vi, = {x1, ..., x,} and affine invariant
matrix A such that ker(A) is finitely generated by G € Z[Vi;]". Then we propose the
following lemma candidate

{~r

Ao+ S :o)l

icG j=1

Example 4.2.11. In Example 4.2.2 we found a divergence shape u x k =~ d x [ for which,
in Example 4.2.9, we computed an affine invariant matrix A whose kernel is generated
by a single vector (x + 1, -1, —1). Then Heuristic 4.2.10, proposes the lemma candidate
uxk=dx![x+1—-k—1=0] Thisis a valid lemma, allowing us to complete the RI
proof of up x = down x.

4.24 Computing initial vector and divergence substitution

Thus, for a simple divergence pattern (p;);en, we can compute the affine invariant matrix
A as soon as we know the initial divergence vector éy and divergence substitution y. In
practice, however, it may not be entirely straightforward to identify ¢y, because py is not
necessarily the first induction rule that fits the divergence shape.

Example 4.2.12. Consider the following variant of Example 4.1.2

upx - uxi downx —dx x
uxk—oux(k+2) [k<x] dxl—-dx(-1) [Il>0]
uxk —x [k > x] dxl—>x [l <0]

The proof of up x = down x yields a divergence pattern with divergence shapeux k = dx 1,
divergence variables Vy;, = {k, I} and stable variables Vs, = {x}.

uxky—odxlq [kei=1A11=x]

Po uxko—dxly [k=3Alg=x—-1Ax>1]
ki=5Al1=x-3Ax2>3]

ko=7Al=x-5Ax2>5]

p1 uxks —>dxl

[
[
[
[

P2 uxk, >dxls

Even though the first induction rule u x k.1 — d x Iq [k-; = 1 Al; = x] fits the
divergence shape, it does not belong to the divergence pattern.
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To see why this is the case, we note that each above induction rule corresponds to an
(Expansion) cycle, each with a fixed procedure: for all i > —1 we have

(1). The induction rule u x k; — d x I; [p;] was created by (Expansion) on the left side
of the equation (E;) u x k; ~ d x [; [p;].

(2). This yields a set of equations & = Expd((E;), €), based on all possible ways to
reduce u x k; with a rule in R (as explained in Section 3.2.1). However, there is
precisely one equation in &; that initiates the next (Expansion) cycle, which is

EM) ux(ki+2)~dxli[ki <x A

and which corresponds to the divergence rule pgiy = u x k — u x (k +2) [k < x].

(3). After this, we further reduce (E®") by applying one or more (Simplify) steps on its
right-hand side, usingd x I — d x (I — 1) [I > 0], to obtain (E;11).

Although the deduction steps required in (1) and (2) are the same for every (Expansion)
cycle, this does not apply to (3) because the number of times that we can apply
dx ! —dx (I -1)[l > 0] may vary. This is precisely the reason why the first induction
rule does not belong to the divergence pattern. To see this, we note that

e i = —1: the induction rule p_; was obtained from (Expansion) on the equation
(E-) ux kg ~dx 4 [kog =1 A1 = x]. The corresponding divergence equation
in Expd((E_1), €) is given by

E%) ux(kg+2)~dxl (kg <xAkg=1A14=x]
In step (3) we can only apply the ruled x [ — d x (I — 1) [I > 0] once to obtain
(Efil")’ ux (kg +2)=dx(log—1)[keg <x Ak =1A11 =x]

The net effect of this (Expansion) cycle on the variables can be presented by a
substitution on Vyj,, namely [k :=k +2, [ ;=1 —1]

e i > 0: one can check that step (3) involves two applicationsof dx | = dx (I-1) [l >
0] on (E?i"). Therefore, each such (Expansion) cycle will have a net effect on V5,
described by [k :=k +2, [ :==1-2]

So i = —1 can be seen as a pre-processing case for entering the simple divergence, and
should therefore be discarded. We identify x = [k:=k+2, [:=]-2]and & = (3,x —1).
We can then compute a correct matrix invariant k + ! — x — 2 = 0 and a corresponding
lemmaux k~dx![k+]—-x—2=0] by which we can complete the RI proof.
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In Heuristic 4.2.13, we provide a procedure to construct candidates &, and x for a
given sequence of induction rules. Intuitively, it should be seen as a search procedure,
looking for the first i such that (3) requires the same number of (Simplify) steps in both

di di
(EF™) and (ES;)).
Heuristic 4.2.13 (Divergence substitution & initial vector). Let (p;);en be a sequence of
induction rules that satisfy condition (1) and (2) of Definition 4.2.1. So p; = {[X := y/;] —
r[X := yi] [pi] and for all 1 < j < n there is a term ¢;,; € T(Z¢neory, Verv) such that ¢;
contains a conjunct y; ; = ej,;.

Furthermore, in analogy to Example 4.2.12 we assume that:

(1). Each p; comes from (Expansion) in some p € Posg(¢[X := ¥/;]) in the equation

E) X :=yil ~ r[x = yil [gi

—_—

(2). There is precisely one equation (E?i") in &; = Expd((E)), p) that initiates the next
(Expansion) cycle, corresponding to what we will refer to as the divergence rule,
using the notation pgiy.

(3). The equation (E!*") can be reduced, using finitely many (Simplify) steps with R.
We write s; for this number of steps. For each (Simplify) step we will keep track of
which rule is used, and on which position it is applied.

We define m = min{i | s; = s;41}, if it exists. (If not, the procedure will run indefinitely)
The heuristic is based on the assumption that s; = s, for all j > m. (If not, the heuristic
will produce an incorrect output.) Define a candidate initial vector

EO = (el,mr sy en,m)

To derive a candidate divergence substitution y, we reproduce the deduction steps
in the (Expansion) cycle of (E;;) on the divergence shape £ =~ r. At the end of this
(Expansion) cycle we can deduce a candidate y. We will not formally define how this
should be done, but use Example 4.2.14 as an illustrative example.

Example 4.2.14. To continue on Example 4.2.12: we have m = 0 (and s, = 2), which
gives us a candidate ¢y = (3, x — 1) from the equation

(Eo) uxkox~dxly [kg=83Alg=x—-1Ax>1]

To compute a candidate x, we note that the (Expansion) cycle of (E,;), which reduces
(E;») to (Ej41), involves the following steps:

(i). (Expansion) on (Eo) to obtain (Ef™)
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(ii). The execution of s, = 2 (Simplify) steps withd x [ — d x (I — 1) [l > 0], both on
plty) step
position € of the right-hand side

We reproduce the same steps on the divergence shape (E) ux k ~d x I:
(i). After performing (Expansion) we obtain

E) ux(k+2)~dxl [k<x]

(ii). To perform the 2 rewrite steps we cannot actually use (Simplify): the constraint
of (E*) does not even allow us to apply d x I — d x (I — 1) [l > 0] once. Instead, we just
pretend that we are allowed to perform these (Simplify) steps. The first one yields

EYY uxk’~dxl’ [I'=I-1AK =k+1Ak<x]
The second application yields
B uxk ~dxl” [I”=0I'=1AI=1-1AK =k+1Ak<x]
Finally, to obtain a candidate substitution )y, we use the constraint of (B4 to replace
k" and 1" by terms in T(Ztneory, Viio)-
K =k+1 and "=r-1=(1-1)-1£1-2
We define y = [k:=k+1,1:=1-2].

4.2.5 Constrained divergence shape

We consider the equivalence sumlt x = sumRec x in the system

sumltx - ux10
sumRec x — x + (sumRec (x — 1)) [x > 0]

uxia—ux(@+1)(a+i) [i<x]
sumRec x — 0 [x <0]
uxia—oa [i > x]
This yields the following simple divergence
ux 10« sumRec x
Po ux21—>x+Ux;10) [x1=x—-1Ax2>1]
p1 ux33—-x+Ux;21) [x1=x—-1Ax2>2]
p2 Ux46—>x+Ux133) [x1=x—-1Ax2>3]
with divergence shape u x i a = x + (u x1 j b). We have Vyip, = {i, a, j, b}, Ve = {x, x1},
eo=02,1,1,0and y =[i:=i+1,a:=a+i,j:=j+1,b:=b+]].

Note that the divergence pattern contains an invariant x; = x — 1. However, this
invariant does not contain any divergence variable and therefore will not be included
by Heuristic 4.2.10. To fix this issue, we will replace the divergence shape ¢ ~ r by a
constrained divergence shape ¢ ~ r [@], where ¢ is used to store invariants that only
contain stable variables. The detection of such invariants only involves syntactical checks
to identify conjuncts ¢ € T(Ztpeory, Vstv) of type bool that occur in every ¢;.
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Definition 4.2.15 (Constrained divergence shape). Let ({; — r; [¢i])ien be a simple
divergence pattern.

C ={y € T(Ztneory, Vstv) | ¥ :: bool and ¢; contains a conjunct ¢ for all i € N}

We define the constrained divergence shape as the constrained equation

{~r /\1/1

peC

Heuristic 4.2.16. Let (p;);cy be a simple divergence pattern with constrained divergence
shape ¢ = r [p], divergence variables Vi, = {x1, ..., x,} and affine invariant matrix A
such that ker(A) is finitely generated by G C Z[Vs]". Then we propose the following

- [QAA(WZMFO)]

icG i
With Heuristic 4.2.16, we generate the candidate

lemma candidate

uxiarx+Uuxijb) [xi=x—-1Ai=j+1Aa+1=b+i]

Unfortunately, this is not a lemma: we need an additional inequality invariant x > j.

4.3 Inequality invariants

Although matrix invariants are effective for discovering equality invariants, they are
often insufficient for generating lemmas. A key limitation is that they do not cover
inequality invariants. For example, we saw that Heuristic 4.2.16 alone is insufficient to
prove sumlt x =~ sumRec x, because the proof requires an additional invariant x > j. On
the other hand, the InGen method is capable of generating such invariants.

Here, we aim to combine the best of both worlds, using matrix invariants to generate
equalities and an InGen-like strategy to generate inequalities. Rather than incorporating
InGen as a whole, we analyze how it actually generates inequalities and isolate the
underlying mechanism, which we can then formulate as a self-contained inequality
generation method for simple divergence patterns.

This section is structured as follows:

e In Section 4.3.1 we define the divergence constraint @q4;y of a divergence shape, using
the divergence rule pgjy.

¢ In Section 4.3.2 we show how to use ¢q;y to obtain InGen-like inequalities.

¢ In Section 4.3.3 we explain how to use an InGen-like inequality to derive additional
inequality invariants. In practice, these derived invariants may describe the necessary
remaining inequalities for obtaining a lemma.
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4.3.1 Divergence constraint

To understand how InGen generates inequalities we should first take a closer look at
the specific role that inequalities play in a simple divergence pattern, which we already
partially discussed in Section 4.2.4:

The divergence pattern is typically generated from a single rewrite rule in R, which
we defined as the divergence rule pgiy. Inequalities in the divergence pattern are
imposed during the (Expansion) steps to enforce the constraint of pgiy. For instance,
consider the first two divergence rules in the divergence pattern of sumlt x ~ sumRec x

Po ux21—-x+Ux;10) [x1=x—-1Ax2>1]

p1 Ux33-ox+@Ux21) [x1=x—-1Ax22]
We see that the inequality x > 2 in the constraint of p; was imposed by (Expansion) on
(Ep) ux21~x+Ux110)[x1=x—-1Ax>1]

to enforce the constraint of pgjv =uxia - ux (i +1)(a+1) [i <x]. Wesay that x > 2
is the divergence constraint for (Eg). More generally, we say that i < x is the divergence
constraint for the divergence shapeu xia ~ x + (u x; j b).

Definition 4.3.1 (Divergence constraint). Let ({; — r; [¢;])ien be a simple divergence
pattern with divergence shape ¢ ~ r. Assume ¢ = {[f I1 - --1;;], for some position p and
corresponding divergence rule f s1--- s — t [iP] € R. We define the divergence constraint
@aiv as the constraint 0, where 6 = mgu(f sy ---sg,fl1 - k).

Example 4.3.2. We consider the divergence pattern for sumlt x ~ sumRec x with
divergenceshapeuxia =~ x+(ux; jb)and divergenceruleuxia — ux (i+1) (a+i)[i < x]
corresponding to position p = € in { = u x i a. In particular, 6 is the identity substitution
and therefore pgiyv = (i < x).

4.3.2 InGen-like inequalities

Since InGen only generates inequalities via (Expansion) steps, we observe that these are
necessarily instances of the divergence constraint.

Example 4.3.3. Let us apply InGen to sumlt x ® sumRec x. First, we create the equivalent
system where the initializations i; = 1 and 4; = 0 are moved into the constraint:

sumlt x = u x iy ag [ir =1Aa; =0]
uxia—-ux(i+1)(a+i) [{ <x] sumRec x — x + (sumRec (x — 1)) [x > 0]

uxia—a [{ >x] sumRecx — 0 [x <0]
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This yields the following simple divergence, where we abbreviate i1 = (it = 1 A ar = 0)

ux iy ar < sumRec x [v¥1]
po uxipag— x+(uxgirar) [x 211/\(10=11+1/\a0=a1+11/\x1—x—1)/\¢1]
p1 uxiya; — x+Uxgipag) [x o]
p2 Uxizay — x+(uxqiiag) [ o]

We note that every inequality x > i, is an instance of the divergence constraint
@aiv = (i < x), butin a delayed manner: each p, only contains all @giy[i := ix] for all
k < n. This makes sense, because if it also contained @qiy[i := i,] then we could apply
the divergence rule pgiv =uxia — ux (i +1) (a +1) [{ < x] with (Simplify), hence
there was no need to perform an (Expansion).

InGen generates a lemma candidate by removing all initializations, which is usually
performed at the end of an (Expansion) cycle. Therefore, after removing 11 from the
constraint, we can think of each p, as an oriented lemma candidate. For example, at the

moment just before the po-(Expansion) we have the equation
(Ep) uxipap=x+(uxiirar) [x2irtA(lo=it+1Aap=ar+itAx1=x—-1)AyY1]
By removing the initializations {1 we obtain a candidate

©) uxipagrx+Uuxyirar) [x2itA(p=it+1Aay=ar+itAx;=x—1)]

For HORI this is not actually a lemma because the corresponding induction rule is not
terminating (we will see in Chapter 5 that for Bounded RI it does suffice as a lemma).
In Section 4.3.3 we will explain how to transform this into a lemma with a terminating
induction rule, but first we focus on how to reproduce this inequality x > ir.

InGen-like inequalities We will show, along Example 4.3.3, that we can reproduce the
inequalities generated by InGen in a systematic manner. We assume we are provided
with the output from Heuristic 4.2.16. In the setting of Example 4.3.3 this yields

(Cp) uxiaxx+Uxjb) [xi=x—-1Ai=j+1Aa+1=b+1i]

Now, we follow an InGen-like strategy, meaning that we will introduce @qiy = (i < x) in
a delayed manner. This can be achieved in two ways: (1) let the divergence shape be
one step ahead of @giy, or (2) let @g4iy be one step behind on the divergence shape. Both
approaches rely on the manipulation of terms using the divergence substitution

x=li=i+tl,a=a+i,j=j+1,b:=b+]]
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(1). To make sure that the divergence is one step ahead of @giy, we apply x to the
divergence shape in (Cp). This yields

(Cox ux(i+1)(@a+i)~x+ux1(G+1)(b+))) [x1=x—1Ai=j+1Aa+1=Db+i]

We can now add @giy to the constraint (and also move the non-variable theory
terms to the constraint) to obtain a candidate

(Cy) uxi'a =x+Uuxjb)
[i<x AT =i+1Aad =a+iANj=j+1 AV =b+]A

xi=x-1Ai=j+1 Aa+1=b+i]

(2). To make sure that ¢giy is one step behind on the divergence shape, we look for a
term ¢ such that Y x = @aiv. In case y defines an injective function y : Z" — Z" we
can compute Y = Qqiv )(_1, with )(_1 the inverse of x. In this example, y : 74 > 74
defined by x(i,a,j,b) = (i +1,a+1i,j+1,b+j)is injective, and we compute

xt=li=i-ta=a—-(i-1),j:=j-1,b:=b-(j-1)]

and Y = (i <x) ' = (i — 1< x). Weadd ¢ to (Cp) to obtain a candidate
———
Pdiv

(C) uxiarx+Uxijb) [i-1<xAxi=x—-1Ai=j+1Aa+1=Db+i]

Note: we do not always need the full x to be injective. It may be sufficient that
there exists some Var(paiv) N Vi €V C Vyip, with Var(x(x)) C Vforall x € V
and such that x|y : VI - 7V (i.e. restricting the domain of y to V) is injective.
For example, let @qiv = (x > a) and consider the non-injective substitution
x=li=i+1,a:=a+i,j:=j*+1,b:=Db+ j]|. Note that the variables j and b are
irrelevant for computing the pre-image of @4iv. We choose V = Vi, \{j, b} = {i, a}.
Then Var(x(x)) € V for all x € V, therefore x|y is well-defined. Moreover,
Xlv =[i :=i+1,a := a+i] is injective with inverse )(|‘_,1 =[i:==i-1,a:=a—-({-1)]
Hence (pdiv)(l{,l =(x=>a—-i+1).

Although (Cq) and (Cy) are equivalent, (C1) has a more elaborate presentation. In
general, strategy (1) will produce more elaborate lemmas than (2). On the other hand,
strategy (1) is always applicable while (2) is only applicable when x is (to some extent)
injective. In practice, we therefore always start with (2) and only use (1) when (2) fails.
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4.3.3 Derived invariants

Even when combining Heuristic 4.2.16 with divergence invariants, it may happen that
this is not enough for obtaining a lemma. At this stage we have accumulated sufficiently
many invariants such that their combination is very suitable for deriving additional
invariants. With these derived invariants we can transform (C,) from Section 4.3.2 into a
lemma with a terminating rewrite rule (as required by HORI). For illustrative purposes,
however, we will first consider another example:

Example 4.3.4. Consider sumRec x =~ sumlt2 x where R is given by

sumlt2x - dx0

dxa—d(x—-1)(a+x) [x>0] sumRec x — x + (sumRec (x — 1)) [x > 0]

sumRec x — 0 [x <0]
dxa—a [x <0]
This yields the following divergence
sumRecx - dx 0
dyoag—=x+dyobp) [x>0Ayo=x—-1TAayg=x A by = 0]

dyrar —=x+dy1 b)) [x>1Ay1=x-2Aa1=2x-1 Abj=x-1]
dyrar > x+dy2br) [x>2Ayp=x-3Aap=3x-3 Aby=2x-3]

with divergence shape d y a = x + (d y b). We have Vy;, = {y,a,b}, Vi = {x} and
x=ly=y—-1,a:=a+y,b:=b+y]. With Heuristic 4.2.10 we generate

dya=x+(dyb) [a=x+Db]

which in HORI is not a lemma because bothd y a — x +(d y b) [a = x + b] and
x+(dyb) = dyala=x+b]are not terminating. We have xl=ly=y+1,a:=
a—(y+1),b:=b-(y+1)]and @giv = (y > 0). We compute an InGen-like inequality
invariant Y = @giv X 1= (y+1 > 0), but this is still not sufficient to guarantee termination.

We demonstrate how to combine 1 with &y and x to compute additional invariants
to obtain a terminating induction rule:

(i). Initialization invariant: Combining 1 with €y = (yo, a0, bo) = (x — 1, x, 0), we obtain
(y+1>0)[y:=x—-1]=(x—-1)+1> 0, or equivalently x > 0. To verify that x > 0
is preserved along the whole divergence pattern, we should check validity of the
implication pxy — ¢,i.e. y >0 — y + 1 > 0, which is indeed valid.

(ii). Monotonicity invariants: 1 = (y + 1 > 0) is equivalent to y > 0. Therefore, from
x(b) = b + y it follows that x(b) > b for all b. So b is monotonically increasing and
thus bounded below by bg = 0. This yields b > 0.

Including x > 0, b > 0 and ¢ we obtain a lemma with a terminating induction rule:
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dya~=x+(dyb) [x>0Ab>20Ay+1>0Aa=x+Db]

The above approach is generalized in Heuristic 4.3.5 where, for the verification of
the required implications, we additionally exploit the available information from ¢
(which equals the conjunction of all matrix invariants). We note that the heuristic is only
applicable in settings where strategy (2) from Section 4.3.2 can be applied.

Heuristic 4.3.5 (Derived invariants). Let ({; — r; [@i])icny be a simple divergence pattern
with Viip = {x1,...,x,}, Div = {é; | i € N}, and lemma candidate ¢ ~ r [¢] obtained
from Heuristic 4.2.16. Assume we have divergence constraint @g4;y and we computed an
InGen-like inequality ¢ = @qiyx . We define two types of derived invariants:

(). Initialization invariant: If Var([X := é]) # 0 and the implication Yy x A ¢ — ¢ is
valid then we introduce the initialization invariant ¢ [X := &].

(if). Monotonicity invariants: We define a set of monotonicity invariants
n n
U{x]‘ZEj,o |(PA¢_’X(xj)2xj}UU{x]‘ <ejp |(pA1p—>)((Xj)§xj}
j=1 =1

Note: this yields at most n monotonicity invariants, as by Definition 4.2.1 we have
x(xj) # xjforalll <j<n.

With this heuristic, we indeed compute the invariants from Example 4.3.4. Now,
reconsider (C») from Section 4.3.2.

Example 4.3.6. In Section 4.3.2 we considered the equivalence sumlt x * sumRec x in

sumltx - ux10 sumRec x — x + (sumRec (x — 1)) [x > 0]
uxia—ux(@+1)(a+i) [i<x] sumRec x — 0 [x <0]
uxia—oa [i > x]

and computed a lemma candidate
(C) uxiarx+Uuxijb) [i-1<xAxi=x—-1Ai=j+1Aa+1=b+i]

via the InGen-like inequality ¥ = @giyx ™! = (i — 1 < x). We explained that (C,) is not a
lemma in HORI, because the corresponding induction rule is not terminating. We recall
that y = [i:=i+1,a:=a+i,j:=j+1,b:=b+j]land ¢ = (io, a0, jo, bo) = (2,1,1,0), so
we compute an initialization invariant (i — 1 < x)[i := 2] = 2 -1 < x, or equivalently

x > 1. We check validityof i < x — i —1 < x,s50 x > 1is preserved along the divergence
—— ~——
vx Y
pattern. This is already sufficient to obtain a lemma with a terminating induction rule:

(G uxiaxx+Uuxijb) [x21Ai-1<xAxi=x—-1Ai=j+1Aa+1=0b+i]
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4.4 Non-affine matrix Invariants

After studying inequality invariants we will now finish the discussion on matrix
invariants. In Section 4.2 we explained that any non-zero polynomial f € Z[V;|[Viio]
that satisfies f(¢;) = 0 for all i can serve as an invariant, but until now we restricted to
Viio-affine templates. In practice this is insufficient, as we easily encounter situations
where affine templates do not capture all required invariants. We will now consider
such an example.

Example 4.4.1. Consider the following LCSTRSs

factlterx - ux 11
uxia—-ux(i+1)(@*a) [i<x] factRec x — x = (factRec (x — 1)) [x > 1]

uxia—a [i > x] factRec x — 1 [x <1]
The proof of factlter x ~ factRec shows the following divergence

ux 11« factRec x
ux32—-x*+Uux;21) [2<xAx;=x-1]
Uux46—>x*(Ux132) [B<xAx;=x-1]
ux524 > x*(ux146) [4<xAx;=x-1]
with constrained divergence shapeuxia ~x*(uxyjb)[x1=x—1], Vi =0, Vyir, =
{i,a,j, b}, x=[i:=i+1,a:=ixa,j:=j+1,b:=j+b]land é = (io, a0, jo, bo) = (3,2,2,1).
If we apply Heuristic 4.2.16 then we find the following candidate

uxiaxxxUux1jb) [xp=x—-1Ai=j+1]

which is not a lemma: the crucial non-affine invariant 2 = j * b is missing. (Also, we
need to include the InGen-like invariant x > j. To satisfy the termination requirement
for (Expansion) in HORI, we additionally have to include the derived invariant j > 2.)

Non-affine matrix invariants The matrix invariant method applies to any polynomial
template. To illustrate this, we note that in Example 4.4.1 the invariant a = j * b can be
generated by the inclusion of the degree 2 monomial j * b in the affine template (the
monomial g is already included in the affine template). So we take

f =co+cii+cqa+cjj+cpb +cjpyjb with co, ci, ca, ¢j, cp, c(jp) € Z (We have Vi, = 0)
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The template has 6 unknown coefficients, so we compute f(¢;) = 0 forall 0 < i < 5. This
yields the matrix equation

13 2 2 1 21\ 0
14 6 3 2 32| ¢ 0
15 24 4 6 46| c| |0
16 120 5 24 5-24|| ¢; | |0
17 720 6 120 6-120|| o 0
1 8 5040 7 720 7-720/\cp) \O

N———’
¢

v}

So for each row in D, the value in the last jb-column is precisely the product of the value

in the j column with the value in the b column. With a computer algebra system we
compute that ker(D) is generated by two vectors

(1-1,0100)0 and (0,0,-1,0,0,1)
corresponding to the invariants
1-i+j=0 and —a+jb=0
So this yields exactly all desired invariants of degree 0 < d <2

Computing non-affine matrix invariants In the previous discussion, we used our
knowledge of the degree 2 invariant a = j * b to extend the affine template with an
additional monomial jb. In general, of course, this is not known beforehand. Therefore,
when computing degree 2 invariants, we will include all degree 2 monomials (in the
next paragraph we discuss how to make more clever choices). Since the affine template
contains all monomials of degree 0 < d < 2, the corresponding template can be written
as f = hg + hy + hy where h; contains all monomials of degree i for 0 < i < 2. Thatis

h() = CQ
hy = cii + cqa + cjj + cpb
hz = C(,',i)l'z + C(i/,])iﬂl + C(ﬂ/a)ﬂz + C(i/j)ij + C(u,]')a]' + C(]'/]-)]'2+

C(i,b)l‘b + c(a,b)ab + C(j,b)]'b + C(b,b)bz

The polynomial f has 15 unknown coefficients. We therefore choose to restrict the
divergence criterion f(¢;) = 0 for 0 < i < 14. Again, this yields a matrix equation
D¢ = 6, where D is a 15 x 15 matrix and ¢ = (co, i, . - ., Cp, C(i i), - - - , C(p,p)) IS the vector
of unknown coefficients. We cannot display the matrix D here, because it is too big
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(containing huge numbers). However, with a computer algebra system we easily
compute ker(D) and a corresponding set of 6 invariants:

M. —i+j+1=0 Q. —i+ij+i=0 ). —ia+aj+a=0
@. -i?+2i+j*-1=0
(5).ib—-a-b=0 6). —a+jb=0

We observe that we only need to preserve invariants (1) and (6), namely

> (2) and (3) are easily seen to be consequences of (1). Also (4) is a consequence of
(1), which becomes clear after squaring the identity j =i — 1.

> (5) can be written as —a + (i — 1)b = 0, which is equivalent to (6) by j =i — 1.

More efficient template strategy The previous computation suggests a more optimized
strategy, in which we first compute lower degree invariants before choosing which higher-
degree monomials to include. For example, if we first compute the affine invariants then
we already obtain i = j + 1. From this, we can conclude that for computing degree 2
invariants we can choose c;, =0 and either

(1). delete every coefficient in which i occurs, i.e. ¢; = ¢ =--- =0
or

(2). delete every coefficient in which j occurs

4.5 Mathematical context

In this section we aim to achieve two goals:
(1). Providing a mathematical justification of the claims made in Section 4.2.3:

(i). No matter what polynomial template we assume (i.e. not necessarily affine),
the resulting matrix M has a finitely generated kernel.

(ii). Except in the special case that Vs, = 0, the specific choice of constructing a
square matrix is merely a heuristic.

(iii). Computation of matrix invariants is achieved via Grobner basis computations,
relying on the Buchberger algorithm [20].

(2). Comment on how an alternative popular invariant generation method can be
applied in our setting. This alternative method is based on algebraic geometry
and has the benefit that we do not need to fix a polynomial template beforehand,
thereby eliminating the problem of choosing which monomials to include.
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Remark. The material presented in this section requires mathematical prerequisites
beyond what is typically assumed in term rewriting and formal methods. While this
section provides the underlying mathematical justification for the matrix invariant
method, it is not required for understanding its practical application in program
equivalence, already discussed in previous sections. Therefore, readers interested only
in the practical application of the method should feel free to skip this section.

Claim (i): finitely generated kernels
This claim follows from the following more general statement:

Theorem 4.5.1. Let M be an m X n matrix with entries from a Noetherian ring R. Then
ker(M) is finitely generated.

Proof. Any m X n matrix M with entries from a ring R defines an R-module homomor-
phism M : R" — R", by X — MX. Furthermore, ker(M) is a submodule of R" [12,
Chapter 2]. Now, since R is a Noetherian ring we can say more. We cite two well-known
results from commutative algebra:

(1). If R is a Noetherian ring then R" is a Noetherian R-module, for every n > 1[12,
Proposition 6.5].

(2). If M is a Noetherian R-module then every submodule N € M is finitely gener-
ated [12, Proposition 6.2].

Combining (1) and (2) yields that any submodule of R" is finitely generated, for all
n > 1. In particular, ker(M) is a submodule of R", so finitely generated. m]

By Hilbert Basis Theorem [12, Theorem 7.5]: if R is Noetherian then R[x] is Noetherian
as well. Since Z is a Noetherian ring, we can repeatedly apply this theorem to obtain that
Z[V] is Noetherian for any finite set V of variables. In particular, Z[Vs] is Noetherian.
Therefore, Theorem 4.5.1 implies that ker(M) is finitely generated.

Claim (ii): square matrices is just a heuristic

Computing matrix invariants requires us to fix a polynomial template with unknown
coefficients assembled in a vector ¢. Evaluating f(¢;) = 0forall0 <i <t = [c| yields a
t X t matrix equation M corresponding to the equation M¢ = 0.

We now argue that the specific choice of constructing a square matrix M, beyond the
setting of Vi, = 0, is merely a heuristic and does not constitute a theoretical justification.

The choice is inspired by the classical linear algebra view, where matrices are
interpreted as linear transformations of vector spaces. In this setting, a system in ¢
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unknowns can involve at most ¢ linearly independent equations in a f-dimensional
vector space. This motivates using the condition f(éy) =0, ..., f(é;-1) = 0, at least if we
would obtain ¢ linearly independent vectors over a field. In the special case Vs, = 0, we
indeed obtain entries in Z[V;p] = Z, which may be interpreted as elements in Q, where
this reasoning makes sense. However, in the general case of Vi, # 0 this is invalid:

As we just mentioned, ¥ — MX defines a linear transformation of Z[Vs]-modules,
where linear algebra theory does not automatically apply. In the module setting, adding
additional rows can still be seen to only shrink (or leave unchanged) the kernel. This
suggests further investigation, aiming to achieve stabilization within a theoretically
bounded amount of steps. However, this requires a more sophisticated analysis beyond
the scope of this thesis. For now, the choice for generating square matrices remains an
arbitrary heuristic.

Claim (iii): matrix invariants via Grobner basis computations

To justify this claim, it is convenient to adopt a different mathematical perspective:
we will explain that kernels of matrices can be interpreted as syzygies, which can be
computed via Grobner basis algorithms using the Buchberger algorithm. The Buchberger
algorithm can be seen as a special instance of the Knuth-Bendix completion algorithm,
instantiated to term rewriting systems on polynomial rings [13].

Definition 4.5.2 (Syzygies). Let R be a ring and M be an R-module. A syzygy of
mi, ..., my, € Misatuple(rq,...,r,) € R" such that rymy + -+ + r,m, = 0[20]. The set
of all syzygies is denoted Syz(my, ..., my,).

It is easily verified that Syz(m;, ..., m,) is a submodule of R".

Lemma 4.5.3. Let M be an m X n matrix with entries from a ring R and let M; € R™
denote the i*" column of M for 1 < i < n. Then ker(M) = Syz(]\;il, ..., M,).

This lemma follows directly from the definition of matrix multiplication, since
M3z =0 is equivalently written as ayMq + - -+ + a, M, = 0.

Computing matrix invariants via syzygies With syzygies we obtain a concrete pro-
cedure for computing matrix invariants: we fix a polynomial template with unknown
coefficients assembled in a vector ¢. Evaluating f(¢;) = 0 forall 0 < i < t = |c| yields
a t x t matrix M, corresponding to the equation M¢ = 0. By Lemma 4.5.3 we should
compute Syz(l\zl, . ,]\Zt), where A-;Ii € R™ denotes the i" column of M.

However, much of the literature for computing syzygies, e.g. [20], assumes a base ring
which is a field, while in our setting we have a base ring Z, which is not a field. To apply
these methods in our situation, we would have to interpret integer computations not in
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Z but in Q. In this way, we can identify Div C Q[ V)" (rather than Div C Z[Vy]"),
and interpret the entries from M as elements in Q[Vy,]. However, this leads us to
compute kergjq,,j(M), which is in general not equal to kerz|4;,,(M). We note that

(a). This does not affect correctness: essentially because any zero-dependency over
Q can be transformed into a zero-dependency over Z. For example, if we have

1
Viio = {x,y} and compute an invariant Ex + gy = 0 then we can multiply-out
denominators to obtain an equivalent zero-dependency over Z, namely 9x +2y = 0.

(b). This does affect completeness: by the strategy explained in (a) we transform a
generating set of kergq,,, (M) into a set X C kerz|,,)(M). However, we cannot
generally conclude that X generates all of kerz;,,j(M).

It is worth noting that in [1, Chapter 4] it is explained that syzygy computations
can be generalized to rings R[x1, ..., x;;] with R a Noetherian ring. Since this includes
Z[Vstp], this would imply that we can directly compute kergq,,;(M). However, a
detailed investigation of the corresponding advantages and disadvantages compared to
computations over Q lies outside the scope of this thesis.

An alternative: the algebraic geometry approach

The matrix invariant method requires us to first choose a particular polynomial template
before we are able to construct a matrix M of which we should compute ker(M). Another
approach, relating to algebraic geometry, allows us to directly compute a generating set
representing all polynomial invariants. That is, there is no need to restrict to a specific
template shape, or to put a bound on the polynomial degree of the computed invariants.
However, we currently have no experience with this method, as its implementation
requires more sophisticated knowledge about computer algebra systems for computing
ideals in rings. Nevertheless, to facilitate future implementation of this alternative
method, we will explain how our specific situation can be instantiated to this approach.

Algebraic geometry approach We recall that by Definition 4.2.5 an invariant is a
non-zero function f : Z[Vi]" — Z[Vswp] such that f(¢) = 0 for all ¢ € Div (with
n = |Vyin| and Div C Z[Vs1p]"). As we discussed, if we restrict to polynomial invariants
then every such function can be represented by a polynomial f € Z[V;s][Viiv], where
the Vyjp-variables are used to insert input arguments from Z[V;s;]". This description
directly connects to a ring-theoretic setting:

We denote R = Z[V;p] so that an invariant corresponds to an element in f € R[Vyiy].
Now, in terminology of ring theory, the set

I(Div) = {f € R[Vii] | ) =0forall 3 € Div}
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is an ideal of R[Vyi»]. (So I(Div) contains all polynomial invariants, but also f = 0.) In
a Noetherian ring every ideal is finitely generated [12, Chapter 7], and in the previous
paragraph we explained that R[V;;,] is Noetherian. So I(Div) is finitely generated.

Applying this approach to our setting We can apply this approach in our setting by
implementing the following steps:

(a). heuristically choose a finite subset V C Div C Z[V;p]"

(b). define I(V) = {f € Z[Vsxp][Vain] | f(T) = Oforalld € V}, being an ideal of
Z[ Vst l[Viaiol = Z[Visto, Vitio]

(c). call a method for computing a finite set of generators of I(V)

In much of the literature on invariant generation in integer programs, e.g. [3], the
computational methods require integers to be interpreted in Q (or even in the algebraic
closure of Q). Consequently, in order to apply this approach to our setting, we
should actually redefine steps (a) and (b) above by interpreting V € Div € Q[Vs]" and
correspondingly I(V) € Q[Vip, Viiv]. In this way, we can apply standard computational
methods from algebraic geometry, in which Grobner basis techniques provide a standard
tool for computing ideals of polynomial rings over fields [20].

Note that this transformation is very similar to what we discussed for syzygy
computations, where we also changed the base-ring from Z to Q. Therefore, a natural
question is whether there also exist more sophisticated methods that can compute I(V)
directly in Z[Vs,, Viiv], instead of Q[Visp, Vaiv], and if not: to what extent does this
matter for invariant generation on integer programs? A systematic investigation of this
is beyond the scope of this thesis.

4.6 Implementation

The computation of matrix invariants, as well as the computation of InGen-like in-
equalities (and corresponding derived invariants) is currently not automated in Cora
or any other rewriting tool. For the InGen-like invariants and corresponding derived
inequalities it is reasonably doable to compute them manually. For matrix invariants it
is more complicated to derive them by hand, as this involves a sophisticated algebraic
computation to obtain a set of generators for the kernel of a symbolic matrix.

Therefore, to make matrix invariants practically reachable (and to show that the
methodology is not merely a theoretically infeasible idea) we automated the computation
of matrix invariants as a stand-alone script.

The script is implemented in both GNU Octave and Python (SymPy). Both are avail-
able on https://github.com/kasperhagens/polynomial-invariants.git. A permanent
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(frozen) archive of the website content is available at https://doi.org/10.5281/zenodo.
22343027. We note that GNU Octave is an open-source alternative to Matlab, which (like
Matlab) is provided with a graphical user interface, and which for the computation of
matrix invariants internally relies on SymPy (a specific library in Python for symbolic
computation). We therefore also included a direct implementation in Python.

The implementation involves a function invariants, which computes all matrix
invariants of degree d, including all degree i monomials for 0 < i < d (i.e. it follows the
strategy of Section 4.4 but without the optimization discussed in the last paragraph.)

Invariant function The function invariants expects the following input
n: the number of divergence variables
d: the maximum degree of polynomial invariants
X: the divergence substitution
€o: the initial divergence vector

The initial vector ¢y contains all the variables from V;, required to compute the
divergence space Div. Therefore, Vi is not required as part of the input. The output
is a set of polynomial invariants of Vy;,-degree at most d.

4.7 Conclusion and future work

In this chapter, we explained that lemma generation in RI for LCSTRSs requires invariant
generation, for which the methods from equational reasoning do not suffice. We also
showed that the existing InGen method provides a useful starting point in which
equality invariants are derived via R4i.-reductions and in which inequality invariants
are obtained via (Expansion) steps. However, in practice this method often yields
invariants that are insufficiently strong. In addition, InGen may produce non-invariants.

We proposed to interpret integer theory terms as polynomials over Z. This allows
us to express invariant generation on simple divergence patterns as a purely algebraic
problem, of which the analysis can be delegated to a computer algebra system. Although
matrix invariants themselves are often insufficient for lemma generation, they constitute
an essential ingredient upon which several heuristics can be built. A typical limitation
of matrix invariants is that they cannot generate inequalities. We proposed several
strategies for generating inequalities, based on InGen.

Compared to InGen, the simple-divergence based heuristics are less generally
applicable. However, the heuristics are specialized to integer programs and therefore
more powerful in this specific setting.
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Limitations of invariant generation Similar to InGen, the simple-divergence-based
heuristics are not suitable for comparing two non-tail-recursive programs, as this results
in Vi, = 0. In such a situation we need to resort to more high-level generalization
strategies, based on structural generalization, rather than semantic generalization via
invariant generation. In Chapter 6 we introduce such a strategy, based on template
transformations.

More high-level strategies may also be necessary to deal with situations where the
required invariants are non-polynomial. This, for instance, is the case for the equivalence
factTU x = factTD x, comparing two factorial implementations in the following system:

factTUx - ux 11 facttDx — dx 1
uxia—oa [ > x] dxa—a [x <0]
uxia—ux(i+1)(i*a) [i<x] dxa—-d(x-1)(a*x) [x>0]

This yields the following simple divergence pattern:

uxigag =djobo [io=2/\€l0=1/\jo=x—1/\b0 X Ax>1]
X—2Aby=x%(x—1) Ax >2]

xx(x—1)*(x—-2) Ax >3]

uxi1a1zdj1b1 [i1=3/\111=2/\j1

uxi2a2zdj2b2 [i2=4/\112=6/\j2=X—3/\b2

However, we are not able to generate a lemma of the form u x i @ ~ d j b because
i-1
the generalization on the accumulator arguments requires invariants a = 1_[ k and

k=1
i-2

b= n(x — k), which are not polynomial and therefore cannot be generated with matrix

k=0
invariants. But even if we could derive these invariants, this would not be useful because

the application of lemmas in automated RI systems for LCSTRSs is facilitated by SMT,
which do not typically support non-polynomial arithmetic.

Future work Matrix invariants and InGen-like inequalities can only be derived if the
divergence pattern is unfolded by the repeated application of a single divergence rule
Paiv- In practice, however, it may happen that there are multiple divergence rules:

* We might for example have multiple parallel diverging branches, each of which
might describe a simple divergence pattern. Existing research [41] may provide
insights for how to deal with such situations.

* Nested loops: this is more complicated, as this likely produces divergence patterns
with diverging sub divergence patterns. It is not clear if, and to what extent, matrix
invariants and inequality invariants can be adapted to such a situation. Existing
research [15] may provide useful insights for how to deal with this.



Chapter 5
Bounded Rewriting Induction

In Chapter 3 we introduced HORI and Global RI as higher-order extensions of the
first-order RI system [22]. Both systems follow the same induction strategy as their
first-order counterpart, via the (Expansion) rule: at stage i of a deduction sequence we
may save an equation s = f [@] € &; as an induction rule in Hiy1 = H; U {s — ¢ [¢p]}
provided that R U H;, is terminating. The application of the (Expansion) rule as such
is said to orient the equation s = t [¢], which is often written s > f [¢], since this process
implicitly constructs a well-founded ordering > = — , where H = |J; H; denotes the
set of all induction rules.

Although, from a methodological point of view, the (Expansion) strategy is very
convenient to guarantee correct induction proofs, it has an undesirable practical side
effect: even if R is known to be terminating, it may not be easy or even possible to
prove the same for R U H. For instance, in the terminating system R = {add x 0 —
x, add x (s y) — s (add x y)}, the equation add x y ~ add y x is not orientable in either
direction, hence cannot be used as induction hypothesis.

As already observed by Reddy [43], we do not necessarily need every induction
hypothesis to be oriented: it suffices to require that an induction rule s — f [¢] can
only be applied to terms >-smaller than s. Importantly, it is not required to choose
the well-founded ordering > = — .. Reddy proposed using modulo rewriting to
construct a well-founded order > which does not necessarily contain all induction rules.
This approach was investigated by Aoto, who introduced several extensions of RI for
first-order unconstrained rewriting [4-6]. In this chapter, we pursue the same goal:
minimizing termination requirements. We do so by employing an induction procedure
in which the RI process collects the requirements needed to construct a well-founded
relation > more carefully than in the HORI methodology, where induction hypotheses
need not be oriented.
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Chapter setup

> In Section 5.2 we introduce Bounded RI. This system builds on HORI, but provides
a more semantic approach and strictly contains it. Contributions include:

— We introduce the notion of bounding pair (>, =), providing the fundamental
ingredient for expressing the ordering requirements for induction proofs.

— We replace equations by equation contexts, containing the extra information of
two bounding terms which define an upper bound for applying an induction
hypothesis. More specifically, the bounding terms provide us with a way to
keep track of terms to be in used in the ordering requirements (along the
equation we are proving) — instead of orienting the induction hypotheses
themselves — yielding milder termination requirements.

- In contrast to the HORI system from Chapter 3, we also include derivation
rules to deduce non-equivalence (Section 5.2.3) for ground confluent LCSTRSs.
This is thus far only achieved for first-order RI [22].

> In Section 5.3, we prove soundness and completeness of Bounded RI. Apart from
its necessity for the results of Section 5.2 to be meaningful, there are two additional
contributions:

— We show that Bounded RI can be used to prove that equations are bounded
ground convertible, which is strictly stronger than the property of ground
convertibility [27], and which explicitly relates to a bounding pair (>, >).

— We structure the soundness proof in a very modular way, by focusing on
two properties that all but one of the deduction rules satisfy. This makes it
possible to easily add new derivation rules to the existing system without
having to redo the full proof.

> In Section 5.4 we discuss two strategies to construct a well-founded ordering. We
show that we can define the ordering as a reduction relation — . and briefly
discuss strategies to choose the set Q. We also show that we can use a version of

the dependency pair framework directly to obtain more liberal requirements.

> In Section 5.5 we illustrate how the two soundness properties — Preserving Bounds
(Definition 5.3.1) and Base Soundness Property (Definition 5.3.9) — can be exploited
to obtain new deduction rules, by extending Bounded RI with some practically
useful deduction rules.

> In Section 5.6 we show that Bounded RI can be used to prove ground confluence
of an LCSTRS. This is a known result, but only for first-order TRSs [8].
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— We recap the definition of first-order critical pairs for LCTRSs [44], extend it
to LCSTRSs and prove the Critical Peak Lemma. This is a first critical peak /
pair definition for higher-order constrained systems.

- We introduce the Ground Critical Peak Theorem, enabling the use of RI for
proving ground confluence. We follow the first-order approach [8], but make
important adaptations to be compatible with Bounded RIL

> In Section 5.7 we briefly discuss the implementation of Bounded Rl in Cora, and
how it can be used for semi-automatic, human-guided equivalence proofs with
fully automatic termination and SMT implication checks.

We relate our contributions to existing work in Section 5.8, and conclude in Section 5.9.

5.1 Preliminaries

We introduce the required assumptions which are necessary to guarantee correctness
of Bounded RI, which largely coincide with the assumptions we made to define HORL
The only difference is that we will additionally define infinite rule arity for constructors.
This yields an easier definition of the semi constructor terms than in Definition 3.1.6
and allows us to write the deduction rule (Semi-constructor) more conveniently.

Rule arity We again assume that R satisfies the following properties:
> forall { — 7 [p] € R: { is not a theory term (such rules are contained in R,/c)
> forallf byl = r[pl, gty b, =1 [Y] e RUR s iff =g thenk =n

As remarked in Chapter 3, the latter restriction blocks us for instance from having
both a rule append nil — id and a rule append (cons x y) z — cons x (append y z). (The
solution here is to replace the first rule by append nil x — id x.) As before, rule-arity is
imposed in order to obtain quasi-reductivity.

For every symbol f :: 61 — ... = gy — 1in D U Ly with 1 € S, we let ar(f) be
the unique number 0 < k < m such that for every rule of the form f {1 --- {p — r [p] in
R U Reaic we have ar(f) = k. For all constructors f € C, we define ar(f) = .

Semi-constructor terms Let £ = (X, R) be some LCSTRS. The semi-constructor terms
over L, notation SC7 r, are defined by
(i). VS SCT ¢

(ii). iffe Zwithf:0y > ... >0y > ,te€Sand sy 01,...,5, = 0y € SCT £ with
n <mandn <ar(f), thenfsy---s, € SCT .
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Semi-constructor terms are always normal forms. Furthermore, as ar(f) = co for every
constructor f, the constructor terms T(C, V) are contained in SCT ». However, also
terms with partial applications, such as append (cons x y), are included. The set SC 7—®£
refers to ground semi-constructor terms, built without (i). A ground semi-constructor
substitution (abbreviated to gsc substitution) is a substitution such that im(y) € SCT” (DL.

Quasi-reductivity We recall: an LCSTRS £ = (X, R) is quasi-reductive if for every
t € T(L, D) we either have t € SC 7‘01: or t reduces with —g.

Put differently, the only irreducible ground terms are semi-constructor terms. Weak
normalization and quasi-reductivity together ensure that every ground term reduces
to a semi-constructor term. Note that, if s, ..., s, are ground normal forms and f € Z,
then f sy --- s, is a ground normal form if and only if n < ar(f).

Inextensible theory sorts We say that an LCSTRS has inextensible theory sorts if the only
constructors with a type 01 — ... — 0, — ( with ¢ € Syjeoryy are values (in which case
n = 0). Hence, it is not for instance allowed to have a constructor error :: int. While we
do not explicitly limit interest to LCSTRSs with inextensible theory sorts, it is satisfied
in all our examples, because in practice it is very difficult to achieve quasi-reductivity
without this property.

5.2 Bounded Rewriting Induction

Since the introduction of RI in 1990 by Reddy [43], many variations of the system
have appeared [4-6, 21, 22], including HORI and Global RI. All are based on well-
founded induction, using some well-founded relation >. Depending on how > is being
constructed these versions of Rl can be categorized into two approaches:

(1). The firstapproach [21, 22,27, 43] employs a fixed strategy to construct a terminating
rewrite system A D R and then chooses > = —7. As we explained, this is also the
approach being used by (Expansion) in HORI.

(2). The second approach [4-6] employs a well-founded relation > that satisfies certain
requirements (like monotonicity and stability, but also ground totality), and
constructs the proof in a more targeted way. This relation may either be fixed
beforehand (e.g., the lexicographic path ordering), or constructed during or after
the proof, as the proof process essentially accumulates termination requirements.

Approach (1) leads to more severe termination requirements because it forces A to
include all (oriented) induction hypotheses (represented by rewrite rules), while (2) is
designed to keep termination requirements as mild as possible; for example by orienting
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some requirements using a relation > rather than >. However, approach (2) imposes
more bureaucracy, since derivation rules rely on several steps being done at once — for
example, by reasoning modulo the set of induction hypotheses. This makes it quite hard
to use, especially when > is not fixed beforehand but rather constructed on the fly.
With Bounded RI, we aim to combine the best of both worlds. We reduce termination
requirements by using a pair (>, >), which may either be fixed in advance, or constructed
as part of the proof process. In particular, we do not orient induction hypotheses
themselves: we only require that a particular instance of the induction hypothesis is
allowed to be applied whenever it is strictly dominated by some efficiently chosen
bounding term, being associated to the particular equation under consideration.
Importantly, we do not impose the ground totality requirement (which would be
extremely restrictive in higher-order rewriting), and thus allow for > to for instance be a
relation (— 4 Ur>)", or built by a construction based on dependency pairs (see Section 5.4).

First, we specify the desired properties of the orderings > and >.
Definition 5.2.1 (Ordering Pair). An ordering pair on a set A is a tuple (>, >) with

(i). > a well-founded partial ordering (i.e. a transitive, anti-symmetric, irreflexive and
well-founded relation) on A

(ii). > a quasi-order (i.e. a transitive and reflexive relation) on A

such that > C >, and both > - > C >and > - > C > (thatis,a >b>canda > b > ¢
imply a > ¢, foralla,b,c € A).

Definition 5.2.2 (Bounding Pair). A bounding pair on an LCSTRS £ = (£, R) is an
ordering pair (>, >) on T(X, 0) such that s > t whenever s —g f or s b f.

We extend an bounding pair (>, >) to non-ground terms with a constraint as follows:
a substitution y respects s, t, ¢ if Var(s, t) C dom(y) and y respects ¢. We define

s>t[y] &= sy >ty forall ground substitutions y that respect s, t, ¢
s> t[Y] &= sy =ty forall ground substitutions y that respect s, t, ¢

5.2.1 Bounded Rewriting Induction

One of the most notable changes in Bounded RI compared to HORI are the proof states.
In HORI, every proof state is of the shape (&, H) with & a set of equations and H a set
of rewrite rules. In Bounded RI, proof states are still tuples (&, H), but now H is a set
of equations (i.e. not oriented) and & is a set of equation contexts. An equation context
is defined as an expression (¢ ; s = t ; 1) [¢’], which can be seen as the combination
of an equation s ~ t [1] with two bounding terms ¢, t. The intuition is that bounding
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terms really dictate a bound: we are only allowed to apply induction hypotheses in H
to s = f [] if this equation is below the bound determined by ¢ and 7.

Definition 5.2.3 (Equation context). Let a bounding pair (>, >) be given. Let ® be a
fresh symbol, and define ® > s and e > s for all s € T(X, V), and also e > e. An equation
context (¢ ; s = t; 1) [¢] is a tuple of two elements ¢,t € T(Z, V) U {e}, two terms
s, t and a constraint 1. We write (¢ ; s = t; 1) [{] (so with =~ instead of =) to denote
either an equation context (¢ ; s = f ; 1) [i] or an equation context (1 ; t = s ; ¢) [{].
A substitution y respects an equation context (¢ ; s = t ; 1) [{] if y respects ¢ and
Var(c, s, t,t) C dom(y).

An equation context couples an equation with a bound on the induction: we implicitly
use the induction hypothesis: “all ground instances of an equation in H that are strictly
smaller than the current instance of ¢ ~ 1t [¢] are convertible”. For example, we might
prove the equivalence of two particular implementations of the factorial function, and
obtain an induction hypothesis fact; m = fact, m [m > 0], which we wish to apply to
(facty n ; fact; k ~ facty k ; facty n) [n > 0 An = k +1]. For an appropriately chosen > we
have both fact; n > fact; k [n >0An =k+1]and facty n > fact, k [n > 0An =k +1].
Furthermore, n > 0 An = k + 1 implies k > 0. So, we can apply the induction hypothesis.

Definition 5.2.4 (Proof state). A proof state is a tuple (&, H) with & a set of equation
contexts and H a set of equations.

From Definition 5.2.3 we can see that ® behaves as an infinity-term with respect to >
and >. As expressed below in Theorem 5.2.5: when using bounded RI to prove a set of
equations, we put them into a set & of equation contexts using infinite bounds ¢ =1 = e.
This is not problematic, because we always start with the proof state (&, 0), so there are
no induction hypotheses available yet. Once we add an induction hypothesis to the
proof state, the bounds will be correctly lowered, as dictated by Figure 5.1 (Induct).

Theorem 5.2.5 (Soundness of Bounded RI). Let £ = (£, R) be a weakly normalizing,
quasi-reductive LCSTRS; A a set of equations; and let & be the set of equation contexts
{(@; s~t;e)[Y]|s=t[yp] e A} Let (> =) be some bounding pair, such that
(&,0) +* (0, H), for some H using the derivation rules in Figure 5.1. Then every
equation in A is an inductive theorem.

Again, soundness is interpreted via R-ground convertibility, rather than equality
in every possible model of R (see the discussion in Remark 3.1.2). The proof of
Theorem 5.2.5 is provided in Section 5.3.

The deduction rules for Bounded Rl are provided in Figure 5.1, and will be explained
via a running example in Section 5.2.2. Although it assumes a fixed bounding pair as
given, in practice we can leave this pair undecided, use the proof system to collect the
necessary requirements, and then select a suitable bounding pair at the end.
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(Simplify)
Ew{(c; Cl5] =t ; 1) [Y]}, H) ,
(8 0 {(g ; C[ré] ~1 T) [I,D]},q'() {—7r[ple RUR e and P E? @
(Case)

(8 @ {(C ;S = t ; T) [lp]},?‘[) C acoversetofs ~ t []
(8 U {(C(S ; 80~ t0; T(5) [1’06 A go] | ((S, go) e C}, 7-{) (see Definition 5.2.10)

(Delete)

EW{(c;s~t;1)[Yl},H)
(&,H)

1 unsatisfiable, or s = t

(Semi-constructor)

Ew{(c; fsisuxfti-ty; V[P, H)
Eu{(c;siti; D[YlI1<i<n}, H)

n>0and (f € Vorn <ar(f))

(Induct)

EW{(c;s=t;1)[¢l},H)
EU{s;s~t; ) [}, HU{s ~t[y]})

(Hypothesis)

(8 W {(C ; C[eé] ~t; T) [l,b]},?{) t~r[p]eHand p E° ¢ and
(EU{(c; Clro]l = t; 1) [y}, H) <c>tlvlandc>rdlylandc = Clrol [yl

(H-Delete)

(8 W {(g ; C[Fé] = C[T(S] ; T) [l/’]}/ 7—() t=~r[p]leHandy E? ¢ and
(8,‘]—{) c> 85 [Ylort>rd ]

(Generalize)/(Alter)

(8 © {(C ;s&t; T) [Eb]}/ 7_() (c’; s =t'; 1) [¢'] generalizes/alters (¢ ; s ~ t ; 1) []
regl ! e ! 4 (see Definition 5.2.11), and ¢’ > s’ [{]and ©" > ¢’ [{']
EU{(c; s ~t"; U)[Y']},H)

(Postulate)

(&, H)
(EU{(e;s~t; o) [Y]},H)

Fig. 5.1 Derivation rules for Bounded Rewriting Induction, given a bounding pair (>, >).
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First, we introduce notation that compactly expresses the constraint implications
appearing in some deduction rules of Figure 5.1.

Definition 5.2.6 (=°). Let 6 be a substitution and ¢, ¢ be constraints. We write ¢ £° ¢
if 6(Var(¢)) € Val U Var(y), and ¢ = @9 is a valid constraint.

Hence, if ) E° ¢ and y is a substitution that respects 1, then y also respects o.
This is for example used in the deduction rule (Simplify) to ensure that every ground
instance of an equation C[{d] = t [i] can be reduced with a rewrite rule { — r [p].

Example 5.2.7. Consider the equation RD f i’ i a ~ t [i’ = i + 1] and rewrite rule
RD fnia—ali <n]andletd = [n :=i’]. We have (i < n)d =i < i and
(i” =i+1) E® (i <n)holds, because

> 6(Var(i < n)) =6({i,n}) ={i,i’y S Var(i’ =i+1)={i,i'}
> (' =i+1) = (i < n)d is valid

In Section 5.3.1 we explain that the proof system in Figure 5.1 satisfies a property
Preserving Bounds, meaning that it only produces bounded equation contexts:

Definition 5.2.8 (Bounded equation context). A bounded equation context is an equation
context (¢ ; s = t; 1) [¢] such that both ¢ > s [{] and T = ¢ [¢].

Bounded equation contexts play an important role in the soundness proof, since it
allows us to avoid ordering requirements that would otherwise need to be added to
Figure 5.1.

In many practical cases, we will also consider an even stronger restriction:

Definition 5.2.9 (Strongly bounded equation context). An equation context (¢ ; s =
t; 1) [Y] is strongly bounded if either ¢ = s or ¢ > s [¢], and also either Tt =t or T > t [¢].

Clearly, all equation contexts at the start of a RI deduction are strongly bounded, as all
initial equation contexts have ¢ = © = . At first, it may not be clear why strongly bounded
is a strictly stronger property than bounded. To illustrate this, consider the following
example with a well-founded ordering > whose restriction to integers is defined as

n>méecn>mAn=>0

Thenn > m [n > m An > 0] holds, but we have neither n = mnorn > m [n > mAn > 0].

In practice, we highly benefit from strong boundedness because many of the required
inequalities in Figure 5.1 can be verified by a straightforward syntactic check: whenever
¢ # 5, we immediately conclude ¢ > s [¢]. While strong boundedness is nof necessarily
preserved by the rules of Figure 5.1, we can maintain it by a suitable choice of reduction
pair and careful application of the (Hypothesis), (Generalize), and (Alter) rules.
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5.2.2 Explanation by example

We will now elaborate on the deduction rules of Figure 5.1, and illustrate their use by
two running examples. Along the way, we will also introduce the definitions of cover set
and generalizing / altering, as referred to by Figure 5.1.

We consider the LCSTRS defined by

(R1) RDfnia — a [i < n]
_JR2) RDfnia — fi(RDfn(i-1)a) [i=n]
| R3) TUfima — a [i > m]

R4 TUfima — TUF(GE+1)m(fia) [i<m]

and use Bounded Rl to prove RD f nia ~ TU f n i a. Following Theorem 5.2.5, we aim
to show that there is a set H such that

(&1,0) - (0, H) withE 1 ={(e; RD fniaxTU fnia; e)[truel}

We do not fully choose the bounding pair (>, >) in advance. Rather, we will use the
proof process to accumulate requirements on the well-founded ordering > to be used.
However, we precommit to a bounding pair where > is the reflexive closure of > and
—g U > C >. With these assumptions, strongly bounded equation contexts are easily
maintained as an invariant throughout a Bounded RI deduction sequence.

(Induct) In HORI, the (Expansion) rule is used us to do a case analysis and create an
induction hypothesis at the same time. In Bounded RI, we will consider these as two
separate actions. To start an induction proof, we use the following rule

Ewilc;s~t; 1) [y]},H)
EUfls;s~t; DY HU{s~t[y]})

Here, two things happen. First, the current equation is added to the set H of

induction hypotheses, making it available for later application of (Hypothesis) or (H-
Delete). Second, the bounding terms ¢, T are replaced by s, t. This ensures that, when an
equation in H is applied, it is only on equations that are strictly smaller than s ~ ¢ [¢].

In the running example, we use (Induct) to obtain (&1, 0) + (E2, Hz), where

) {(c2; RD fnia~TU fnia; 1) [true]}
H, = {RDfnia~TU fnia}

We will retain ¢ =RD f niaand 1 = TU f n i a for later reference.

(Case) To continue with the equation in &, we should decompose it into the cases i < n
and i > n, e.g. by using the two RD-rules. In HORI this was performed automatically
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by (Expansion), but here this is treated as a separate operation. Bounded RI does not
require to create a decomposition based on the rules in R: any case distinction is allowed,
provided that all cases together cover the original equation.

Definition 5.2.10 (Cover set). A cover set of an equation s = t [¢/] is a set C of pairs
(6, @), with 6 a substitution and ¢ a constraint, such that for every gsc substitution y
respecting s ~ t [¢], there exists (6, ¢) € C and a substitution ¢ such that y(x) = 6(x)o
for all x € dom(y), and o respects P56 A ¢. (Hence, sy = ty [¢y] is an instance of
sO =~ t0 [Po A @].)

Now, the deduction rule (Case) reads as follows:

(8@'){(@,‘ s~t, T) [1/)]}/7‘() C acoversetof s ~ t [{]
(EU{(ch; s6~td; t0) [WO A@]|(6,¢)€CY H)  (seeDefinition 5.2.10)

Continuing the running example, we observe the only gsc terms of type int are values
(since we have inextensible theory sorts). Hence, C = {([],7 < n), ([1,i = n)} is a cover
setof RD f nia~TU f nia. Using (Case), we obtain (E;, Hy) + (E3, Hz) with

(co; RDfnia=TU fnia; t)l[i<n]
& =
(c2; RDfnia~TU fnia; t)[i=n]

Note that the bounding terms ¢», T2 are unchanged because the substitutions in the
cover set were both empty. This is, however, not true in general (as we will see later in
this section). Strong boundedness is still satisfied, by ¢ = s and © = t.

(Simplify) Due to the notation ° we can now, compared to HORI, present the
(Simplify) rule more compactly:

Ew{(c; Clto] = t; 1) [y}, H)
EU{(c; Clrol = t; 1) [Y1}, H)

So, the requirement ¢ |° ¢ guarantees that the 6-instance of { — 7 [¢@] is actually

t = rpl e RURqe and  E°

applicable. The bounding terms are not affected by the reduction.
Note that, in contrast to HORI, (Simplify) cannot be used to apply rewrite steps with
H. For this, we now have the deduction rules (H{-Delete) and (Hypothesis).

Continuing the running example, the first equation in &3 has constraint i < 1, so we
apply (Simplify) on both sides, using (R1) and (R3). For the second equation, we also
apply (Simplify) to both sides, using (R2) and (R4). We obtain (E3, H2) +* (E4, H>) with

£ = (c2;a~a; 1) [i <n]
4 (co; fIRD fn(i—1)a)=TU f(n+1)i(fna); 12) [i=n]
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Note that for both equations (¢ ; s = t ; T2) [{] we now have the property: ¢, > s [¢]
and 1, > t [1P], since —g is included in >. Thus, strong boundedness is preserved.

(Delete) The rule for deleting an equation remains unchanged:

Ewi{lc;s~t;v)[Yl},H)
(&,H)

1 unsatisfiable, or s =t
In the running example, we use (Delete) we obtain (E4, H) F (E5, Ha) with
85:{(g2; fi(RDfn(i—1)a)zTUf(n+1)i(fna);Tz)[iZn]}

(Alter) The (Alter) definition from HORI is extended to the setting of equation contexts,
where we now additionally have to guarantee that no bounding terms is increased.

Definition 5.2.11. We say that an equation context (¢"; s’ = t’; ') [¢']

> generalizes (¢ ; s ~ t ; ) [] if for every gsc substitution y that respects (¢ ; s =
t; 1) [¢] there is a substitution 6 that respects (¢’ ; s” ~ ' ; ') [¢'] such that
sy=s'dand ty =t'5,and ¢y = ¢’6 and ty = 6.

> alters (¢ ; s ~ t; 1) [¢] if both
- (¢"; 8" =t"; ) [Y'] generalizes (¢ ; s = t; 1) [¢], and
- (¢; s=~t; 1) [¢] generalizes (¢'; s = t'; ') [¢'].
Now, (Alter) is defined as follows

Ew{lc;s~t; 1) [gb]},ﬂ) (¢"; 8" =t ;) [¢]alters (¢; s = t; 1) [¢]
EU{(c"; s ~t"; ) [Y']}, H)  andezs pland =1 [y]

There are many ways to use this deduction rule, but following the discussion
in Section 3.2.1, we will particularly consider two ways:

v

(I) Replacing a constraint by an equivalent one: that is, altering (¢ ; s = t; T
into (¢; s ~ t; 1) [¥]if (Ixy) = (Fy.y’) is logically valid, where {
Var(y) \ Var(c, s, t,7) and {yj} = Var(¢y’) \ Var(c, s, t, 7).

This assumes that the system has inextensible theory sorts; if not, we must also
require that Var(y) \ {X} = Var(y) \ {/}.

A particular example of this caseis toreplace (¢; s ~ t; 1) [{]by(¢c; s = t; T) [P A
X1 =u1 A+ A Xy = uy], where all x; are fresh variables, with x; ¢ Var(u;) for j < i.

) [
x}

(I) Replacing variables by equivalent variables or values: that is, altering (¢ ; s =
t; 1) [Ylinto (cy ; sy = ty; wy) [Wlif y = [x1 == uy,..., %, = u,| and
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Y = x1=u1 A...xX, = Uy is valid, where x1, ..., x, are variables and uy, ..., uy
are each variables or values.

Back to the example: by case (I), we use (Alter) to obtain (Es, Hz) F (E¢, Hz), with

86:{(g2;fi(RDfn(i—1)a)zTUf(n+1)i(fna);Tz) }

[('=i-1An"=n+1Ai>n]

To allow this rule to be applied, we must have ¢, > f i (RD f n (i — 1) a) [¢] and
T = TU f (n+1)i(f na)[p] where ¢ is the constraint i’ = i—1An" =n+1Ai > n. But
this follows immediately from the fact that the previous equation context was strongly
bounded: if ¢ > s [i = n]thenalso¢ >s[i’=i—1An"=n+1Ai2=n], and similar for
T > t [i 2 n]. Moreover, strong boundedness is clearly still satisfied.

Remark 5.2.12. The preservation of strong boundedness in the running example is not a
coincidence: we will see in Lemma 5.3.3 that most of the deduction rules of Figure 5.1
preserve this property automatically if > includes — and t>. In (Alter) and (Generalize)
this is not necessarily the case, but in Lemma 5.3.4 we prove that it holds for (Alter)
when used as in (I) or (I).

We continue the example by two successive (Simplify) steps, using calculation rules
i-1—->i[i’=i-1]andn +1 — n’ [n’ = n + 1] to obtain (E;, H,), with

87:{(gz;fi(RDfni’u)zTUfn’i(fnu);Tz) }

[("=i-1An"=n+1Ai=n]

Note that these steps were only possible because of the (Alter) step that preceded them.
(Again, strong boundedness is preserved because > includes —g.)

(Hypothesis) Similar to (Simplify), we can use an induction hypothesis to reduce
either side of an equation. Here, finally, the bounding terms ¢, T come into play, as we
need to ensure a decrease to facilitate the well-founded induction.

Ew{(c; Cleo] =t; O) [Y]},H)  e=ripleHandy E pand
(8 U {(C ; C[rb] ~t; ’[) [ll;]},‘]—{) ¢ >t [land ¢ > rd [Y] and ¢ = C[rd] [¢]

We use (Hypothesis) to reduce the left-hand side of the equation in &; with the
only induction hypothesis from H, in the direction RD f nia — TU f n i a, with
substitution [7 := i’]. This allows us to deduce (&7, H>) + (Eg, Hy) with

88:{(gz;fi(TUfni,a)zTUf”/i(f”ﬂ);TZ) }

[('=i-1An"=n+1Ai>n]
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However, to be allowed to apply this deduction rule, we must show that the > require-
ments are satisfied; that is, that we have

RDfnia > RDfnia [i"=i-1An"=n+1Ai=n]
RD fnia > TU fnia [i"=i-1An"=n+1Aizn]
RDfnia > fi(TUfni'a) [{'=i-1An"=n+1Aizn]

The first is satisfied by the strong boundedness property. The second is an immediate
consequence of the third, since f i (TU f n i’ a)>TU f n i’ a and we have committed to
let > be included in >. For the third, we remember the following requirement:

(REQ1) RD fnia > fi(TUfni'a) [i'=i-1An"=n+1Ai>n]

Here, we have replaced the > by a > to ensure that strong boundedness is preserved.
Since > is the reflexive closure of >, this is not actually a stronger requirement.

Letco=fi(TU fni'a),9=TU fn"i(f na),and apply (Induct) to (Es, Hy). We
then obtain the proof state (E9, Ho), defined as follows:

eb:{(@;fiauf"’”“TUfwiUnawTw }

[('=i-1An"=n+1Ai>n]

Q

TUfnia }

TUfn'i(fna) [i'=i-1An"=n+1Ai=n]

fi(TU fnia)

X

7-{9={ RD fnia

We now use (Case) again to split the constraint in &g into i = n and i > 1 to obtain:

(co; fiTUfni’a)~TUfn'i(fna); )
[('=i-1An"=n+1Ai=n]

(co; fi(TUfni'a)~TU fn'i(fna); o)
[("=i-1An"=n+1Ai>n]

&0 =

Observing thati’ =i—1An" =n+1Ai=nimpliesbothn > i’ and n” > i, and that
i"=i—-1An"=n+1Ai>nimplies both n <i’"and n’ < i, we use (Simplify) on both
sides of the first equation with (R3) and on both sides of the second equation with (R4)
respectively, to deduce (E10, Ho) +* (E11, Ho), with

(co; fia=fna; ) [("=i-1An"=n+1Ai=n]|
Su=q(co; fi(TUfm+D)i'(fna)~TUf®m +1)i(fn' (fna)); 1)

[("=i-1An"=n+1Ai>n]

Note that the first equation above does not yet satisfy the requirements for (Delete), even
though the i = n part of the constraint makes it look very delete-worthy. We resolve
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this by using (Alter) (case (II)), replacing the first equation context by (cg; f na =
fna; )i’ =i—1An" =n+1Ai=n], after which it can immediately be deleted.
Also using (Alter) (now case (I)) on the second equation, and then using (Simplify) with
calculation rules as we did before, we are left with (E12, Hy), where

&= (co; FI@UFn' i (fna)~TU fn"i(fn (fna)); 1)

12 [('=i-1An" =n+1An" =n"+1Ai>n]
(H-Delete). With this deduction rule we may delete any equation that has a subequa-
tion which is an instance of an equation in . The rule looks very similar to (Hypothesis),
but with lighter requirements on >.

(EW{(c; C[ed] = C[ro]; ©) [Y1}, H)  exripleHandy E pand
(8,(]‘{) ¢c> {5 [¢lort>rd Y]

Considering Hoy, and renaming the variables to avoid confusion, the second hypoth-
esisreads: ¢x(TUgyx' z2)=TUgy x(gyz)[x' =x—-1Ay =y+1Ax=y] Let
6 be the substitution [g := f,x =i, x" =i, y:=n',y :=n",z = f n a]. We can now
deduce (E12, Ho) + (0, Ho), provided one of the following requirements is satisfied:

co= fi(TUfni'a)>fi(MUfni'(fna) [('=i-1An"=n+1Aix>n]
o= TUfn'i(fna)y>TU fn”i(fn' (frna) [i'=i-1An"=n+1Aizn]

Both are satisfied by the strong boundedness property so there is no check required.

So we have shown (&1, 0) +* (0, Ho), hence by Theorem 5.2.5 the equationRD f nia =
TU f n i a is an inductive theorem, provided we indeed have a suitable bounding pair
that satisfies (REQ1). But this is easily achieved: we let > be (—guq U>)" where
Q={RD fnia—- fi(TU fnia)[i'f=i-1An"=n+1Ai>n]}. Thisisa

bounding pair because —gyq is terminating (which can for instance be proved using
static dependency pairs [24]).

Remark 5.2.13. The choice to take > = (—guq U>)" is quite natural: in many traditional
Rl systems [21, 22, 27, 43] this is the only choice for (>, >), with Q always being a directed
version of the final H (so in the case of this example, Ho). However, while such a choice
is natural in strategies for rewriting induction, we leave it open in the definition to allow
for alternative orderings, as we will discuss in Section 5.4.

An example with structural induction We continue with another example, both to
introduce the remaining deduction rules and to illustrate that the method can be used
not only for induction on integers, but also for structural induction on terms. Consider
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Yterms = {nil :: list, cons :: int — list — list, app, rev :: list — list — list} with rules

(R1) appnilys - ys (R2) app (cons x xs) ys — cons x (app xs ys)
(R3) revnilys > ys  (R4) rev(cons x xs) ys — rev xs (cons x ys)

Suppose we wish to show that rev (app xs ys) nil ~ app (rev ys nil) (rev xs nil) is an
inductive theorem. We start with &; containing this equation coupled with bullets as
bounding terms, and after an (Induct) step we obtain (E,, H,), where

&y = {(cz2; rev(app xs ys) nil = app (rev ys nil) (rev xs nil) ; 12)}
H, = {rev (app xs ys) nil = app (rev ys nil) (rev xs nil)}

¢2 = rev(app xs ys)nil

T, = app (rev ys nil) (rev xs nil)

(We will omit the constraint from equation contexts when it is just [true].)

Now we apply (Case), using the cover set ([xs := cons a as], true), ([xs := nil], true).
This is indeed a cover set because every ground semiconstructor instance of xs must be
either nil or headed by the list constructor cons. This yields (&2, Hz) + (E3, Hs), with

£ o (c3; rev (app (cons a as) ys) nil ~ app (rev ys nil) (rev (cons a as) nil) ; T3)
3T (c4; rev (app nil ys) nil = app (rev ys nil) (rev nil nil) ; T4)

where

3
3

rev (app (cons a as) ys) nil C4
app (app (cons a as) ys) zs T4

rev (app nil ys) nil
app (app nil ys) zs

Note that here the bounding terms are substituted along with the equation. This is the
only deduction rule that does so.
After a few (Simplify) steps on both equations, we deduce (Ez, H) F* (Ea, Ha):

&= (c3; rev (app as ys) (cons a nil) ~ app (rev ys nil) (rev as (cons a nil)) ; t3)
4 (c4; rev ys nil = app (rev ys nil) nil ; T4)

(Generalize) To continue on &; we should apply a generalization, for which the
corresponding induction rule is defined similar as in HORI:

EW{c;s~t; D[P}, H) (s ~t;7)lplgeneralizes (c; s ~ t; 1) []
EU{(c; "=t ; ) [@l},H) add=s[gpland =# [¢]

As mentioned in Chapter 3, (Generalize) is quite similar to (Alter) — and every step
that can be done by (Alter) can also be done by (Generalize) — but they are used quite
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differently: (Alter) is designed to set up an equation for the use of simplification or
deletion, while (Generalize) is a form of lemma generation.

In the second equation of &4, we use (Generalize) to abstract the term rev ys nil into a
fresh variable zs, deriving (E4, Hy) + (Es, Ha), with

o = (c3; rev (app as ys) (cons a nil) ~ app (rev ys nil) (rev as (cons a nil)) ; t3)
> (zs ; zs ~ app zs nil ; app zs nil)

This is a generalization because for every gsc substitution y that respects true we can
choose the substitution 6 = [zs :=rev y(ys) nilJU [y(x) | x € V \ {zs}] and have both
(rev ys nil)y = zs6 and (app (rev ys nil) nil)y = (app zs nil)o, as well as ¢4y > zs6 =
(rev ys nil)y and 14y > (app zs nil)o because (¢4 ; rev ys nil ~ app (rev ys nil) nil ; 14) is a
bounded equation context. Moreover, the ordering requirements of the derivation rule,
zs > zs [true] and app zs nil > app zs nil [true], clearly hold.

Next, we use (Induct) to deduce (Es, H>) + (Es, Hs), with

Q

He = { rev (app xs ys) nil

app (rev ys nil) (rev xs nil) }
zZs

app zs nil

X

We use (Case) on the second equation, to split it up into separate cases for nil and cons:
(¢c3; rev (app as ys) (cons a nil) ~ app (rev ys nil) (rev as (cons a nil)) ; T3)
Es =4 (nil; nil = app nil nil ; app nil nil)
(cons x xs ; cons x xs ~ app (cons x xs) nil ; app (cons x xs) nil)

The second of these equations is quickly dispatched through applications of (Simplify),
ending in a (Delete) step. For the third equation, we use (Simplify) to obtain (E¢, Hs):

& = (¢c3; rev (app as ys) (cons a nil) ~ app (rev ys nil) (rev as (cons a nil)) ; T3)
6~ (cons x xs ; cons x xs = cons x (app xs nil) ; app (cons x xs) nil)

(Semi-constructor) Due to extending rule arity to constructors, we can now present
the (Semi-constructor) rule more conveniently, compared to HORI:

EW{(c; fsi-spxfti-ty; ) [Y]},H)
EU{(c;sizti; )[Yll1<i<n},H)

n>0and (f € Vorn <ar(f))

If f is a constructor then ar(f) = co when, so certainly n < ar(f) holds.
We apply (Semi-constructor) on the second equation in &g to obtain (87, Hs), with
(c3; rev (app as ys) (cons a nil) ~ app (rev ys nil) (rev as (cons a nil)) ; T3)
E7 =14 (cons x xs; x ~ x ; app (cons x xs) nil)
(cons x xs ; xs ~ app xs nil ; app (cons x xs) nil)
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The second equation context is immediately deleted. We furthermore note that the

third is an instance of the induction hypothesis zs = app zs nil € H, so we can dispatch

it using (H-Delete), provided the ordering requirements are satisfied. If we choose a

bounding pair with > C >, we certainly have (cons x xs)y > xsy for all v, which suffices.
So we then obtain

&s = {(c3; rev (app as ys) (cons a nil) ~ app (rev ys nil) (rev as (cons a nil)) ; 13)}

(Postulate) Rather than generalizing a given equation in &, it might be preferable to
introduce a lemma from scratch. For &g it is useful to introduce lemmas to express the
interaction between rev and app. For this purpose, we introduce the (Postulate) rule,
which was not present in HORI.

(E,H)
EU{(e;s~t; o) [Y]},H)

The combination of (Postulate) with (Induct) provides a way to introduce induction
hypotheses in H, which are not necessarily generalizations of existing equations in &.

In &g, we use two successive applications of (Postulate) to introduce equations
rev xs ys ~ app (rev xs nil) ys and app (app xs ys) zs = app xs (app ys zs). This yields a
proof state (Eg, Hs), with Eg =

(Eo) (c3; rev (app as ys) (cons a nil) = app (rev ys nil) (rev as (cons a nil)) ; t3)
(E1) (e; revxs ys = app (rev xs nil) ys ; o)
(E2) (e ; app (app xs ys) zs ~ app xs (app ys zs) ; @)

We use (Induct) to obtain (89, Hs), where Hs contains (Ep) as induction hypothesis:
He = Hs U {app (app xs ys) zs ~ app xs (app ys zs)}

After this, the equation context (E;) is easily removed from &y, using (Case) to deal with
the two separate instances of xs, as follows

* nil case: can be removed with (Delete) after some applications of (Simplify) with R.

e cons case: can be removed with followed by (#-Delete) after some applications of
(Simplify) with R and application of (Semi-constructor).

This does not create new ordering requirements since we had already set > < >. We
are left with a proof state ({(Eo), (E1)}, Hs).

We then continue with (Induct), to add the equation (E;) to Hs, after which we
remove the equation from {(Eo), (E1)}. This is less easy as it was to remove (E;) and
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requires the use of (Hypothesis) from both (E;) and (E) before we can eventually apply
(H-Delete) with (E;). We refer to the Cora proof file for the specific details.

We are then finally ready to use the hypotheses from (E;) and (E) to eliminate (Ep).
We only informally sketch the remainder of the proof, starting with the equation in (Eo)

(Go) rev (app as ys) (cons a nil) = app (rev ys nil) (rev as (cons a nil))
> Applying the (E;) induction hypothesis rev xs ys = app (rev xs nil) ys with
(Hypothesis), we can rewrite the left-hand side of (Gg) to obtain

(G1) app (rev (app as ys) nil) (cons a nil) ~ app (rev ys nil) (rev as (cons a nil))

> Using the induction hypothesis rev (app xs ys) nil = app (rev ys nil) (rev xs nil) with
(Hypothesis), we can rewrite the left-hand side of (G1) to obtain

(G2) app (app (rev ys nil) (rev as nil)) (cons a nil) ~ app (rev ys nil) (rev as (cons a nil))

> Using the (E;) induction hypothesis app (app xs ys) zs =~ app xs (app ys zs) with
(Hypothesis), we can rewrite the left-hand side of (Gy) to obtain

(G3) app (rev ys nil) (app (rev as nil) (cons a nil)) =~ app (rev ys nil) (rev as (cons a nil))
> Note that (G3) is equivalently written as
C[app (rev as nil) (cons a nil)] ~ C[rev as (cons a nil)] with C[O] = app (rev ys nil) O

Therefore, we can apply (H-Delete) with the (E;) induction hypothesis rev xs ys =
app (rev xs nil) ys to delete (G3).

The proof requires termination requirements which can be satisfied, e.g., by choosing >
to be the lexicographic path ordering with rev > app > cons > nil.

5.2.3 Completeness

Thus far, we have used rewriting induction to prove inductive theorems. However, we
can also use it to derive that some equations are not inductive theorems.

Example 5.2.14. Consider Z;erms = {G = (int — int) — int — int — int, H :: (int — int) —
int — int — int — int} with rules

Gfnx — Gf(n-1)(fx) [n > 0]

Gfnx — x [n <0]
Hfnmx — Hfm-1)m(fx) [n>0]
Hfnmx — Hfm-1)n(fx) [m>0]
Hfnmx — x [n <0Am<0]
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Intuitively, G computes the function (f, n, x) — f"(x) for all n > 0, and H computes the
function (f,n,m,x) — f ("+m)(x) for all n,m > 0. In particular, we have an inductive
theorem G fkx=H fnmx[k=n+mAn>0Am > 0]. The condition n,m > 0
is really necessary: the equation G f k x * H f n m x [k = n + m] is not an inductive
theorem. For example, there does not even exist a single ground substitution y such
that (G ([+] 1) (=1) x)y &k (H([+]1 1)1 (=2) %)y

To prove non-equivalences, we will extend RI with a new deduction rule (Disprove).
However, we must take some care: it is entirely possible, in the course of a RI proof,
to end up with unsound equations even if the original equations are all inductive
theorems. For example, RD [+] n 0 a = RD [+] n (—1) a is an inductive theorem, but
with (Generalize) we can obtain RD [+]nia ~ RD [+] n i’ a [i’ = i — 1] from which we
derive a contradiction. Hence, we must carefully consider the derivation path.

Definition 5.2.15 (Completeness Property). We say a deduction rule has the Complete-
ness Property if, whenever R is a weakly normalizing, quasi-reductive, ground confluent
LCSTRS, if we can deduce (8, H) + (&', H’) by this rule, then

©g U &g Cop onground terms = ©g U ¢qp C <5 on ground terms

Here, < is the relation <> 4 where A = {s = t [] | (¢; s = t; 1) [¢] € E}.

Lemma 5.2.16. The derivation rules (Simplify), (Case), (Delete), (Induct), (Hypothesis),
(Alter) and (H-Delete) all have the Completeness Property, as does the limitation of
(Semi-constructor) to cases with f € X.

Hence, all deduction rules of Figure 5.1 other than (Generalize), (Postulate) and the
general case of (Semi-constructor), are complete.

Proof. Suppose that R is weakly normalizing, quasi-reductive and ground confluent, and
that &g U <4/ C <4 on ground terms. Write A = {s = t [{] | (c; s = t; 1) [¢] € E}.

For any s = t [] € H’ we have either s ~ t [i] € H or, if (Induct) was used,
s ~ t [ip] € A. Either way, a step by this equation can also be done by <4/ U <,
so indeed <4, C <% on ground terms. To show that </ C <5 on ground terms,
let v be a ground substitution respecting some equation context in &’. Note that we
only need to consider equation contexts in &’ \ & because for an equation context
(¢;s=~t;1)[P] € & we can immediately conclude that sy <4 ty by assumption. We
consider every deduction rule in the lemma.

(Simplify), (Hypothesis). Then & \ & = {(¢; C[ro] = t; 1) [{]} while A contains
C[€56] =~ t [i] for either some ¢ — r [p] € R U Reqic or some ¢ =~ r [p] € H, and
6 such that i E® . Since y respects { we have C[{5]y &} ty by assumption on
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© 7. Furthermore, in either case we have C[r6]y <4 C[{0]y, whether because « is
included in «4% or by assumption on «<>¢.

(Case). Then the only elements of &’ \ & have a form (¢c6; s6 = t5; 10) [0 A @], where
s~ t[yp] € A. Asy respects PO A @, it respects 5. Therefore, o = Oy respects ¢, and
is a ground substitution; dom(c) 2 Var(s, t). Hence, s6y = so <5 to = toy, as desired.

(Delete), (H-Delete). We have &’ \ & = 0 so there is nothing to prove.
(Induct). Forall (¢; s ~t; 1) [{] € &' wehaves = t [¢] € A.

(Alter). ThenE'\E ={(¢’; s' = t'; ') [¢']} and thereissome (¢ ; s = t; ) [Y] € E
which generalizes (¢’ ; s” ~ t'; ') [¢’]. Since R is weakly normalizing and quasi-
reductive, yl =[x := y(x)|®r | x € dom(y)] is a well-defined, gsc substitution that
respects (¢’ ; s" =~ t'; ') [{']. By definition of generalization, there is a substitution
o that respects (¢ ; s ~ t; 1) [/] with sg = s’yt and to = t'y). Hence, s"y —p syl =
50 &p to = t'yl —x t'y.

(Semi-constructor) (with f € ). Then &'\ E ={(¢c; si=ti; 1) [Y]|1<i < n}
for some (¢ ; fsy--sy = ft1---t,; 1) [Y] € E with n < ar(f). By assumption,
(fs1-++sp)y &g (ft1---ty)y. Now, note that R is ground confluent. So in fact there
is some u such that both (f s1---s,)y —, wand (ft1---t,)y —g u. Since n < ar(f),
necessarily u has the form f uy - - - u, withboth s;y —>;Q u; and t;y —>;€ uiforl<j<n. O

With the notion of a complete deduction step, we can define the states in a derivation
path that are suitable for the new deduction rule that we wish to introduce:

Definition 5.2.17 (Complete proof state). Let 1 +* $;, be some RI deduction sequence
and 1 < i < n. We say that P; = (&;, H;) is complete if one of the following holds

(@.i=1
(b). Pi-1is complete and P;_1 + P; by a deduction rule with the Completeness Property
(c). there is a complete proof state #; with j <iand &; C &;.

Cases (a) and (b) ensure that deductions remain complete as long as they only use steps
with the Completeness Property. With (c) we can restore completeness, once we have
removed all equations originating from deduction steps that cause loss of completeness.

Note that “complete proof state” is only defined within the setting of a derivation
sequence: it is not a standalone property of a proof state. This makes it difficult to
formulate a deduction rule for proving non-theorems: so far, the deduction rules only
consider proof states, not the history of how they were obtained. This is resolved by
defining a new proof system, still based on the original one in Figure 5.1, but using an
extended form of proof states: tuples (&, H, F) where F is either C, or I(Q) for some set
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(StepCCQ)
& M0 |
m EH)FE',H) by a step with the Completeness Property
(StepCI)
(& ,H,C) o o

m (&, H) F (&', H’) by any derivation step
(StepID)

% (&, H) + (&', H’) by any derivation step
(Complete)

(&,H,C) -
(Disprove)
(8 V {(C 5 F tJ_, T) [I]b]}, 7{’ C) s ~ t [¢] is contradictory (see Definition 5.2.18)

Fig. 5.2 Derivation rules for Bounded RI with completeness tracking and (Disprove).

of equations Q. Here, Q should be understood as the last set &; that precedes (&, H) in
the derivation sequence for which (&;, H;) was known to be complete.

The new proof system is given in Figure 5.2. Here, (StepCC) encodes Defini-
tion 5.2.17(b): a complete state is reduced to another complete state by a deduction
rule with the completeness property. The rule (StepCl) is used to handle the remaining
deduction rules, whose application causes the next proof state to become incomplete.
This derivation rule is formulated in a general way, allowing it to be applied with
any deduction rule, to ensure that we can also make progress when it is unknown
whether a given deduction rule has the Completeness Property or not. However, in
practice (StepCC) should always take precedence. The rule (Stepll) allows progress
when the proof state is incomplete: we pass on Q unmodified, as this encodes the last
set of equations for which the proof state was complete, which does not change. The
(Complete) rule encodes Definition 5.2.17(c): we can recover completeness of a proof
state if its set & is included in the equations of a prior complete proof state.

Finally, (Disprove) is the reason for defining this new proof system, yielding a way
to prove non-theorems. This derivation rule relies on the following definition:

Definition 5.2.18 (Contradictory equation). An equation s = ¢ [¢] is contradictory if
there exists a ground substitution 6 that respects 1, such that one of the following holds:
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(1). thereexistf, g € Zwithf # g,aswellassj,...,s;, t],...,t, suchthatso =fs]-- s}
and t6 =gty---t;, and n < ar(f) and m < ar(g)

(2). s,t € T(Ztheory, V)and [(Y As #1)0]| =T

Note that if s and t only have base-type variables, then the existence of a suitable
substitution 0 for case (2) corresponds exactly to satisfiability of ¢ A (s # t). However,
when s or t contains higher-order variables, then we first have to choose an instantiation
for every such variable before we can check for satisfiability. For example, if we have
an equation x = f x [¢] with x =z intand f = int — intthen ¢ A (x # f x) isnot a
constraint and we first have to instantiate f as a theory term (e.g. f := [+] 1) before we
can establish satisfiability.

We now formulate a deduction rule for proving non-theorems:

(Disprove) A complete proof state with a contradictory equation yields _L.

Eu{lc;s~t; 1Yl H,C)
T

s ~ t [{] is contradictory (see Definition 5.2.18)

We can see that if (Disprove) applies then s ~ ¢ [¢] cannot be an inductive theorem.
This is expressed by the following theorem (which we will prove in Section 5.3.5).

Theorem 5.2.19 (Completeness of RI). Let £ be a weakly normalizing, quasi-reductive,
ground confluent LCSTRS and let & be a set of equations. If (§,0,C) * L then there is
an equation in & which is not an inductive theorem.

We assume weak normalization in Definition 5.2.15 and Theorem 5.2.19 because, with-
out this assumption, (Alter) would not have the Completeness Property. If the derivation
(&,0,C) +* L does not use the (Alter) step, then the conclusion of Theorem 5.2.19 can
still be obtained without having to require weak normalization.

Example 5.2.20. Consider the LCSTRS from Example 5.2.14. The system terminates
and in Example 5.6.12 we prove ground confluence. Let & = {(o ; G f k x =~
Hfnmx; e)[k=n+m]}. We derive (&1,0,C) +* L. First, apply (StepCC) with (Case):

(E1) (o;Gfkx~Hfnmx;e) [k<O0An>0Ak=n+m]
Erx=1(E2) (o;Gfkx=Hfnmx;e) [k=20Ak=n+m]
(E3) (o;Gfkx~Hfnmx;e) [n<0Ak=n+m]
From (E1) we will derive L, so we can forget about (E2) and (E3). After applying some
(Simplify) steps, together with (Alter) — all applied through (StepCC) — we get

E2{(e;x~Hfn'm(fx); o) [ =n-1Ak<0An>0Ak=n+m]}
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A new application of (Case), followed by a number of (Simplify)-steps with R yields
(E4,0,C) with &4 2 {(E1)’, (E2)’}, where
(E1) (o; x~ fx;e) [n" <0An =n—-1Ak<0ANn>0Ak=n+m]
(E2) (e; x=Hfn' m(fx),e [n>0An"=n-1Ak<0An>0Ak=n+m]
Now, (E1)’ is contradictory by Definition 5.2.18.(2), so with (Disprove) we obtain L.
Therefore, G f k x * H f n m x [k = n + m] is not an inductive theorem.

Although we now technically have two different proof systems (one with complete-
ness flag and one without), in practice we can use both at the same time:

Lemma 5.2.21. For all F: (&, H) +* (8, H) © there exists F’ with (&, H,F) +* (8, H , F’).

Proof. «: by simply erasing the flags from each step (and omitting (Complete) steps).
=: by adding flags using (StepCl) and (Stepll). |

Hence, once we prove Theorem 5.2.5 we immediately have the parallel result that
every equation in A is an inductive theorem if (&, 0, C) +* (0, H’, F) for some F.

5.3 Proofs

In this section, we prove soundness and completeness theorems of Section 5.2, in a
form that allows for easily adding new deduction rules. In addition, we supply the
results mentioned in Remark 5.2.12, which allow us to limit interest to bounded equation
contexts when using Bounded Rewriting Induction. This section is organized as follows

> In Section 5.3.1 we show that the rules from Figure 5.1 restrict to a proof system
on bounded equation contexts. This property is called Preserving Bounds.

> In Section 5.3.2 we introduce some necessary prerequisites on multisets.

> In Section 5.3.3 we introduce R-bounded ground convertibility; a restriction of
R-ground convertibility which limits intermediate terms in the conversion using
the bounding pair (>, >). We use this notion to express the Base Soundness property,
and prove that every deduction rule except (Induct) satisfies this property. This
allows us to obtain a more transparent and modular proof procedure towards
proving Theorem 5.2.5.

> In Section 5.3.4 we accumulate the results of the preceding subsections to finally
conclude Theorem 5.2.5. In particular, Theorem 5.3.18 shows that every deduction
rule that satisfies Preserving Bounds and the Base Soundness property is sound.

> In Section 5.3.5 we prove Theorem 5.2.19 by induction on the length of a derivation
sequence that ends in L. The base case is covered by Proposition 5.3.22, after
which the full proof is obtained using Lemma 5.2.16.
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5.3.1 Bounded equation contexts

In the following, we assume given a fixed bounding pair (>, >) on T(Z, V). In this
subsection we will show that Bounded Rewriting Induction can always be limited to
bounded equation contexts.

Definition 5.3.1 (Preserving Bounds). We say that a deduction rule (8, H) + (&', H’)

> preserves bounds if, whenever all equation contexts in & are bounded, then also all
equation contexts in &” are bounded.

> preserves strong bounds if, whenever all equation contexts in & are strongly bounded,
then also all equation contexts in & are strongly bounded.

Lemma 5.3.2. All derivation rules in Figure 5.1 preserve bounds.

Proof. All elements of & N & are bounded equation contexts by assumption; as for the
rest, consider the rule by which (&, H) + (&', H'):

(Simplify) &'\ & ={(c; C[ro] = t; 1) [¢]} with (¢ ; C[¢5] = t; T) [¢] € E. Since the
original equation context is bounded, we have t > ¢ [{] and ¢ > C[¢d] [¢]. Since
—g C >, we have C[¢0] = C[rd] [¢’]. Then ¢ = C[ré] [¢] by transitivity of >.

(Case) & contains a bounded equation context (¢ ; s = t; 1) [(’], and & \ & contains
equation contexts (c0; s6 = t0; 10) [P0 A @]. To see that these are bounded as
well, consider a ground substitution ¢ that respects 16 A . This substitution
certainly respects 16, so the composition 6o respects ¢. Since by assumption
¢ = s [¢]and 1 = t [¢] hold, we have ¢c(60) = s(60) and T(60) > t(d0).

(Delete),(H-Delete) &'\ E =0

(Semi-constructor) &’ \ & contains only equation contexts (¢ ; s; ~ t; ; 1) [] where
& contains a bounded equation context (¢ ; f s1---S, = f t1---t, ; T) [¢]; since
¢y = (f s1---sy)y implies ¢y > s;y (as = is transitive and includes ), and we
similarly have Ty > t;y, all elements of & \ & are bounded.

(Induct) E'\E ={(s; s~t; t)[Y]}and s = s [¢] and ¢ > f [¢’] hold by reflexivity of >.

(Hypothesis) &\ & ={(¢; C[r] = t; 1) []} where ¢ > C[r] [¢] by definition of the
deduction rule, and t > t [¢] because the input equation is bounded.

(Generalize)/(Alter) Boundedness of the result is a requirement of the deduction rule.
(Postulate) The only fresh equation contextis(e; s ~ t; ) [¢],and @ > sy, ¢ty holds. O

By almost similar reasoning we can see that the derivation rules — when applied in
certain ways and with a suitably restricted bounding pair — also preserve strong bounds.
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Lemma 5.3.3. Suppose s > t whenever s —g t ors > t. Lets >'t [¢] denote that either

s =t ors >t []. Consider the variation of the proof system of Figure 5.1 where any
use of > is replaced by >'. All derivation rules in this variant preserve strong bounds.

Note that > is only used in the definition of (Hypothesis), (Generalize) and (Alter),
so all other derivation rules preserve strong bounds without modification.

Proof. The proof is a straightforward adaptation of the proof of Lemma 5.3.2, observing
thatifa >'b [p]and b > ¢ [¢] then a > ¢ [¢] immediately follows.

> For (Simplify), we use that certainly C[¢0] > C[rd] [¢’] because —¢ C >.
> For (Case), we observe that a >' b [¢] clearly implies ad >'bo [pd] as well.

> For (Semi-constructor), we observe that f s;---s, >'s; [i] for any ¢ because > is
included in > (as > is the reflexive closure of > and a > b implies a # b).

> All other cases are immediately obvious. ]

We also observe that, as stated in Remark 5.2.12, the typical use cases of (Alter)
automatically preserve both boundedness and strong boundedness:

Lemma 5.3.4. Suppose (¢ ; s = t; 1) [¢] is a bounded equation context, and (¢’ ; s’ »
t'; ') [¢'] alters it by either method (I) or (II). Then also (¢’ ; s" = t’'; ') [{'] is a
bounded equation context.

Furthermore, if (¢ ; s ~ t; ) [] is strongly bounded, thensois (¢’; s’ = t'; v') [¢'].

Proof. First consider case (I):in this case (¢’ ; s" = t'; ') [{']is (¢ ; s = t; 1) [], where:
> {x1,...,x,} = Var(y) \ Var(c,s,t,t)and {y1, ..., ym} = Var(p) \ Var(c, s, t,1);
> {z1,...,zx} = Var(p, ) N Var(c, s, t,7);

> (3x1...x0.9) © Fy1 ... ym.@)islogically valid; that is, for all appropriately typed
values v1, ..., Uy,

Juq, ..., up € Val [Y[z1:=01,...,2k = Vp, X1 = U1, ..., Xp = Up]]| =T
—

Jws, ..., wy € Val [@[z1:=01,...,2:=0, Y1:=W1, .., Y =W ] = T

Now, let y be a ground substitution that respects ¢. From “respects”, we know
that [@y] = T, so for the fixed values v; = y(z1),...,vx = y(z¢), if we choose
w1 = Y(W1),...,Wnm = y(ym) then the second part of the “if and only if” above is
satisfied, so we can find values uy, ..., u, that satisfy the first part. Now, let 0 be the
substitution that maps each x; to u; and all other variables a to y(a). Then indeed
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(ol = ¥lz1 = v1,...,2k == Vg, X1 := U1,..., Xy := Uy]]] = T, so O respects 1, and
since 6 is identical to y on all variables in ¢, s, t,t, we have ¢y = ¢0 > s = sy and
Ty =16 > td =ty as required.

As for strong boundedness: if ¢ = s for the original, then clearly the same holds for
the altered context. Otherwise ¢ > s [{] so, as we saw above, for all y we find 6 such
that ¢y = ¢6 > s6 = sy. The same holds for T and ¢.

Now consider case (II): then (¢”; s’ ~ t'; ©’) [¢'] has the form (cy ; sy = ty; 1y) [¥]
where y = [x1 := vy, ..., X, := v,] such that ¢ = x; = v1 A x,, = v, is valid; that is, for
every substitution 0 that respects ¢ we have 0(x;) = v;6. Hence, cyd = ¢6 = 56 =5y0
and 1y0 = 16 > t6 = ty0 as required, and similar for strong boundedness. ]

5.3.2 Multiset orderings

The proofs in the following subsections make substantial use of the multiset extension of
an ordering pair (>, >) on A = T(X, V). We particularly consider multisets containing
exactly 2 elements, which allows for a much simpler representation than the common
definitions in the literature (where multisets may have infinite size). Here, we present
our version of the multiset extension of an ordering pair, as follows:

For an ordering pair (>, >) on A, a size-2 multiset over A is an unordered pair {{a, b}}
with a,b € A (it is allowed to have a = b). We say that:

° {{611, az}} = {{bl, bz}} if either ay = bl and ap = bz, ora; = b2 and ap = bl
o {{a1, a2}} Zmu1 {{b1, b2} if one of the following holds:

— there is some i € {1,2} such that both a; > by and a; > by

— either a; > by and ap > by, or a; > by and ap > by

e {{a1, a2}} >mur {b1, b2}} if one of the following holds:
— there is some i € {1, 2} such that both a; > b1 and a; > by
— there exist i,j € {1,2} such that a; > bj and a3_; > b3-;

Note that {{a1, a2}} >mu {b1, bo}} implies {a1, a2} =y {b1, b2}}, because a; > b;
implies a; > b;. Hence, we easily see that the multiset extension (> 1, >u1) is itself an
ordering pair on size-2 multisets over A.

5.3.3 Bounded ground convertibility

In principle, to prove Theorem 5.2.5, it suffices to show R-ground convertibility for every
equation in &. However, as we will see, bounded rewriting induction actually proves a
stronger property, called bounded ground convertibility.
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Definition 5.3.5 (R/H /E-Bounded convertility). Let R be a set of rewrite rules, (>, >)
a bounding pair, H a set of equations, and & a set of equation contexts. For a,b €

a,b
T, V)U{e}and u,v € T(X,V) we define u i—(}_{—}g v if one of the following holds:
(A) u=C[{o]and v = C[ro] for some { — r [p] or r — £ [p] in R, such that:

> 0 is a ground substitution that respects the rule
>ax>foorbx>{o
>ax>roorbx>ro

(B) u =C[lo] and v = C[ro] for some { ~ r [¢] or r = { [¢] in H such that:

> 0 is a ground substitution that respects the equation, and

> {{Il, b} >mul {fo‘, 7’(7}

(C) u=C[lo]and v = C[ro] forsome (d; { = r; e) [¢] € E such that:

> o is a ground substitution that respects the equation context, and
> {{Z, b} Zmul {dG, 6(7}

.. fab}= . . {a,b}
We write «——— for the reflexive, transitive closure of «——.
RyH;E R;H;E

Definition 5.3.6 (R /H /E-Bounded ground convertibility). Assume given a fixed LCSTRS
with rules R and a bounding pair (>, >). Let H be a set of equations and & be a set of
equation contexts. An equation context (¢ ; s = t; 1) [i] is R/H /E-bounded ground

. . {cy, iy} = . .
convertible if sy %) ty for every ground substitution y that respects 1.

We will prove (in Theorem 5.3.21) that, if (£,0) +* (0, H), then every equation
context in & is R/H /E-bounded ground convertible. This result not only implies
Theorem 5.2.5, but will also be invaluable to use rewriting induction for ground
confluence (Corollary 5.6.11).

. . {a,b} {a,b} + .
To start with the proof, we observe that both relations ((Ra—st) and ﬁ are symmetric.

We will often use this property without explicitly stating it.
We also immediately see that they are preserved under contexts:

Lemma 5.3.7. Let D be a context.

b ’ b} * b} =+
(1) Ifu <—{ﬂ——}—> v, then D[u] <—{a———> DJv]. (2) Ifu <—{ﬂ—l—> v, then D[u] <—{a—}——> DJv].
R;H;E R;H;E R;H;E R;H;E

Proof. Obvious by definition of the relation: in each place where we use a context C[] we
can also use the context D[C[]] instead, without affecting the ordering requirements. O
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Similarly, the relations are preserved under an increase of the bounding terms a, b:

Lemma 5.3.8. Suppose {c, d} >,1 {a,b}.

{a,b} {c,d} {a,b} * {c.d}
1) Ifu<————>vthenu<————>v 2) Ifu<————>vthenu<—————>v
RH;E RH;E RHE R:H;E

Proof. The second statement follows immediately from the first. For the first, recall
that (>yu1, Zmu1) is an ordering pair; in particular, X >,,1 Y >y Z implies X >,y Z,

and X >,,u1 Y >y Z implies X >, Z. Hence, both cases (B) and (C) are preserved.

b
If u % v by case (A), then there exists some e € {{a,b}} such that e > {o. By

definition of >,,,;, there must be some f € {{c, d}} such that f > e or f > ¢; so either
way, f > e > o and f > {0 holds by transitivity. Similarly, some element g € {{c, d}}
exists with g > ro. ]

In the proof of Theorem 5.3.21, we will study derivation sequences (&1, 0) + (&2, Ha) +
-+ (0, Hy). We show that for every 1 < i < N: every equation context in &; is R/H; /0-

bounded ground convertible. (Since H; = @ this in particular implies the desired result

that sy j;—@'(;ﬁ ty for every equation context (¢ ; s = t ; 1) [iV] € &1 and every ground

substitution y that respects ¢.) The most difficult deduction rule in these proofs is
(Induct). To present the proofs in a comprehensible way, we will therefore first prove a
property for every deduction rule other than (Induct).

Definition 5.3.9 (Base Soundness Property). We say a deduction rule has the Base
Soundness Property if, whenever we can deduce (&, H) + (&', H’) by this rule and all

equation contexts in & are bounded, then H’ = H and forall (¢; s ~ t; 1) [¢] € E\E/,
{cyayh« /

and for every ground substitution y that respects 1, we have: sy ”
RH;E

Now we can see that all rules other than (Induct) indeed have this property.
Lemma 5.3.10. (Simplify) has the Base Soundness Property.

Proof. Wecanwrite& = EoW{(c; C[£6] ~t; 1) [¢]tand & = EU{(c; C[rd] = t; 1) [¥]}
for some ¢ — r [@] € R U R4 such that ¢ E° Q@
Let y be a ground substitution that respects 1. Then we have:

Cles]y %—a Clrs]y by (A). This holds because:

— From ¢ ° ¢ we know that y respects ¢6. Phrased differently, the composed
substitution ¢ := 0y respects ¢. Therefore, sy = C[{6]y = Cy[lo] —g
Cylro] = C[rd]y.

- Since ¢ > s [¢], and > includes >, we have ¢y > sy > {o.

- Since —g is included in >, it follows that ¢y > o > ro as well.
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> C[roly <{:T> ty by (C), because {cy, 1y} Zmui {cy, Ty} by reflexivity.

{cyayt+
Hence, putting these steps together we have sy <——7{T—)8—> ty. O

Lemma 5.3.11. If R is weakly normalising and quasi-reductive, then (Case) has the Base
Soundness Property.

Proof. Wewrite& = EoW{(c; s=t; 1) [Y]}and & = EgU{(cd; s6 = t5; 10) [YoA @] |
(6, ) € C} for a cover set C of s =~ t [(]. Let y be a ground substitution that respects
(¢; s~t; 1) [¢] Since R is weakly normalising and quasi-reductive, every term has
a normal form, and every ground normal form must be a semi-constructor term. Let
yl be the substitution that maps each x to a normal form of y(x). If x € Var(y) then
y(x) € Val, hence yl(x) = y(x). So also yi respects ¢. Thus we see:

> sy vy sy¥ by 0 or more steps using (A), because:
- By assumption (¢ ; s = t; 7) [{] is a bounded equation context, so ¢y > sy.
- Writing sy = 1y —g 41 =g ... —=r Uy, the inclusion of —¢ in > (along with
transitivity of >) ensures that ¢y > u; for all i.
— For 1 <i <n,writing u;_; = C[{6] and u; = C[rd], we observe that u;_1 > 6

and u; > r6 because > is included in >.

{cy,ty} !
ty* by (C
>SVR8 y (C):

— By definition of cover set, there exist a pair (0, ¢) € C and a substitution € such
that € respects 6 A ¢ and y! = de on all variables in dom(y!). In particular,
this means that sy = s6e and ty! = t6e and cy! = coe and 1yt = tde.

— Hence, we can use the step with (¢c6; s0 ~ 6 ; 1) [¢6 A @] € &E’.

- We have {¢y, 1/} >mu {c;)/l,”c)/l} = {cde€,10€} because by definition of a
bounding pair (in particular —g C >) we have ¢y > ¢! and 1y > tpt.

tyh e V:a} > ty by (A) by the same reasoning as the reduction from sy to sy!. o

Lemma 5.3.12. (Delete) has the Base Soundness Property.

Proof. We canwrite & = & W{(c; s = t; 1) []}, where either s = t or ¢ is unsatisfiable.
Let y be a ground substitution that respects ¢. The existence of y implies that i is

o . {eyty} = .
satisfiable, so necessarily s = ¢t. But then clearly sy # ty, using 0 steps. o

Lemma 5.3.13. (Semi-constructor) has the Base Soundness Property.
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Proof. We canwrite& = EW{(c; fs1 - su= ft1-ty; 1) [Y]}and & = EyU{(¢; si ~
ti; 1) [¢] |1 <i<n}for f avariable or function symbol. Let y be some ground
substitution that respects the equation context. Since {cy, Ty} Zmu1 {{cy, 1y}, we use
(C) to derive

{cy. v} {cy., v} {cy,ty}

$182°°+8 ——— (fti152-s t1tp---t
(f s152--sn)y RHE (ftisa-e-sn)y RHE RIS (ftita---ty)y

using a context C[O] = f t1---t;_1 O s;41---s, for the i™" step. Together, this exactly

gives (f s1 52+ 5,)y % (f t1t2++ty)y as required. O

Lemma 5.3.14. (H-Delete) has the Base Soundness Property.

Proof. We can write & = &' W {(¢; C[¢5] = C[rd]; 1) [¢]} for some £ = r [¢] in H such
that ¢ E® ¢, and (a) ¢ > £ [¢] or (b) T > 76 [¢]. Let y be a ground substitution that
respects the equation context. Then (a’) ¢y > ¢6y or (b") Ty > rdy. Since equation
contexts in & are bounded, and > C >, we know that (c) ¢y = C[€6]y = Loy and (d) Ty =

C[roly = roy. Using (a’) with (d), or (b”) with (c), we have {cy, Ty} >nu {€0y,roy}.

S0, CIE8ly = Cy1£0y] =25 Cylroy] = Clroly by (B). 0

Lemma 5.3.15. (Postulate) has the Base Soundness Property.
Proof. Since H = H' and & \ & = 0, there is nothing to prove. i

Lemma 5.3.16. (Hypothesis) has the Base Soundness Property.

Proof. Wecanwrite& = Eow{(c; C[£0] =t; 1) [¢]}and & = EgU{(c; C[rd] =~ t; 1) [Y]}
for some ¢ ~ r [p] in H such that ¢ E® ¢. Let ¥ be a ground substitution that
respects the equation context. Then from ¢ > €6 [¢] and ¢ > rd [¢], we have

¢y > {6y and ¢y > roy, which together implies {cy, Ty} >nu {€0y,roy}}. Hence,

C[ed]y = Cyl[Loy] % Cyl[roy] = C[rd]y by (B). Moreover, we clearly have

{eyty}
Clrd ty by (C). o
[roly e by (©
Lemma 5.3.17. If R is weakly normalising and quasi-reductive, then (Generalize) and
(Alter) have the Base Soundness Property.

Proof. Inboth cases: E =EgW{(¢c; s~t; 1) [Yl}and & =EU{(c"; s" =t'; ) [¥']},
where the latter equation context generalizes the former. Let y be a ground substitution
that respects (¢ ; s ~ t ; 7) [)]. As R is weakly normalizing we can define ! as a
substitution that maps each x to a normal form of y(x); since R is quasi-reductive ' is
a gsc substitution. Hence, by definition of (Generalize), there is a substitution 6 that
respects 1’ such that (a) ¢yt = ¢’6, (b) 1yt = 15, (¢) syt = s’6 and (d) tyt = /6.
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> Bothsy <TS}> sytand tyl <T> ty hold by (A): the facts that ¢y > sy, 1y =

ty, and that both —g and > are included in > ensure the ordering requirements.

> Since > 2 —g, we have ¢y > ¢cy! and 1y = 1)}, so from (a) and (b) together we

obtain {cy, Ty} = {c’6, 76} Hence, syl =50 % t'o = t)/l by (C). O

5.3.4 Soundness of Bounded Rewriting Induction
Instead of proving Theorem 5.2.5 directly, we will prove a more general property:

Theorem 5.3.18. Let L be a weakly normalizing, quasi-reductive LCSTRS; let (>, =) be a
bounding pair, and & a set of bounded equation contexts. Suppose (E1,0) + (E2, Ha) +

-+ + (En, Hn), where each I is derived using either (Induct) or a derivation rule that
has both the Preserving Bounds and Base Soundness Properties. Let 1 < i < N. Then
every equation context in &; is R/H;/En-bounded ground convertible (where H; = 0).

Note that this result implies Theorem 5.2.5, but with the stronger property of bounded
ground convertibility rather than merely ground convertibility. This proof strategy,
moreover, allows us to extend the system of Figure 5.1 with additional deduction rules
and maintain soundness, so long as the new deduction rules satisfy two properties that
are often easy to prove (Preserving Bounds and the Base Soundness Property).

Proving Theorem 5.3.18 roughly proceeds by observing that for i = N, every equation
context in &; is R/H;/En-bounded ground convertible, and then showing that if this
property holds for &; with i > 0, then it also holds for &;_1. We first show the inductive

step for the deduction rules where H is unchanged; that is, all rules other than (Induct).
{a,b}

RiH:E AS

To avoid excessive whitespace in the following three proofs, we will use <

. . {a,b} {a,b}+ {a,b} «
an alternative notation for «——— and CrHE for «———.
RH;E 1A RH;E

Lemma 5.3.19. Consider a deduction step (&, H) + (&', H), i.e. leaving H unchanged.
Suppose that

(a) forevery (¢c; s = t; 1) [¢] € &\ & and ground substitution y that respects it we
{ey k=

have sy & RAHE

ty; and

(b) forevery (¢c; s ~ t; 1) [¢] € & and ground substitution y that respects it we have
sy ety
v RH;EN
Then for every (¢ ; s = t; 1) [V] € & and ground substitution y that respects this
{cy, iy}
ty.

equation context we have sy O RH S
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Proof. Let(¢; s = t; 1) [¢] € & and y a ground substitution that respects this equation
context . To start, if (¢; s ~ t; 1) [] € & then we are done by assumption (b).
Otherwise, (¢ ; s ~ t; 1) [] € &\ &'. We will show that sy ol ty.

R;H;EN
By assumption (a), we may write sy = co, ty = ck, and therearecy, . .., cx—1 such that
i H;{gf}/{g,} ¢iy1 for 0 < i < k. We are done if we can show that in fact ¢; ‘_’;QC;{Z: Cil
for all such i. To see that this is the case, consider the definition of H;;ZHZ} ; that is,
Definition 5.3.5. If the step from c; to ¢;4+1 is by (A) or (B), then thisis also a H;;);-{Tgi] step,

so we are immediately done. Otherwise, it is by (C), so ¢; = C[s’g] and ¢;41 = C[t'd] for
some (¢"; s" =~ t'; ') [p] € & such that o respects ¢ and {cy, 1y} Zpnu {c'o,T'c}}.

{¢’o,Ta}*
R;H;EN

that ¢; = C[s’0] H%ﬁgg}* C[t'o] = civ1. Then, from {cy, 1y} Zmu {c’o, Vol we
{g),”[;/}*

ReH6y Citl by Lemma 5.3.8, as required. m]

By assumption (b), we have that s’c < t’c. By Lemma 5.3.7, this also implies

obtain ¢; <&
Next, we obtain a lemma that will be very useful for when the (Induct) rule is used.

Lemma 5.3.20. Suppose ¢ > s [i] and T > ¢ [¢], let H be a set of equations and
H =HU{s =t [¢]}. Letsy Hngt)g; ty hold for all ground substitutions y that
respect (¢; s = t; 1) [¢].

Then for all ground substitutions y that respect (¢ ; s = t; 1) [{]: sy H,Eé ;{Tgi; t

(So using H instead of H’, and ¢y, 1y instead of sy, ty.)

Proof. Let y be a ground substitution that respects (¢ ; s = t ; 1) [{]. We prove the

lemma by induction on the multiset {sy, ty}, ordered with >,,,.
{syty}
R;H ;EN

thatcp =syand cy =ty andfor0 <i < k: ¢; <

Since < denotes a transitive closure, we have a sequence cy, c1, .. ., ¢k such

{syty}
R;H;EN

step, and therefore a <

ci+1. Each step from c; to cjy1
{sy.tr} {ey.tr}
RH;EN RHEN
Lemma 5.3.8. So, suppose the step from ¢; to c;+1 uses H’ \ H; that is, there exists a
ground substitution ¢ that respects s ~ t [i], such that {sy, ty}} >nu {s6,t6}}, and

such that either ¢; = C[s0] and c¢;+1 = C[t6], or ¢; = C[t6] and c;41 = C[s6]. Either way,

that uses <> or <3¢/ or g, is also a & step by

by the induction hypothesis, s Hg(;{tg; to, and therefore by Lemmas 5.3.7 and 5.3.8,
Ci (_);QQ,LTéI]:I* Cit+1- ]

With this, we have all the preparations needed to prove the primary soundness result
for Bounded RI. We recall the theorem:
Theorem 5.3.18. Let L be a weakly normalizing, quasi-reductive LCSTRS; let (>, >) be a
bounding pair, and &; a set of bounded equation contexts. Suppose (E1, 0) + (Ea, Ha) F

-+ + (En, Hn), where each  is derived using either (Induct) or a derivation rule that
has both the Preserving Bounds and Base Soundness Properties. Let 1 <i < N. Then
every equation context in &; is R/H;/En-bounded ground convertible (Where Hj = 0).
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Proof. By definition of Preserving Bounds (Definition 5.3.1), and the fact that (Induct)
also preserves bounds (Lemma 5.3.2), we obtain by induction on i that (**) each &;
contains only bounded equation contexts. Now, we will prove the required result by

inductionon N —i. So assume given 1 <i < N, let(¢; s # t; 1) [{] € E;, and let y be a
If N —i=0thensy H;CLTE}N ty by a single step using (C). If N —i > 0,s01 <i <N,
consider the deduction step (&;, H;) + (Eiv1, Hit1). If this step has the Base Soundness
Property, then by (**), property (a) of Lemma 5.3.19 is satisfied, while property (b) is
satisfied by the induction hypothesis. Thus, sy H%}Z?jj ty by Lemma 5.3.19.
The only remaining case is that the deduction step was performed by (Induct).
Thatis, & =& W {(a; u = v; b)[pl]}and Eiv1 = EU{(u; u =~ v; v) [¢]} and

Hiv1 = H; U{u = v [p]}. We distinguish two cases:

ground substitution that respects . We must show sy <

> (¢c; s ~t; 1) [¢] € &E Then this equation context is in &;41, so by induction
STV B
;;F;{[:lfsN
such that sy = co, ty = ¢y and for 0 < j < k we have ¢; <
{cyayh
R;Hi:EN
from c; to cj41 is produced. If the step from ¢; to cj.1 is by (A) (so using <) or

hypothesis we have sy < ty. That is, there exist co, ..., cx with k > 0

{cy.uy}
R;Hi+1,EN

cj+1 as well. So fix j € {0, ..., k — 1}, and consider how the step

¢j+1. It suffices

if each cj <

(C) (so using <g,,), or if it is by (B) with an equation in H;, then we immediately
{ermr}
R;H;;EN

The only alternative is a step by (B) using Hi+1 \ H; = {u =~ v [¢]}. That is,

have cj e cj+1 as well.

there exists a ground substitution ¢ that respects ¢ and for which {cy, Ty} >nu
{{uo,vo}}, such that either ¢; = C[uo] and ¢j41 = Clvo], or ¢ = C[vo] and ¢j41 =
C[uo]. Now, observe that for all ground substitutions 6 that respect ¢ we have
{ud,00}+
RiHir1:6n
Hence we may apply Lemma 5.3.20 (with u > u [p] and v > v [¢]) to obtain
that us <_){146,216}* {ud, 00}
RHiEN RHiEN
Lemma 5.3.8 we have c; &

ud & v6 by the induction hypothesis, because (1 ; u ~ v ; v) [p] € Ei41.

v6. By Lemma 5.3.7, this implies ¢; <

{cy iy}
R H;;EN

¢j+1, and by
cj+1 as required.
>(crs~t; D)[YP]¢E,50E =EW{(c;s~t; V)[¢P]and Eiy1 =EU{(s; s =
t; t) []} Then the conditions to apply Lemma 5.3.20 are satisfied:
- by (**) and definition of a bounded equation context: ¢ > s [i] and T > ¢ [{]
- Hin =HiU{s ~t [Y]}
— for all ground substitutions 0 that respect 1) we have s6 H;;;%iij& to by the
induction hypothesis because (s ; s ~ t ; t) [] € Eiq

{cyay}e

Hence, we immediately conclude that sy e 00 ty.

With this, we can easily obtain a core soundness claim of Bounded RI:
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Theorem 5.3.21. Let L be a weakly normalizing, quasi-reductive LCSTRS and let &
be a set of bounded equation contexts. Let (>, >) be some bounding pair, such that
(&,0) +* (0, H), for some H using the derivation rules in Figure 5.1.

Then for every equation context (¢ ; s = ¢ ; ) [V] € &, and every ground substitution

y that respects 1, we have: sy %* ty, where u {C);/:V} vifu {C;;/;;} by (A).

Proof. By Lemmas 5.3.10, 5.3.11, 5.3.12, 5.3.13, 5.3.14, 5.3.15, 5.3.16 and 5.3.17, all
derivation rules of Figure 5.1 other than (Induct) have the Base Soundness Property.
By Lemma 5.3.2 they also all preserve bounds. Hence, we apply Theorem 5.3.18 and
find that, choosing i = 1 (with &; = &) we conclude that every equation context in & is
R /0/0-bounded ground convertible. O

We obtain the original soundness result as a corollary:
Theorem 5.2.5. Let L = (X, R) be a weakly normalizing, quasi-reductive LCSTRS; A a
set of equations; and let & be the set of equation contexts {(e; s = f; ®) [] | s = t [¢] €
A}. Let (>, =) be some bounding pair, such that (&, 0) +* (0, H), for some H using the
derivation rules in Figure 5.1. Then every equation in A is an inductive theorem.

Proof. Clearly, equation contexts of the form (e ; s ~ ¢ ; ) [(] are bounded. Hence, the
result immediately follows by Theorem 5.3.21. O

5.3.5 Completeness
To prove Theorem 5.2.19, we start with a proposition.

Proposition 5.3.22. Let R be a quasi-reductive, ground confluent LCSTRS and let &
be a set of equation contexts. If (§,H,F) + L then there exist an equation context
(¢; s =t; 1) [¢] € & and a ground substitution y that respects (¢ ; s =~ f; 1) [¢] for
which sy < ty does not hold.

Proof. By definition of ground confluence, we have sy g ty exactly if sy —p—ty
(where u —g« v means that there exists a term w such that u —g w and v —5 w).

The only derivation rule that allows us to deduce L is (Disprove), and by definition
of this rule, & contains an equation context (¢ ; s ~ t; 1) [{] such thats = t [¢] is
contradictory. We consider all possibilities of being contradictory.

(1): there exist f, g € Z with f # g and a ground substitution y that respects ¢ such
thatsy =fs;---syand ty = g ty...t, with n < ar(f) and m < ar(g). Claim: y is a
substitution for which s —g <t does not hold (and therefore neither does sy < ty).
To see this, assume that there exists u such that both sy —g u and ty —g u. By the
arity restriction, sy cannot reduce at the root, and nor can any of its reducts. Therefore,
head(u) = f. Similarly, we conclude head(u) = g. This gives the desired contradiction.
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(2): s,t € T(Ztheory, V) and there is a ground substitution y that respects 1, with
[(¢ As #t)y]l = T. Hence, y maps every variable in Var(s) U Var(f) to a ground theory
term. Using only —g_,,. we reduce sy and ty to their normal forms (which must be
values). We have [[sy] # [[t)]], and since R, rules preserve interpretation, this implies
[(sy) !l # [(ty)l]. Butthenalso (sy)|# (ty)], as there is a one-to-one correspondence
between values and their interpretations. Hence, sy —% <ty does not hold. O

Proposition 5.3.22 only proves the desired statement for a single-step deduction. To
obtain the full statement of Theorem 5.2.19, we will use an inductive reasoning.

Theorem 5.2.19. Let £ be a weakly normalizing, quasi-reductive, ground confluent
LCSTRS and let € be a set of equations. If (§,0, C) +* L then there is an equation in &
which is not an inductive theorem.

Proof. Assume given a deduction
(81/7-{1/F1) F (82/7—{2/ F2) |_* (811/7—{71/1:71) FL

with H; = 0 and F; = C. We first observe that (**) for all i, either F; = C, or F; = (&)
for some k < i. This follows easily by induction on i.

Now, towards a contradiction, assume that all equations in & are inductive theorems;
that is, that <g, C &4 on ground terms. We show that this assumption implies that
g, U g C o% onground terms for all 1 < i < n, by induction on i (the contradiction
then follows by considering i = n and Proposition 5.3.22).

For i =1 this is true by assumption (since H; = 0). So leti > 1.

If (&i-1, Hi-1, Fic1) v (Ei, H;, Fi) uses (StepCC), then (Ei-1, Hi-1) + (Ei, H;) by a
deduction rule with the Completeness Property, so by definition of this property and
the induction hypothesis we immediately obtain <>g, U <4, C <5 on ground terms.

If (Complete) is used, then H; = H;_1 and by (**) &; C & for some k < i. By the
induction hypothesis we both have <4, | C <% and ©g, C &4, which suffices.

Otherwise, (StepCl) or (Stepll) is used. First, observe that <>y, C < lets ~ t [¢] €
‘H; and y be a ground substitution that respects . If s ~ t [i] € H;_1 then sy <5 ty by
the induction hypothesis. Otherwise, the only deduction rule for which H; \ Hi_1 # 0
is (Induct), in which case there is some (¢ ; s ~ t ; 1) [¢] € &;-1, and therefore we also
have sy <7} ty by the induction hypothesis.

Next, we consider &;. Whether (StepCl) or (Stepll) is used, by (**) F; = I(E) for some
k <i. Forj > i,if Fj_1 = I(E), there are only two options: F; = I(Ex) as well, or the
step (Ej-1, Hj-1, Fj-1) + (Ej, H;, F;) follows by (Complete), and therefore &; C E. Since
F, = C, necessarily the latter must at some point occur. Hence, there exists j > i with
&; € &k, so by the induction hypothesis, &g, C —y.
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Let (¢; s = t; 1) [¢] € & and y a ground substitution that respects 1. Then by

Theorem 5.3.18 we have sy M ty, and since we have already seen that both <4,
SH;E)

and e, are included in &5, we conclude sy < t) as required. O

Note that this proof only relies on the fact that that derivation rules other than

(Induct) and (Disprove) do not change H. Hence, like Theorem 5.3.18, the result is

applicable to extensions of Figure 5.1.

5.4 Finding a Bounding Pair

The bounding pair (>, >) is an important component of bounded rewriting induction.
Yet, how to find it in practice? As we have seen, we do not have to fix the pair in advance,
but can use the process of bounded rewriting induction to accumulate requirements.
Let us say the process delivers a set REQS of requirements of the form s > ¢ [¢] or
s > t [p] with s # t (if s = t, then we already know s > t [¢] is true and s > ¢ [¢] is false
if @ is satisfiable). We are then still left with the difficulty of proving that a bounding
pair for REQS exists. We discuss two different approaches to define such a pair.

5.4.1 Using a reduction ordering

A reduction ordering is a monotonic (i.e. s 3 f implies C[s] 3 C[t] for every context C[O])
well-founded partial ordering on the set of terms. Monotonicity does not imply that
s O t whenever s > t but we can use a reduction ordering that includes — to construct
a bounding pair, as follows:

> definea >1 bifa 3 borawb;definea > bifa >Ir b,anda > bifa >’i b;
> require £y 3 ry for each { — r [¢] € R and ground substitution y that respects ¢

The monotonicity requirement ensures that well-foundedness of 1 is preserved in >: if
sJt=C[t']and t' 3 u, thens 3 C[t'] 3 C[u], so any infinite sequence of > steps can
be converted into an infinite sequence of 1 steps.

There are various methods to define a reduction ordering in traditional term rewriting,
with recursive path orderings and polynomial interpretations being among the most well-
known. Unfortunately, there are not as many methods for higher-order or constrained
term rewriting, and even fewer for the combination (although a variant of the recursive
path ordering for LCSTRSs exists [25]). That being said, while Bounded Rl is defined
on LCSTRSs, it can also be used on unconstrained first-order term rewriting systems,
where we have many methods at our disposal.
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Using a rewrite relation However, it is worth noting that if Q is a set of rules such that
R U Q is a terminating rewrite system, then —, . is by definition a reduction ordering.
So, if every s > t [p] or s = t [p] in REQS gives a valid rewrite rule s — f [@], we can
simply let Q be this set of rules, and use any method to prove termination. Thus, we
could in particular use the dependency pair framework [11, 23], which allows reduction
orderings to be used in a more liberal way by requiring weak instead of full monotonicity.

A downside of this approach is the possibility to encounter requirements that are not
valid rules, and this is especially common in higher-order rewriting since the left-hand
side of a rule may not have a variable as the head, and must have the same type as
the right-hand side. For example, suppose REQS > f (F x) y > y — 1 [x > y], with
f:int — int — list. We cannot include a rule f (F x) y — v — 1 [x > y] in Q, because the
two sides have a different type (list versus int). Even if they had the same type, the only
dependency pair framework for LCSTRSs defined so far [24] does not support rules
whose left-hand side contains applied variables, so the subterm F x is problematic.

A solution is to not derive Q directly from the set REQS, but merely to ensure that
sy (mqur U>)" ty foralls > t [@] or s > t [¢] in REQS and y that respect ¢. For
example, if we introduce a new function symbol inttolist :: int — list, then the above
requirement is handled by including a rule f z y — inttolist (y — 1) [true] in Q. While it
is not immediately obvious how to build such an abstraction in general, at least it is easy
to avoid the issue of different types through the introduction of constructors like inttolist.

An advantage of using a reduction relation is that it generates a bounding pair
that satisfies the premise of Lemma 5.3.3. Hence, by taking some care with the use of
(Hypothesis), (Alter) and (Generalize), we can ensure that equation contexts are always
strongly bounded. This yields substantially fewer ordering requirements — and thus an
easier proof search.

5.4.2 Separating top and inner steps

The idea explored above — of deriving a bounding pair from a single reduction ordering
—is quite powerful and allows us to reuse existing termination methods. In particular
the approach of letting 1 be a terminating relation —gug is reminiscent of traditional
ways of using RI [21, 22, 27, 43], where the induction hypotheses in H are oriented as
rules, and we prove termination of —gyg.

However, in these approaches we do not fully take advantage of the weaker require-
ments in the present setting. In particular, elements of REQS do not need to be oriented
with a monotonic relation. For example, if R = {f a — f b} and REQS = {b > a}, there is
no reduction ordering 1 that orients REQS, since then we would need both f a I f b and
fb 1 f a (by monotonicity). Yet, there are bounding pairs for these requirements: e.g.,
the relation (—= (a4 [true]},top Y == U>)", whose subrelation —q +op is defined by:
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Definition 5.4.1. For a set Q of triples (£, r, ¢) with ¢ and r terms and ¢ a constraint, we
define s —q 1op t if there exist (¢, 7, @) € Q and a substitution y that respects ¢, such
thats = fy and t =ry.

In terms of the (first-order) dependency pair framework, the difference can roughly
be summarised as follows: termination of —gug coincides with finiteness of the DP
problem (DP(Q U R), Q U R), whereas termination of —¢q +op U —® Ub coincides with
finiteness of (DP(Q U R), R). In higher-order rewriting, there are multiple dependency
pair frameworks, and their full introduction requires some theoretical development that
is beyond the scope of this thesis. However, we will show how the question whether a
suitable bounding pair exists can be reduced to the existence of something much like a
dependendency pair chain.

Dependency-pair-like chains In the following, we assume that REQS contains only
requirements of the form f {>r [p]orf {>r [p] with f € Z. We define:
* REQS; ={({¢,r,¢) | { > r[p] € REQS}
REQS. = {({,7,¢) | £ > r [p] € REQS}

¢ R'= {(l’xl---xi,rxl---xf,(p)

0<i<n, x1:01,...,Xi 0

(’—W[QO]GR,52261—>...—>an—>L(LeS),}

® Defs={(f,n)|(fb1- -, 1, p) e R" UREQS, UREQS:}
* A candidateis aterm s = f s1---s, with either f € V and n > 0, or (f, n) € Defs

® Pueak =1{f — r[p] € REQS, UR’ | ris a candidate }
Pstror‘lg = {f -7 [QD] S Ql | risa Candidate} U

¢ — r[p] € REQS, UREQS; UR' A ri>p A
t—plel

p is a candidate
* A strong chain is an infinite sequence (s;); of terms such that

Si D Pyong top Li (PR U 29, top)” Siv1 forall i.

Essentially, Pyeak U Pstrong s the set of all dynamic dependency pairs [36] of REQS U Rr’,
except that we did not mark the head symbol of the left-hand side; such a marking can
always be added at a later stage in a termination proof. Correspondingly, a strong chain
is a dependency pair chain in which the DPs in Pstrong 0ccur infinitely often.

Lemma 5.4.2. For ground terms s, t, let s > t if s (—Reas, UREQS, ,top U —® UP>)" t and
s > t if there exist u, v such that s > u —peqs, top ¥ = . Suppose no strong chain exists.
Then (>, >) is a bounding pair that orients all requirements in REQS.
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Proof. Clearly > is transitive and reflexive, being the transitive-reflexive closure of
>base:=—>REQS,. UREQS, top U —r U>. We have > C > because —Rreqs, top © Zbase S =
and > is transitive, while transitivity of > follows because a > - —Reqs, ;top - = b =
© —REQS,,top * = € implies 2 > + =@, top * = * = * Zbase - = € and > is transitive. The
properties > - > C > and > - > C > follow similarly. It is obvious that all requirements
in REQS are oriented. All that remains to be shown is well-foundedness of >.

Towards a contradiction, suppose > is not well-founded; that is, there is a sequence of
—REQS, ,top Y —REQS,,top U —R U steps in which —Reqs, top appears infinitely often.
We define that a term s is non-terminating if there is an infinite such sequence starting in
s, terminating if there is not, and minimal non-terminating (MNT) if s is non-terminating
but all its strict subterms terminate; i.e., t is terminating whenever s > .

Since > includes both 1>, we first make the following important observation:

(OBS1) if u is terminating and u > g then also g is terminating.

Using this property along with an induction on the size of s, we easily observe:

(OBS2) if sy is non-terminating but for all x € Var(s) the term y(x) is terminating, then
there is a non-variable term t with s > t such that ty is minimal non-terminating.

If an MNT term s = f uy -+ - u, is reduced with —Rreqs. UREQS. top then (f, 1) € Defs.
If it is reduced with —g at the top or head, then it could be reduced with =g’ +op, SO
also (f, n) € Defs. If s > t then by definition ¢ is no longer MNT. And if s — ¢ by some
reduction not at the head, thent = f u;--- ulf Uy with u; —g ulf,‘ so t has the same
outer shape, and is terminating or MNT. This last point holds because #; and each u;
are terminating, asis f uj--- ui’ ---uy—1 (being equal to, or a reduct of, the terminating
subterm f uq---u,—1 of s). Hence we conclude:

(OBS3)ifs = f uy---uy is MNT then (f,n) € Defs

Finally, again using (OBS1) we have:

(OBS4)for (f - -- b, r, ) € REQS,UREQS,UR’ and substitution y: if ;y is terminating,
then so is each y(x) with x € Var({;).

Towards a contradiction, we will construct a strong chain. From the assumption that
> is not well-founded, we know that a non-terminating term exists, and use (OBS2) with
¥ =[] to obtain a MNT term ¢y. In the following, denote — in for a step not at the top
or head of a term, i.e., f s1---Sj-** 5y —R,in f sl~~~s]'-~-sn if s; - s]f.

Now, for natural number i, assume given a minimal non-terminating term f;. Then,
denoting ~» for the relation (—reqgs.,top U —® U>), non-termination of ¢; implies that
there is a reduction ¢; = a1 ~ a4z ~> - -+ ~> a4, —REQS.,top b, With b still non-terminating.
We prove, by induction on m — j for j € {1,...,m}, thatif a j is MNT then there exist
MNT terms s;41 and t;y1 such that a; (—g,in U =, .. top)” Si+1 and ;41 S Prong top Li+1-

> If j = m then a; = {y for some ({,7,p) € REQS,; write { = f {;---{;. Then
(f, k) € Defs, and each ¢,y is terminating by minimality. By (OBS4), also all y(x)
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are terminating. As b = ry, by (OBS2), there is a non-variable subterm r & p such
that py is MNT. By (OBS3), py is a candidate, and because p is not itself a variable,
this means p must be a candidate. Hence, we can let 5,11 := a; = £y and t;41 := pY.

> If j <m and a; > aj;1, then a; > aj41 for some immediate argument term a]’. of aj,
and therefore a;,1 would be terminating by definition of a; being MNT. This is not
possible as a1 reduces to the non-terminating term b.

> Ifj <manda; —g aj+1 by astep not at the head, then we write a; = fuy -+ 1y -+ -ty
and aj41 = fug--- Uy, -+ Uy. All arguments u; are terminating, and therefore so
is u,,. Also, f uj - uy—1 is terminating (as a strict subterm of a;), so if n <m
then fuy---uj, -+ 1,1 is terminating as well. Hence, all strict subterms of a j+1 are
terminating, and a;4 is still MNT. Hence, by the induction hypothesis, 4; —g,in

aj+1 (PR,in U 29, top)” Si+1 and siv1 . top tir1 for suitable siiq, ti.

> Finally, if j < m and either a j R aj1 at the head, or a; —Reas, ,top 4j+1, then there
is some (¢, 7, ) € R" UREQS; such that a; = £y and aj;1 = ry and y respects @.
By (OBS4) and minimality of a;, all y(x) are terminating. Since a;1 is necessarily
non-terminating (as it reduces to the non-terminating term b), clearly r is not a
variable. By (OBS2) there is a non-variable term p with r > p such that py is MNT.
By (OBS3) and because p is not a variable, p is a candidate. There are two options:

- If r = p, then ({,r,p) € Pweak- Hence, using the induction hypothesis,
Bj 2P etop Aj41 (PR in U Py top)” Siv1 AN Si41 —Pyyong top Fis1 for some
MNT 541, tiv1.

- Ifr>p, then (¢, p, ¢) € Pswong. Hence, we let s;11 := £y and t;41 := py.

In particular (for j = 1), t; (=g U =, top) Si+1 and sj+1 Pyrong top Li+1. We have thus
constructed a strong chain, which contradicts the lemma’s assertion that no strong chain
exists. We conclude a contradiction with the assumption that > is not well-founded. O

Overall, if all elements of REQS have a shape fsy---s, >t [p]orfsy---s, =t [@]
with f not a variable, then we know that a suitable bounding pair for REQS exists so
long as we can prove the absence of a strong chain.

If the elements of REQS do not all have this form, we may still be able to apply a
similar approach (by changing REQS so the original requirements are captured by (>, >)
defined in Lemma 5.4.2), but such techniques are beyond the scope of this section.

Reduction triples To directly investigate the presence of strong chains we can use an
extension of the notion of reduction ordering;:

Corollary 5.4.3. A reduction triple is a triple (>, 2, >) of three relations such that:
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* > is a well-founded partial ordering on the set of terms
* > is a quasi-ordering on the set of terms, such that s > t > u implies s > u

* > is a monotonic quasi-ordering on the set of terms, such that s > t implies s > ¢

There exists no infinite strong chain if we can find a reduction triple (>, 2, >) such that:
e forall (¢, p, ¢) € Pstrong and all y that respect ¢: £y > py
e forall (¢,p, ¢) € Pweak and all y that respect ¢: £y 2 py
e forall ¢ — r [p] € R and all y that respect ¢: {y > ry

The advantage of a reduction triple compared to a reduction ordering is that
the monotonicity requirement is replaced by weak monotonicity: only > needs to be
monotonic. It also allows us to more easily take advantage of the difference between >
and > requirements.

Reduction triples can be constructed using for instance argument filterings or weakly
monotonic algebras. While there has not yet been extensive research in this direction for
higher-order constrained rewriting, this is a natural direction for future work.

5.5 Obtaining new deduction rules more easily

In Section 5.3, we set out to prove soundness and completeness of Bounded Rl in a
modular way: rather than merely proving that the system as given in Figure 5.1 satisfies
Theorem 5.2.5, we have shown the stronger Theorem 5.3.18. This means that any
extension of the system with derivation rules that satisfy both the Preserving Bounds
Property (Definition 5.3.1) and Base Soundness Property (Definition 5.3.9), is still sound;
and if these rules satisfy the Completeness Property (Definition 5.2.15) they can also be
used in a non-equivalence proof.

Let us discuss two naturally arising situations for which we can exploit this approach
to introduce a new deduction rule, and establish its soundness relatively easy.

Calculations In Bounded RI, we followed the same approach for defining (Simplify)
(and (Hypothesis)) as we did in HORI. We have, however, not yet mentioned that
these definitions are more basic than the corresponding definition in first-order RI for
LCTRSs [22] which is based on the more sophisticated notion of “constrained reduction”.
Essentially, this allows the first-order (Simplify) to incorporate (Alter) steps, although in
a slightly weaker way than in Bounded RI
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The price for the simplicity in Bounded Rl is that we often require extra steps, espe-
cially when it comes to calculation rules. For example, in Section 5.2.2 we encountered
the equation (for the sake of clarity we omit the bounding terms of the equation context):

fiRD fu(i—-1)a)~TU fm+1)i(fna)li=n]
Here, we first had to apply (Alter) to obtain the equation
fIiRD fu(i-1)a)~TUfm+1)i(frna)[i'=i-1An"=n+1Aizn]

before we could apply two (Simplify) steps, using calculation rules i — 1 — i’ [i" =i —1]
and n +1 — n’ [n’ = n + 1], turning the equation into

fiRD fni'a)y=TU fn'i(fna)[i' =i-1An"=n+1Ai=n]

With constrained reductions, we could do the (Simplify) steps directly to obtain the
same result. We can regain this facility by observing that the following deduction rule

(Calc)

n>0
EW{(c; Cls1,...,sul = t; T[]}, H) $1,...,5n theory terms
EU{(c; Clx1,...,xn] =t 1) [PA(x1 = 51)A.. . A(xn = 50)]}, H) w1 distinet fresh
variables

can be considered as a shortcut for an (Alter) step, followed by some (Simplify) steps,
possibly followed again by some (Alter) steps. (Provided all variables in each s; are in
Var(y), or theory sorts are inextensible.) Therefore, it satisfies the two invariants.

Example 5.5.1. We may use (Calc) to replace an equationf (x +(y +1)) = tbyfz = t [z =
x + (y + 1)]. To do so without (Calc) would require four steps:

(E0) fx+(y+1) =t

(ED) fx+@+1)=t [g=y+1Az=x+q] Dby (Alter)
(E2) fx+g)=t [g=y+1Az=x+q] by (Simplify)
(E3) fzxt [g=y+1Az=x+q] by (Simplify)
(E4) fzrxt [z=x+(y+1)] by (Alter)

This cannot be done with only one (Alter) step because the rules in R.,;. do not have
composite terms on their right-hand sides; thereisnorule x +(y+1) — z [z = x+(y +1)].

Axioms We can use the two properties to go beyond just composite rules, though. An
interesting example can be found in incremental Rewriting Induction (iRI) [4, Section 5],
containing a deduction rules that allows for the use of axioms: equations that are known
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to be consequences of R, but for which we may not have a formal proof (in our setting a
proof in Bounded RI). We can introduce a similar deduction rule in Bounded RI. Let A
be a set of such axioms. We distinguish the following two cases:

> Ris ground confluent, and all equations in A are ground convertible; i.e., sy < ty
forall s = t [p] € A and ground substitutions y that respect the equation.

> A is a set of equations such that every equation contextinEz = {(¢; { = r; ) [¢] |
{ ~ r [p] € A} is R/B/0-bounded ground convertible with respect to the same
ordering pair (>, >) that is used in the RI derivation under consideration.

Either way, we introduce the following deduction rule:

(Axiom)
Ew{(c; Cled] =t; V) [YI}, H) t=ripleAaandypE ¢

EU{(c; Clrol = t; V) [}, H) <=clroliy]

Lemma 5.5.2. The (Axiom) rule preserves bounds.

Proof. 1If (¢ ; C[€0] =t ; 1) [{] is a bounded equation context, then t > ¢ [¢]. Since the
derivation rule requires ¢ > C[rd] [i], also (¢ ; C[rd] =~ t; T) [¢] is bounded. O

Lemma 5.5.3. (Axiom) satisfies the Base Soundness Property.

Proof. To see this, we will show thatif (¢ ; C[£6] ~ t; T) [i/]is abounded equation context

{cy, iy} =+ {cy, iy}

d bstituti hich ts it, then C[£0 Clré t
and y a gsc substitution which respects it, then C|[ ]ym [r ]ym y

holds forany &, H and & =8 U{(¢; C[rd] = t; 1) [Y]}.

The latter step is obvious: by Definition 5.3.5.(C) we only have to show that
{¢7, v} Zmu {cy, Ty}, which is trivially true. So consider the former step.

In the first case, where R is ground confluent and ¢y <5, rx for all ground

substitutions x that respect the equation, we have in particular that {6y —g - L "r0y.
. . . L . . {€oy,roy} +
Since —g is included in > by definition of a bounding pair, {6y <;—;(;> rdy holds

by Definition 5.3.5.(A). In the second case, where all equation contexts in &4 are

R /0/0-bounded ground convertible, we have this property by definition. Either way,

Loy,roy} =
C[eo]y %—L C[r6]y holds by Lemma 5.3.7, and since this derivation can only use

06,1y} *
steps with R, C[£6]y % C[ro]y follows regardless of H and &’. Observe that

¢y = C[€d]y = L6y since the original equation context is bounded and > includes ;

and that ty > C[r6]y = rdy by definition of the rule. Hence, we apply Lemma 5.3.8 to

increase the bounds and obtain C[£6]y <{:/TW}) C[roly. O

;&




138 Bounded Rewriting Induction

5.6 Ground Confluence

We now turn our eye to ground confluence. This property is both needed to deduce that
an equation is not an inductive theorem using rewriting induction (using Section 5.2.3),
and interesting to study in its own right — since, in a terminating and ground confluent
system, reduction essentially computes a unique result for every ground term.
Existing work on first-order unconstrained rewriting [8] has shown that RI can be
used as a tool to prove ground confluence of terminating TRSs: a system is ground
confluent if all its critical pairs are bounded ground convertible, and RI can be used as
a method to prove bounded ground convertibility. The existing work uses a slightly
different definition of bounded ground convertibility than the one employed in this paper.
We extend this result to our more liberal definition of bounded ground convertibility
and to higher-order constrained rewriting. First, in Section 5.6.1, we give a definition of
critical pairs and the closely related notion of critical peaks for LCSTRSs, and establish the
relation between (ground) confluence and critical peaks. In Section 5.6.2 we generalize
the first-order result [8], showing that, for terminating LCSTRSs, ground confluence is
implied by bounded ground convertibility of all critical pairs. Since Bounded RI proves
bounded ground convertibility, it can therefore be used to obtain ground confluence.

5.6.1 Critical pairs

Critical pairs are a standard tool for proving confluence. They have also been defined for
first-order LCTRSs [44]. This definition relies on the notion of positions, for which we
recall the definition from Chapter 2.

Positions in LCSTRSs For a term t=ati---t, witha e ZUV and n > 0, the set of

positions is defined as Pos(t) = (U{*l}) v (U{l p | p € Pos(ti)}).

i=0 i=1
The subterm |, of ¢ at position p € Pos(t) is defined as follows:

@). @t t)lwi = (@ tr---tui)
(ii). (aty-- tn)|i~p = ti|p

If t is a term, p € Pos(t), and s a term of the same type as t|,, then let t[s], be the term
obtained from t by replacing t|, by s. We will denote the position %0 as €.

The above definition differs from first-order positions because of including positions
for partial applications; in first-order terms, we only have positions of the form iy - - - i, %0.!

IThis definition also differs from the usual presentation of positions in higher-order rewriting, which
does not use the x notation but rather sets (s t)|1, = s|, and (s t)z, = t|,. This difference is not significant.
Rather, the presentation above is chosen because in practice (and in Cora) it is convenient if the positions
used for first-order rewriting refer to the same subterm when viewing the term as higher-order.



5.6 Ground Confluence 139

We now recall the first-order definition of critical pairs [44] (only adapting it to omit the
set EVar which is redundant here since we have required Var(r;) € Var(¢;) U Var(¢;)).

Definition 5.6.1 (Critical pairs). An overlap in an LCTRS R is a triple (p1, p, p2) with
rules py := & — 11 [@1] and p; := €, — 2 [@2] and position p, satisfying:

(1). p1 and p; are variable-disjoint renamings of rewrite rules in R U R4

(2). p € Pos(f2) with &, not a variable

(3). 0 =mgu(ty, b|y) and o(Var(p1) U Var(pz)) € Val UV

(4). @10 A @20 is satisfiable

(5). If p = € and p; and p; are renamings of the same rule, then Var(ry) \ Var(¢;) # 0.

The critical pair of {p1, p, p2) is the equation
€2[r1]po ~ 120 [p10 A @20]

The “overlap” here refers to the fact that ¢, has a subterm that unifies with ¢;.
Therefore, if o respects @1 A @, then f,0 can be reduced in two ways: since o =
(L20)[lalpo]y = (b20)[l10],, we apply p; to obtain 0 —r (£20)[r10],. Of course, we also
have o —g 120.

Example 5.6.2. Let us apply Definition 5.6.1 to Example 5.2.14. We have the following
variable-disjoint copies of H-rules, which are not renamings of each other

pr:=Hfnmx—>Hfm-1)m(fx) [n>0]
pri=Hgijy—Hg(G-1)i(gy) [j>0]

There is overlap {p1,€, p2) with o = [g := f,i:=n,j := m,y := x], yielding a critical
pair
Hfm—-1)m(fx)=Hfm—-1)n(fx)[n>0Am>0]

Remark 5.6.3. In Example 5.6.2 we did not list all critical pairs. Since the overlap
occurs at the root position €, there is also an overlap {p», €, p1) yielding the critical pair
Hfm-1)n(fx)=Hfm-1)m(f x)[n >0Am>0]. For confluence techniques
based on symmetric joinability conditions of critical pairs — like the one we will consider
in this paper — we only need one of the two. For other confluence techniques, it is
important to consider both [44].

Moreover, every calculation rule f x1---x,;, = y [y =f x1 -+ xp,,] yields a critical pair
with itself due to the overlap at theroot: y ~ z [y =fx;---xy Az =fx1 -+ xp,]. However,
this is merely an artefact of the definition. In practice such critical pairs cause no issues
because every substitution y thatrespects y = fx1---x Az =fx1--- x5, has y(y) = y(2).
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While this definition was designed for LCTRSs — so first-order systems where there
are no applied variables or partially applied function symbols — our updated definition
of positions allows the definition to be used unaltered for (higher-order) LCSTRSs.

Example 5.6.4. Consider an LCSTRS containing the following variable-disjoint rules
p1:=f—g p2:=u(fx) - hx
We have an overlap (p1, 1 x 1, p2) with ¢ the empty substitution. This yields the critical
pair u (g x) = h x, because £,0 = u (f x) reduces to both sides.
In some cases, it is useful to preserve the source ¢,0. We do so using critical peaks.

Definition 5.6.5 (Critical peaks). The critical peak of an overlap {p1, p, p2) is the tuple
52[1’1],70 — bho > o [(plo A (sz]

The set of all critical peaks in an LCSTRSs is denoted by CP(R).

Example 5.6.6. Following Example 5.6.2, we have 0 = H f n m x, so the corresponding
critical peak is given by

Hfm-1)m(fx)«~Hfnmx—>Hfm-1)n(fx)[n>0Am>0]
We also have a critical peak
Hfm-1)n(fx)e~Hfnmx—>Hfm-1)m(fx)[n>0Am>0]

but we do not obtain critical peaks for the calculation rules: we excluded these by
requiring that the second rule in the overlap must be from R. (The first rule may still be
from Rc4i¢, €.g. to get a critical pair when p; is a rule like f (1 + y) = g y.)

In Example 5.6.4 we only obtain one critical peak

u(gx) «—u(fx) > hx[true]

Critical pairs rely on positions, which we have otherwise not used in our definitions.
To relate them to the reduction relation, we use the following lemma.

Lemma 5.6.7. Let y be a substitution, X a finite set of variables, and s, t € T(X, V) such
that sy — t and X 2 Var(s). Then one of the following holds.

(i). There exist a substitution 6, variable-renamed rule { — 7 [@] € R U Ry with
variables disjoint from X, and p € Pos(s) such that 6(x) = y(x) forall x € X, 6
respects ¢, s|, ¢ V, s|,0 = €6 and t = s[r],0.

(ii). There exist x € Var(s) and substitution )’ such that y(x) —g y’(x), and y’(y) =
y(y) for all other y and t —7 sy’
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Proof. Let sy —g t. By induction on the term shape of s we prove that either (i) or (ii)
holds. Any s € T(X, V) can be writtenas s =a s1---s, witha e ZUV and n > 0.

> IfaeVand y(a) og uand t = u (s17)---(s,y) then define y’ as follows:

Y(@=u and  Y'(y)=yy)ify#a
Then clearly t = u (s1y) - (spy) =g u (51)') -+ (sny’) = s)’; thus, (ii) holds.

> If the reduction occurs at the top or head, then sy = ({5) (sit1)) - (5ny) =R
(ro) (siv1y) -+ (sny) =t for some 0 < i < n, and some ¢ which respects a rule
¢ — v [p] € RURcqc. If i =0and a is a variable we are in the first case and are
done. Otherwise, let p = x(n —i). As we can safely assume (by renaming) that
the variables in £ — r [¢] do not occur in X, we define 6(x) = y(x) for x € X and
O(x) = o(x) for all other x. Then (i) holds.

> The only remaining option is a reduction in some subterm s; with 1 < i < n:
s;y =g tiand t = (ay) (s1y)---ti- - (sny). By the induction hypothesis there are
two possibilities:

(i). There exist 6, — r [¢] and p; € Pos(s;) such that 6 respects @, 6(x) = y(x)
for all x € X (and therefore sy = s9), silp, ¢ V, silp;6 = €6 and t; = s;[r],,0.
Let p = i p;. Then (i) also holds for sy —g t, since s|, = si|,;, and t =
(ay) (s1y) -+~ ti+-(sny) = (ad) (510) -+~ (5i[r]p;0) -+~ (510) = s[r],0.

(ii). There exist x € Var(s;) and substitution y’ such that y(x) —-r y'(x), y'(y) =
y(y) forall y € dom(y)\{x}andt; — s;)’. Wehave sjy —g s;)’ forall j # i.
Conclude t = (ay) (s1y)---ti---(sny) =g (ay) (s1y)---(siy") -+~ (say) =i
@y") (s1y") -+ (siy") -+~ (suy") = s¥". O

In analogy to the Critical Pair Lemma [13, Lemma 6.2.3] we introduce the Critical
Peak Lemma.

Lemma 5.6.8 (Critical Peak Lemma). If both s —g t; and s —g t;, then either

(i). There exists a term t such that #; % t % to.

(if). There exist a critical peak b «— a — c [¢], context C and substitution 6 that respects
@ such that s = C[a0] and either t; = C[b0], t2 = C[c6], or t1 = C[cd], t» = C[bJ].

Proof. By induction on the term-shape of s we prove that either (i) or (ii) holds. Any
s € T(X,V) can be writtenas s = f s1---s, with f e ZUV and n > 0. We consider all
possibilities of t1 z s —g ta.
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(1). There exist 1 < i,j < n and terms v;, w; such that s; —g v;, s; =& w; and

t1 = s[v;]; and ty = s[w;];

e Ifi # j then the reductions are in parallel positions; (i) holds with t = t1[w;]; =
ta[vi;.
e Ifi = j then v; < s; =g w;. By induction hypothesis we either have
— Thereisaterm ' such thatv; —g t' g«—w;. Then (i) holds: take t = s[t'];.

— There exist a critical peak b «— a — ¢ [¢], context C" and substitution 6

that respects ¢ such that s; = C’[a6], v; = C’[b6] and w; = C’[c6]. Then
(ii) holds: take C[O] = s[C’[T]]i = f s1---5i—1 C'[O] Siv1- - Sn.

(2). One of the reductions is at the head. Without loss of generality, we assume it is the

step s —g t1. Then thereisarule p; :=€ — r [p] € RU Ry with € =foq-- v
and substitution y which respects ¢, and S = Sg41-- -5y such that k = ar(f) < n and

s = (f)/)g =f (01]/) cee (Uk)/) 3 —R (1’)/):_3) =1t

We consider the possibilities for s —g t
* 5; —»g s’, for some i > k, and t; = s[s’];. Then (i) holds, as we can see by
choosing t = (ry) Sk+1++Si-1 5" Si+1+++Sn-

* 5;=v;jy —»g s, withl <i <k, and ¢, = s[s’];. By Lemma 5.6.7, applied with
X = Var({) U Var(r) U Var(¢) 2 Var(v;), there are two possibilities:

- s; = viy = v;0 for some 0 that respects a renamed rule py := ¢’ — 1’ [¢']

with ¢ = g I]---1;, and there is a p’ € Pos(v;) such that v;|,, ¢ V,
vil,y0 = '6 and s” = v;[r’],/0; moreover, 6(x) = y(x) onall x € X. Then
we observe that p; ¢ Rcaic (as v; is not a variable), and
to =f(v1y)--- (vic1y) @ilr']p0) (Vis1y) - (vky)

=(for - vi1 01 ]y vis1 - 0k) 08
We will see that (ii) holds: let C =05 and p = i p’. We have

tr = C [[r']pd] g5 = C[€8] —x t = C[rd)]
Since ¢ is a unifier of £|, = v;|,» and ¢’, there exist a most general unifier
o and a substitution y so that 6 = gx. Since 6 respects both ¢ (because it
corresponds with y on X 2 Var(¢)) and ¢’, clearly (¢’ A @)o is satisfiable
(by the substitution yx). Hence, the peak above is an instance of the critical
peak {[r'],0 < {o — ro [¢p'c A @a] for the overlap (p2, p, p1).
There exist x € Var(v;) and substitution )’ such that y(x) —g y'(x),
Y'(y) = y(y) for all y # x and s" —5 v;)y’. Then (i) holds: choosing
t = (ry’)s we have
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s=(y)s \R}
b= (ry)s tr=(y)[s'lis =f(v1y)---s"-+(vny) S
R
AN (&y)s =t (1)) (0iy)--- (ony") s
. (ry,)g (/ﬂ

* The other reduction is also at the head. Since each function symbol has a
fixed arity, this means there exist a rule py := ¢’ — 1’ [@'] with ¢’ =f0]---v;
and substitution y” which respects ¢’ such thats = (¢’y’) S and t, = (r')’) 5.
There are two cases.

- If ry = r’y’, then (i) holds with t = t; = f5. Note that this is always the
case if py is a calculation rule: then f is a calculation symbol and each
vy = vy’ a value. Since left-hand sides of rules in R may not be theory
terms, necessarily p1 € Rcqic and therefore we can only have p; = p».
Since calculation is deterministic, ry = r’y’.

- Otherwise, (ii) holds with C[O] = O §. By renaming variables we can
assume that dom(y) Ndom(y’) =0, so0 6 = y Uy’ is well-defined. Thus

t1 = C[ro] = C[l'[r]e0] g5 = C['0] =g t = C[r'6]
Let 0 = mgu({, {’), and x such that 6 = ox. The peak above corresponds
to the critical peakro « ¢’ — r’o [paA@’a]. (If p and p; are renamings
of the same rule, then o = {’¢ implies ro = 1’0 unless Var(r) C Var({)
does not hold, so requirement (5) of Definition 5.6.1 is satisfied.) |

The critical peak lemma is valuable both for proving (local) confluence and ground
(local) confluence. Here, we focus on ground confluence. The following lemma gives a
way to prove this property.

Lemma5.6.9. Assume givenan LCSTRS £ = (X, R) which is not ground locally confluent,
and let (>, =) be a bounding pair on T(X, 0). Then

(i). There is a >-minimal ground term s for which there exist terms t1,f, with
t ? s ? t, but such that there is no t with t; % t % ty.

Moreover, there exist a critical peak v1 < u — v2 [¢] and ground substitution y
that respects ¢ such thats = uy, t{ = v1y and tr = vyy.

(ii). If in addition — is terminating, then for all ground terms r with s > r: if there
are q1, q2 with g1 % r % g2 then there is a term q such that g1 % q % q2-

Proof. We will introduce a well-founded ordering 1 that includes > and prove a slightly
stronger result than strictly required. For (i), we will show the existence of a J-minimal
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element (rather than a >-minimal element). For (ii), we will prove the result for every r

satisfying s O r (rather than for r satisfying s > r). We define 1 as follows:

If — is terminating, let O be the relation witha J bifa > bora (_>7+% ->)borarb.

If — is not terminating, then let 1 be the relation with a 3 b if a > b or a > b. Either

way, this relation is well-founded, because 2 —& b and a > b both imply a > b, and if

—g is terminating then so is the union of (= ->) and >.

).

(i).

By definition of not being ground locally confluent, there are ground terms s, ¢1, t»
with t; ? s ? tp, for which there is no t such that t; % t % t>. Hence, we can

take s to be a term with this property that is minimal with respect to 1.

By Lemma 5.6.8 there exist a critical peak v1 < u — vy [¢], context C and
substitution y that respects ¢ such that s = C[uy], t; = C[v1y] and t, = C[vay].
Since uy is ground — and therefore its reducts v1y and v,y as well — necessarily y
is ground on Var(u, v1,v2). Thus we can safely assume that y is ground overall.
Furthermore, C = O because otherwise s 1 1), contradicting minimality of s.

Assume — is terminating. Let 7, 1, g2 be ground terms with s I r and g1 % r %
q2. By induction on —J we will show that there is a term g such that q; ; q <i q2.

If g1 = r or g = v then there is nothing to prove, so we might assume there are
terms w1, wy such that g; ? w1 ? r ;) wy —> g2. Since s O r and s is a minimal

term, there exists a term w such that w ? w ? wy.

But then g4 % w1 % w and s J wy (because — C >), so by induction hypothesis
there is a term a such that g1 % a % w. In a similar way, we can apply the

induction hypothesis to find a term b such that w % b % g2. We complete the

proof as displayed in the diagram below: since both w —j a and w — b, one
additional application of the induction hypothesis will give us the term 4.

r
IR
w1 w2

1 w q2
N . 7N, . v
\\* ) AN L
R W ROR oy R

a b
7
\\* *//
RN ¥R
q
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5.6.2 Ground confluence by Bounded RI

Recall that, following the method in existing literature [8], we aim to show that (1) an
LCSTRS is ground confluent when all its critical pairs are bounded ground convertible,
and that (2) Bounded RI can be used as a method to prove bounded ground convertibility.

For (1), we introduce the Ground Critical Peak Theorem, analogously to the well-
known Critical Pair Theorem [13, Theorem 6.2.4].

Theorem 5.6.10 (Ground Critical Peak Theorem). Let R be a terminating LCSTRS
and let (>, >) be a bounding pair. Then R is ground confluent if for all its critical
peaks v1 «— u — vy [@], we have u > v [@], u > vy [¢], and the equation context
(v1; v1 2 v2; v2) [@] is R/0/0-bounded ground convertible using (>, >).

Note that u > v1 [@] and u > v, [¢] are certainly satisfied if —g C >, but that this is
not required. This gives a bit more freedom in the choice of the relation >.

In Theorem 5.3.21 we showed that Bounded RI proves R/0/0-bounded ground
convertibility. Therefore, we immediately obtain (2), as expressed by the following:

Corollary 5.6.11 (Ground confluence by Bounded RI). Let R be a terminating, quasi-
reductive LCSTRS and (>, >) a bounding pair such that u# > v1 [@] and u > v, [¢] for all
01« u — vy [p] € CP(R). Let & = {(v1; v1 # v2; v2) [p] | v1 « u — v2 [p] € CP(R)}.
If (&,0) + (0, H) for some set H, then R is ground confluent.

Example 5.6.12. In Example 5.2.14 wehave CP(R) ={H f (n—1)m (f x) «Hfnmx —
Hfm-1)n(fx)[n>0Am>0]} ForE={(Hf (n—=1)m(fx);Hf (m—1)m(f x) =
Hfm-1)n(fx); Hf (m—-1)n(f x))[n >0Am > 0]}, it easily follows that
(&,0) + (0, H) for some H and bounding pair with —g € >. So R is ground confluent.

Towards a proof of Theorem 5.6.10 we introduce two lemmas.
Lemma 5.6.13. Assume Cq[a1] = Cp[a2]. Then at least one of the following cases holds
(i). C1[O] = D[, a2] and Cy[O] = DJ[a1, O] for some context D[O, O]
(ii). a1 = D[a3] for some context D[O]
(iii). ap = Dl[a1] for some context D[O]

Proof. By induction on the shape of C;. Any term can be written as f s;---s, with
feXLUY and n > 0. Therefore, any context C[O] has one of the following shapes

(A). C[O] =0OS8j41---8y, forsomel <i<n
(B). C[O] = f s1---5i—1 C’'[O] Si41--- Sy, for some 1 < i < n and context C’

Now, assume Cq[a1] = Cz[az]. We consider the four combinations for C1[O], Co[O].
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(AA) Ci[O]=0Osj41-spand Co[O] = 05415

> Ifi=jthenC; = Coand a; = a2 = f s1---5;. Then (ii) holds with D = 0O0.

> Ifi>jthena = f S1++18j S and ap = f 1+ 8;. Then (ii) holds with
D[ol=0O Sj+1 " 5i (then a; = Dlay]).

> Similarly, if i < j then (iii) holds by a symmetrical reasoning.
(AB) C1[O] = O sj1--+s, and Co[O] = f s1---sj-1 C’[O] sj41-++s,. In particular
a1 = f s1---siand C'[az] = s;.
> If i > j then (ii) holds: a1 = D[az] with D[O] = f s1---5;-1 C’'[O] sj41-- 5.
> If j > i then (i) holds: D[Oy, Oz] = Oy si41---5j-1 C’'[D2] 5j41 -~ 5.
(BA) Symmetrical to (AB).
(BB) Cq[O] = f s1---s;-1 C{[O] siz1---sp and Co[O] = f s1---5j-1 Cj[O] Sj41--- 5. In
particular C{[a1] = s; and Cj[az] = s;.

> If i = j then C{[a1] = C}[a2] and we apply the induction hypothesis; in case

(ii) and (iii) we are done, and if the induction hypothesis gives us D’ we let
D[Oq,02] = f s1---si—1 D’'[O1, 02] Siv1 - 5n.

> If j > i then (i) holds: D[Oy,02] = f s1---Si—1 C{[Eh] Si+1 **-Sj-1 Cé[Dz]

Sj+1 *Su. Ifi > ] then (i) holds, using D[D1,E|2] = f 51" 8j-1 Cé[l]z]

Sj+1 +-5i-1 C1[O1] si41 -+ 5. i

In the following, let u S—NMQ v if we can write u = C[a], v = C[b],s > a,s > b, and

. S5>* . 5>% §>% . 5>% s>%
a —pb. Letu e—g vif v —g u. We use u «—g v if either u —g v or u «—x 0.

Lemma 5.6.14. Let R be a terminating, non-ground locally confluent LCSTRS and (>, =)
a bounding pair. Let s be a >-minimal term that exists by Lemma 5.6.9.(i). Suppose

§>% §>% . , 5>% , S>*
v «—g U —>g w. Then there is a term u’ such that v —g 1’ «—¢ w.

Proof. There are contexts C1, Cz2 and terms a1, a2, b1, by such that
> u = Ci[a1] = Colaz], v = C1[b1] and w = Cy[b2]
> a1 —g by, a2 —>g by
> S >ai,s>biy,s>an s> by

By Lemma 5.6.13 there are three options:
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(i). C1[O] = D[, a2] and C, = DJ[a1, O] for some context D[O, O]. Then
D[b1,a3] = v &g u = Dlay, a2] ~5 w = Dlay, by]

We can take u” = D[by, by]. We have s > b1 and s > by, as required.

(ii). a1 = D[a3] for some context D[O]. Then
Cilb1] = v =g u = Ci[a1] = C1[D[az]] 5 w = C1[D[b]]

Since s > a1 = D[az] and by % Dlas] % D[by] we apply Lemma 5.6.9.(ii) to obtain
a term ¢ such that by % t % D[b;]. We claim that with u’ = C1[t] we obtain the

desired result v = Cq[bq] iq{ Ci[t] = v’ &73 C1[D[b2]] = w. The reductions
within the context C; are already established, so it remains to verify the necessary
inequalities s > b1, s > f and s > D[b>]. The inequality s > by holds by assumption.
Combining this with by —4 t (and —g C >) it follows that s > . For the last
inequality, we combine the assumption s > a; = D[az] with D[az] —% D[b2] to
conclude s > D[bs].

(iii). ap = D[a1] for some context D[O]: similar to (ii). O
With this, we are ready to prove the Ground Critical Peak Theorem.

Proof of Theorem 5.6.10. In a terminating system, ground confluence is implied by
ground local confluence. So, towards a contradiction, assume all equation contexts
corresponding to critical pairs are bounded ground convertible but that L is not ground
locally confluent.

By Lemma 5.6.9.(i) there is a >-minimal ground term s and terms ¢1, t; for which

(1). t; < s — tp and there is no t such that t; St e tr
R R R R

(2). thereis a critical peak v; «— 1 — v, [@] and ground substitution ) that respects ¢
such thats = uy, t; = v1y and tp = vpy

Combining (2) with the assumption that (v1 ; v1 = v2; v2) [@]is R/0/0-bounded ground

. {t1,t2} * .
convertible, we have f; <;—020> to. So there exist ¢, . .., ¢k such that t; = cg and ¢t = ¢k,

tyt . .
and c; % cis1 forall 0 < i < k. In particular, every such step can only be performed

by case (A) of Definition 5.3.5 because H = & = (. That means that forall 0 < i < k we
have ¢; = C[{o] <3¢ C[ro] = ci41, forsome { — v [p] € Rorr — { [@p] € R, where both
{0 and ro are >-dominated by either ¢; or f,. By assumption, we also have u > v1 [¢]
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and u > v, [@], which implies s > t; and s > 5. Since > - > C >, we conclude that both
{0 and ro are >-dominated by s. Therefore, c; <s—>*>;q ciyp forall0 <i < k.
To obtain the contradiction, we show that there is a z such that f; % z % t>. We do

so, using induction on k.

> k = 0. Then t; = t, and we can choose z = f;.
> k = 1. Then t; —y tp or tp —g ty, so it trivially holds.
> k > 2. We distinguish the following cases:

-Ift] = ¢ s—>*>1{ c1 then the induction hypothesis provides a z such that
€1 —p zand t) —g z.

- Ifcpq <i>—*-7{ Ck = tp then the induction hypothesis yields z such that t; —y z
and cg-1 —g z.

. . S>* S>% S>% S>%
— Otherwise, there is an m > 0 such that cg «—g -+ «—R -1 ¢—R Cy —R

cm+1- We use a second induction on m. Observe that, by Lemma 5.6.14,

there is some ¢}, such that ¢, —S:img cr, <i>—*'R cm+1. Then the sequence

€0, -+ Cm=1,Cy, Cm+1, - - - , Ck Still satisfies the properties above. If m = 1, we

have t; —% ¢} and we complete by the first induction hypothesis. If m > 1
S>* S>%

S>* ,
then we observe that now ¢y «—g -+ ¢<—g ¢;—1 —R C},,, SO0 we complete
by the second induction hypothesis. |

5.7 Implementation

Bounded RI is implemented in Cora [34] as an interactive proving procedure. Here,
the user has to supply the proof steps, while Cora keeps track of all equation contexts,
ensures that deduction rules are applied correctly, and searches for a bounding pair. This
uses the strategy from Section 5.4.1, maintaining strongly bounded equation contexts
by viewing each s > t [¢] in Figure 5.1 as s >' t [¢], and using methods from existing
LCSTRS-termination-literature [24] to essentially prove termination of REQS U R.

Validity and satisfiability checks are delegated to an external SMT-solver (by default
Z3 [38], but the user can set other preferences), on the theory of (first-order) integer
arithmetic (QF_NIA) [14]. For the two highly undecidable derivation rules (Generalize)
and (Alter), only limited versions are available to handle the most common cases:

¢ For (Generalize), Cora allows the user to change the constraint to an implied one,
or to supply an equation which instanstiates the current proof goal.
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e For (Alter), Cora allows the user to supply an equivalent constraint, or add
definitions x = u into the constraint with x a fresh variable; in addition, case (II)
combined with a (Delete) step can be accessed through the eq-delete command. In
Section 5.8 we will compare eq-delete to the deduction rule (EQ-DELETION) [22].

The use of Cora is illustrated in Figure 5.3. By default, Cora shows only the equation
in an equation context, coupled with a red @ if a side of the equation is the same as its
bounding term. (Full equation contexts can be queried using the command :equations
full.) The deduction rules are implemented through commands like simplify and
delete, and explained by a :help command. Termination checks are always executed
once the proof is complete, but can also be forced earlier by the user executing :check.

While Cora requires user guidance, there is some automation. As shown in Figure 5.3,
commands like simplify can be called with more or less information: simplify without
arguments rewrites with an arbitrary rule at some innermost position, but the user can
also supply the rule, position and substitution to be used. An auto command is supplied
to automatically perform simplify, calc, delete, hdelete, eq-delete, disprove and
semiconstructor steps as far as possible. The use of the auto command is illustrated
in Figure 5.4.

In future work, we hope to further automate the rewriting induction process.
However, a fully automatic process will need to include a powerful lemma generation
engine for automatic application of (Postulate) and (Generalize), so this is a large project.

An evaluation page with savefiles that provide full proofs for the inductive theorems
in this chapter (including two proofs that will be discussed in Section 5.9) is available at
https:/ /cs.ru.nl/~cynthiakop /experiments/Imcs26/. (A permanent (frozen) archive of
the website content is available at https:/ /doi.org/10.5281/zenodo.22283693) It contains
the source files, but also a pre-compiled variant, of the Cora version that was used to
execute the proofs for the examples in this chapter. We included all proof files, as well
as instructions on the installation and use of Cora.

5.8 Comparison to related work

As briefly mentioned in Section 5.2, improvements on the termination requirements for
the basic RI system [43] were already introduced in [4-6]. These works also explore ways
to have more flexibility in the construction of a well-founded ordering >, either fixed
beforehand (e.g., the lexicographic path ordering), or constructed during or after the
proof. Essentially, this already employs a bounding pair (>, =), using a second (milder)
ordering >, to allow for reduction steps with an induction hypothesis to be oriented
with > rather than the default >. However, our approach differs in its use of equation
contexts and bounding terms. In our approach, we do not orient induction hypotheses
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$ cora tailup.lcstrs -e
LCSTRS with only rule scheme Calc:

Signature: recdown :: (Int — Int — Int) — Int — Int — Int — Int
tailup :: (Int — Int — Int) — Int — Int — Int — Int

Rules: recdown(F, n, i, a) —» a | i <n
recdown(F, n, i, a) — F(i, recdown(F, n, i -1, a)) | i >n
tailup(F, i, m, a) » a | i>m
tailup(F, i, m, a) — tailup(F, i + 1, m, F(d, a)) | i <m

Please input one or more equations, or a file: recdown(F, n, m, a)=tailup(F, n, m, a)
Goal: recdown(F, n, m, a) =~ tailup(F, n, m, a)

> induct

Goal: recdown(F, a)® ~ tailup(F, n, m, a)®

2
B

> casem >=n

Goal: recdown(F, n a)©® ~ tailup(F, n, m, a)® | =(m > n)

B

> :rules
R1l: recdown(F, n, i, a) > a | i <n
R2: recdown(F, n, i, a) — F(i, recdown(F, n, i - 1, @) | i >n
R3: tailup(F, i, m, a) —» a | i>m
R4: tailup(F, i, m, a) — tailup(F, i + 1, m, F(E, a)) | i <m

Goal: recdown(F, n, m, a)® ~ tailup(F, n, m, a)®| —~(m > n)

> simplify R1 1 with [i :=m]
Goal: a ~ tailup(F, n, m, a)® | =(m > n)

> simplify R3 r
Goal: a ~ a | =(m > n)

> delete
Goal: recdown(F, n, m, a)® = tailup(F, n, m, a)®| m > n

> simplify
Goal: F(m, recdown(F, n, m - 1, a)) ~ tailup(F, n, m, a)®| m > n

> simplify
Goal: F(m, recdown(F, n, m - 1, a)) ~ tailup(F, n+ 1, m, F(n, a)) | m > n

> calc
Goal: F(m, recdown(F, n, ml, a)) =~ tailup(F, nl, m, F(n, a)) | m>nAml=m-1Anl=n+1

> hypothesis H1 12
Goal: F(m, tailup(F, n, ml, a)) ~ tailup(F, nl, m, F(n, a)) | m>n Aml=m-1Anl=n+1

> induct
Goal: F(m, tailup(F, n, ml, a))® =~ tailup(F, nl, m, F(n, a))®@|l m >n Aml =m- 1 Anl=n+1

Fig. 5.3 Basic usage of Cora
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Please input one or more equations, or a file: recdown(F, n, m, a)=tailup(F, n, m, a)
Goal: recdown(F, n, m, a) =~ tailup(F, n, m, a)

> induct
Goal: recdown(F, n, m, a)® ~ tailup(F, n, m, a)®

> casem >=n
Goal: recdown(F, n, m, a)® = tailup(F, n, m, a)®| —~(m > n)

> auto
simplify R1 1 with [F :=F, a a, i m, n := n]
simplify R3 r with [F :=F, a :=a, 1 :=n, m :=m]

delete

Goal: recdown(F, n, m, a)® = tailup(F, n, m, a)®| m > n

> auto
simplify R2 1 with [F :=F, a :=a, 1 :=m, n :=n]
calc 12.3
simplify R4 r with [F :=F, a :=a, i :=n, m :=m]|
calc r2

Goal: F(m, recdown(F, n, ml, a)) ~ tailup(F, nl, M, F(n, a)) | m>n Aml=m-1Anl=n+1

> hypothesis
Goal: F(m, tailup(F, n, ml, a)) ~ tailup(F, nl, m, F(n, a)) I m>n Aml=m-1Anl=n+1

> induct
Goal: F(m, tailup(F, n, ml, a))® =~ tailup(F, nl, m, F(n, a))©| m

\2

nAml=m-1Anl=n+1

> case ml >=n
Goal: F(m, tailup(F, n, ml, a))©® =~ tailup(F, nl, m, F(n, a))®l m>n Aml=m-1Anl=n+1A-(ml>n
D)

> auto
simplify R3 12 with [F :=F, a :=a, i :=n, m :=ml]
simplify R3 r with [F := F, a := F(n, a), i :=nl, m :=m]
eq-delete

Goal: F(m, tailup(F, n, ml, a))® =~ tailup(F, nl, m, F(n, a))®l m>n Aml=m-1Anl=n+1Aml>n

> auto
simplify R4 12 with [F := F, a := a, i :=n, m := ml]
calc 12.2
simplify R4 r with [F := F, a := F(n, a), i :=nl, m :=m]
calc r2

hdelete H11 1 with [F := F, a := F(n, a), m :=m, ml :=ml, n := nl, nl := n2]
All goals have been successfully removed!

To complete the proof, you still need to verify that a suitable ordering exists. You can do this using the
:check command. Other useful environment commands include:

:undo -- to go back to the previous proof state
:quit -- to end the proof process without termination check
:ordering -- to see the current ordering requirements

Fig. 5.4 Using the auto command in Cora
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themselves: we only require that a particular instance of the induction hypothesis is
strictly dominated by the bounding terms of the equation context under consideration.
Another notable difference is that their approach imposes more bureaucracy, since
derivation rules rely on several steps being done at once, by reasoning modulo a set
of induction hypotheses. This makes it quite hard to use especially when the relation
> is not fixed beforehand but constructed on the fly. Finally, unlike their approach,
we do not impose a ground totality requirement. This allows, for instance, to choose
> = (—4 Up>)*, or to use a construction based on dependency pairs (see Section 5.4).
This is particularly important in higher-order rewriting, where very few ground-total
orderings exist.

(Expansion) Many existing RI systems in the literature, including HORI, contain
a deduction rule (Expansion). However, from the perspective of transparency, the
(Expansion) rule is not ideal, since it combines many conceptual steps simultaneously.
This motivated us to decompose the rule, making the individual proof steps explicit,
which in turn naturally led to the introduction of two new deduction rules: (Induct) and
(Case). In the setting of Bounded RI, the (Expansion) rule from HORI can be viewed as
the consecutive execution of three deduction rules:

(1). (Induct). Given a proof state Po = (EW{(¢c; s = t; 1) [P]}, H) we apply (Induct)
toobtain P = (EU{(s; s~t; t) [¢]}, HU{s =t [Y]}).

We recall that, in HORI, H contains oriented equations and R U H is required
to be terminating. In Bounded RI we can model this by choosing one side of the
equation where we will apply (Expansion), and orienting the equation in that
direction. For example, if we choose the left-hand side s, then we require s >  [].
(In this setting, we let > be the reflexive closure of > and impose —g C>.)

(2). (Case). As explained in Chapter 3, applying (Expansion) requires a position p in s
such that s|, = fsy---s, withf € D, n > ar(f), and such that s; is a semi-constructor
term for all 1 < i < ar(f). With these ingredients we define a cover set as follows:

{ > r[p]leR, 6 =mgul(fs s, b), }

Cexp = {(5/ ®0) 5(Var(p) U Var(y)) € Val UV

Due to the assumption of quasi-reductivity, this really is a cover set. We apply
(Case) to P1, using Cexp to obtain the following proof state

Pr=(EU{(s0; s6~10; t0) [0 A @] |(6,¢) € Cexe}, HU {s ~ t [{]})

(3). (Simplify) on each of the equations obtained in (2), using the corresponding rule
¢ — r [p] € R. Due to the choice of cover set, the conditions of (Simplify) are
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satisfied. This yields P53 = (E UELx, H U {s ~ t [{]}) with EX =

{ > rp]leRr,
(86 ; s[r sks1-sulpd = t6; t0) [(PO) A (@d)] | 6 = mgu(fsy---sk, £),
&(Var(p, ) U Var(y)) € Val UV

Hence, using multiple steps, we regain the (Expansion) rule in Bounded RI, and improve
on it by not requiring s > t [{]. Instead, a typically weaker requirement is imposed
when applying induction hypothesis s ~ t [] in (Hypothesis) or (H-Delete).

(EQ-DELETION) In Section 5.7 we mentioned the presence of a command eq-delete
in Cora. This deduction rule allows the user to remove an equation from the current
proof state and is a special use case of (EQ-DELETION) [22]:

(8 ) {C[sll ceey Sn] = C[tl/ sy tn] [(P]}/ 7-() si,ti € T(Enwmerar(W))
(8 U {C[Slr e rsn] = C[tll ey tn] [(P A _'(/\?lei = tl)]}/ 7-{) foralll<i<n

We can obtain the above deduction rule in Bounded R], starting with (Case) to split

Cls1,...,s1] = C[t1,...,tq] [¢] into two equations: one where Al;s; = t; holds and
one where —~(A’_;s; = t;) holds. Then:

(1). the case A}_;s; = t; is followed by (Alter) to obtain the equation C[s, ...,s,] =
Cls1,.--,5al [ A (AL si = t;)], which is then removed by (Delete).

(2). the case —(A_;s; = t;) yields the equation C[s1,...,s,] = C[t1,...,ts] [p A
—(AlL;si = t;)], exactly as in the (EQ-DELETION) rule.

However, in Cora, the use case of the eq-delete command is narrowed down to
situations where ¢ = A}_;s; = t; holds, in which case ¢ A ~(A]_;s; = t;) is unsatisfiable
so that the equation in (2) can also be removed by (Delete).

5.9 Conclusion and future work

With the introduction of Bounded RI, we revised the existing RI system for LCSTRSs,
making fundamental changes with the aim of reducing termination requirements. We
replaced a well-founded order > or terminating relation —gyy with a bounding pair
(>, =) allowing for less strict ordering requirements with >. We replaced equations
by equation contexts, which contain bounding terms, keeping track of induction bounds
efficiently. As a byproduct, we obtained a more intuitive proof system with a higher
degree of modularity, which makes it easy to add new deduction rules to the system.
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Easier induction proofs In Bounded RI, we deviate from HORI by not requiring
the induction hypotheses themselves to be oriented. In particular, the (H-Delete)
rule is beneficial, as it often allows us to complete a proof with minimal termination
requirements (e.g., requirements that are immediately satisfied if —g is included in >).
This often allows us to entirely avoid challenges we encountered in HORIL

(1). Consider the equivalence sumR x = suml x, defined by the following LCSTRS

sumlx - vx0
sumR x — x + (sumR (x — 1)) [x > 0] vxa—ov(x—-1)(a+x) [x>0]

sumRx — 0 [x <0] vxa —a [x <0]

With matrix invariants we can generate (L) x + (v y z) * vy a [a = x + z], which in
Bounded Rl is sufficient to use as a lemma. In HORI, however, this is not a lemma,
because neithervya - x+(vyz)[a=x+z]norx+(vyz) =>vyala=x+z]
is terminating. Although we can use the techniques from Section 4.3.2 and 4.3.3 to
compute additional inequality-invariants x > 0 and z > 0 (to obtain a terminating
induction rule), this is not necessary in Bounded RI: we can directly use (L) as
induction hypothesis, since (#-Delete) imposes lower requirements.

(2). In Chapter 3 we proved sumfun f n = fold [+] 0 (map f (init n)) [n > 0] in

fold g v nil —» v map f nil — nil
fodgov(h:t) > foldg(gvh)t map f(h:t)—= (fh):map ft
initn — nil [n < 0] initn —» n:int(n—1) [n > 0]

The proof required the induction rule x + (fold [+] y ) = fold [+] z [ [z = x + y]
which is non-standard, as it has a theory symbol + as root symbol on the left.
Termination can be proven, but requires a very advanced method that is not easy
to use automatically. In practice, we would like to avoid such induction rules as
much as possible. Again, Bounded RI provides a solution, since the application of
(H-Delete) with induction hypotheses x + (fold [+] y I) = fold [+] z | [z = x + y]
does not impose such a requirement.

Ground confluence Since Bounded RI proves bounded ground convertibility, rather
than merely ground convertibility, we can use the system to prove ground confluence:
we defined critical pairs for LCSTRSs and showed that a terminating LCSTRS is ground
confluent if all its critical peaks are bounded ground convertible. Finally, as a natural
application of this result, we showed that for ground confluent LCSTRSs, Bounded RI
can be extended into a system for disproving inductive theorems.
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We conclude with some practically motivated directions for future research.

Global rewriting induction An interesting question is whether we can extend Global
RI from Section 3.3.4 to define Global Bounded RI to prove global bounded inductive
theorems. The major challenge in this will be to guarantee that a bounding pair (>, >)
on T(X, V) can be extended to a bounding pair (>, >") on T(X',V’), for any natural
extension L’ = (R, L) of L = (R, L). In particular, we will have to reconsider every
deduction rule in Figure 5.1 that has an ordering requirement, including (Hypothesis),
(H-Delete), (Generalize) and (Alter).

Ground convertibility modulo axioms In practice, we encounter inductive theorems
which are only provable once we are allowed to utilize our knowledge about the
instantiation of certain variables. For example, an equivalence Py f = P, f may hold
only under the assumption that f :: int — int — int is instantiated by a commutative
function. So instead of convertibility under all ground substitutions, we restrict to those
ground substitutions that instantiate f as a commutative function.

Designing a corresponding RI system is non-trivial because this new notion of
equivalence is no longer based on the standard notion of ground convertibility, but on a
restricted form of it. This likely brings us into a setting similar to term rewriting modulo
a set A of axioms. A natural first step is therefore to examine how the soundness proofs
from Section 5.3 can be adapted to rewriting modulo A.

Automating RI proofs Currently, any proof by Bounded Rl is (almost) completely
human driven. Ideally, it should incorporate some tactics in Cora for automatically
proving inductive theorems in Bounded RI, building on the strategies being imple-
mented in Ctrl [22] for first-order LCTRSs. A major obstacle in this is finding lemmas
automatically. Here, we can benefit from heuristics in Chapter 4 and 6, but it remains a
challenge to determine how to apply them effectively. As program equivalence in general
is undecidable, we cannot expect heuristic based approaches to be fully exhaustive.

Unbounded RI The definition of Bounded RI takes advantages of the restriction that
all equation contexts are bounded (and remain so because our derivation rules have the
Preserving Bounds property). However, this restriction is not fundamental: as shown
by the proofs in Section 5.3, what matters most is that the necessary multiset ordering
conditions are imposed. To obtain these conditions we currently use the property that
equation contexts are bounded, but we could alternatively require it directly in the
derivation rules. This would for instance replace the (Hypothesis) rule by

(8@{(@,’ C[fé]zt,"[) [w]},q'{) t=r[pleHand ¢ E° ¢ and
EU{(c; Clrol=t; ) [P}, H) e B >mu 5,10} [¥]
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And (Induct) would become:

Ewic;s~t;v)[Y]},H)
EU{(s;s~t; [P}, HU{s ~t[y]})

o, T zmu s, 13 [¥]

On the upside, we could then weaken the restrictions for (Alter)/(Generalize), since it
is no longer necessary to preserve bounds. We have checked that the current proofs
easily transfer to this altered system for deriving ground convertibility, though not for
deriving bounded ground convertiblity.

The advantage of this change is that we can further weaken the ordering requirements:
instead of requiring that —& C > it would sulffice if s > s|g for all ground terms s.
However, a downside is that it is not obviously usable for proving ground confluence.

The most important complication is that six different combinations of > and > are
admissible when realizing a multiset ordering. This is not a problem if the bounding
pair (>, >) is fixed in advance, but is challenging if the search for a bounding pair is
done afterwards. Naively exploring the entire search space —i.e. considering all options
at every deduction step that imposes requirements on the ordering — would lead to
exponential growth in the length of the deduction sequence. From this perspective,
Bounded RI can be seen as a heuristic that provides guidance on which ordering
requirements to impose. In future work, it would be interesting to further explore
Unbounded RI and determine if there are strategies to take advantage of the greater
generality, and still find a bounding pair easily.



Chapter 6
Program Equivalence by Templates

In Chapter 4 we introduced several invariant generation heuristics to generate lemmas
for individual simple divergence patterns. In this chapter, we take a different approach:
using a template-based strategy, we can describe whole classes of equivalences at once.
A template is a rewriting scheme that aims to generalize a particular programming
construction, such as a tail-recursive procedure. Templates for many typical program-
ming constructs can be represented by an LCSTRS. With Bounded RI, we may prove
equivalence between such LCSTRSs in general, after which they can be instantiated to
prove program equivalence in practice. While templates have been used as a stand-
alone method to justify program transformations, we here consider their integration in
Bounded RI to obtain a complementary lemma generation heuristic. This allows us to
prove equivalences for which the heuristics from Chapter 4 fail.

Motivating example We consider four implementations of the factorial function in
Figure 6.1, and represent them as Logically Constrained Simply-typed Term Rewriting
Systems in Figure 6.2. These implementations do not necessarily agree on inputs x < 1,

X
but if we restrict to x > 1 they all compute x — 1_[ i.

With the heuristics from Chapter 4 we can (;;111y prove factTU x = factRD x [x > 1]
and factTD x ~ factRD x. The equivalence factTU x = factRU x [x > 1] can also be proven,
but only through a non-trivial intervention, transforming a non-simple divergence
pattern into a simple divergence pattern, as required for the computation of matrix
invariants. The remaining equivalences factTDx =~ factRUx [x > 1], factTU x =~ factTD x
and factRU x = factRD x [x > 1] remain out of reach. This can be explained by the fact
that, intuitively, invariant-generation corresponds to generalization at the level of proof
processes, whereas these equivalences require generalization at the level of programming
constructs. This is because the corresponding divergence patterns exhibit computational
behavior beyond the expressiveness of polynomial invariants. For example, in Section 4.7
we discussed that, although the proof of factTU x = factTD x yields a simple divergence
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int factTU(int x){ int factTD(int x){
int a=1; int 1 = 1; int a = 1;
while (i<=x){ while (x>0){
a = i*a; i = i+1;} a = a*x; x = x-1;}
return a; } return a; }
(a) iterative upward (b) iterative downward

int factRU(int x) = R(1, x);
int R@int i, int x){
if (i<x)

return(i*R(i+1, x));
else

return x; }

int factRD(int x){
if (x> 0)
return(x*factRD(x-1));
else
return 1; }

¢) recursive downward .
(© (d) recursive upward

Fig. 6.1 Four implementations of the factorial function.

factTUx - ux 11 facttDx — d x 1

uxia—a [i > x] dxa—>a [x <0]

uxia—ux(@+1)(i*a) [i<x] dxa—-d(x-1)(a*x) [x>0]
(a) Tail recursive Upward (TU) (b) Tail recursive Downward (TD)

factRUx - U1 x
factRD x — 1 [x <1] Uix > x [i >x-1]
factRD x — x = (factRD (x — 1)) [x > 1] Uix—>i=U@GE+1)x) [i<x-1]

(c) Recursive Downward (RD) (d) Recursive Upward (RU)

Fig. 6.2 LCSTRS translations of the implementations in Figure 6.1

pattern, we are not able to generate a corresponding lemma, as this would require the

i1 i-2
non-polynomial invariants a = 1_[ kand b = I—[(x — k). Fortunately, this does not mean
k=1 k=0

we cannot prove this equivalence. The key is to adopt a more high-level strategy: using
templates we can generalize over loop structures themselves, instead of the specific
values of loop variables. With this approach we can easily prove all six equivalences
without complicated invariants.

Templates Inspired by an existing work on program transformations [19], we consider
templates: rewrite schemes that capture commonly occurring programming patterns,
such as upward or downward tail recursion. Templates are modeled by higher-
order recursors; we prove equivalences between recursors, which can then be applied
to prove concrete instances. This provides a high-level lemma generation method,
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complementary to existing low-level heuristics from Chapter 4. With templates, proving
factTU x = factTD x becomes equally easy as proving sumTU x = sumTD x, where this

X
last equivalence involves a TailUp and TailDown implementation of x +— Z i. While the
i=1
heuristics in Chapter 4 can brute-force a lemma for sumTU x = sumTD x, we just argued

that this fails for factTU x = factTD x, due to the required non-polynomial invariants.

Contributions Templates in rewriting are not new [19], but the combination with
LCSTRSs opens up possibilities for integration in the formal RI system in a manner very
useful for real program verification:

> Since LCSTRS are a form of higher-order rewriting, we can perform all recursor-
equivalence proofs within RI, rather than at the meta-level. This allows templates
to be integrated in tools as a lemma generation method, complementary to methods
that focus on lower-level behavior.

> Since constrained rewriting directly supports primitive data structures, the rewrite
rules closely resemble real programming code. This in contrast to the required
encodings in unconstrained rewriting, which make analysis of loop constructions
like in Figure 6.1 infeasible or at least inconvenient. With LCSTRSs we can define
suitable templates in a human-readable manner.

Overview The structure of this chapter is as follows:

> In Section 6.1 we introduce four templates and describe how to match them with
concrete programs.

> In Section 6.2 we assume recursor equivalences as given and focus on the proof-
tactical aspect of how to apply these equivalences to prove concrete template
instances. We distinguish two proof tactics: one-sided matching, transforming a
proof goal into an easier one, and two-sided matching, concluding equivalence
directly. This section is meant to provide an intuitive explanation.

> In Section 6.3 we show in a more technical way how templates are used within
Bounded RI as a lemma generation method. We discuss the corresponding
ordering requirements that constitute the separate parts of template-based proofs,
and describe how to recombine them in concrete instances.

To facilitate future semi-automatic application of the template method in Cora and
to minimize corresponding termination requirements, we aim to integrate templates
into the Bounded RI system described in Chapter 5. For the sake of clarity, however,
we introduce the template method outside the specific framework of Bounded RI in
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an intuitive and self-contained manner. To this end, we first recall the dependency
on bounded ground convertibility: in Definition 5.3.5 we defined R/H /&E-bounded
convertibility as part of the technical setup for proving soundness of Bounded RI, where
the notion is inherently tied to a specific proof state. However, for the treatment of the
template method it is more convenient to have bounded ground convertibility as an
independent definition, yielding a self-contained notion of bounded inductive theorems.

Definition 6.0.1 (Bounded Inductive Theorem). For terms ¢, T we say that s =~  [¢]
is R-bounded ground convertible under ¢, T, denoted s <—TZ>; t [@], if s = t or for every
ground substitution y that respects ¢ there exist ground contexts Co, ..., C,, and ground
terms s, ..., Sn, to, t1, ..., ty so that sy = Co[so], ty = Cy[ts], and forall 0 < i < n: (a)
s; ©g ti, (b) cyzsjorty =s;(c)cy =tiorty = t;, (d)ifi > 0: Ci—1[ti-1] = Ci[si]. (So
sy = Co[so] &= Colto] = Ci[s1] ©r ... ©r Cultn] = ty, and each s;, t; is dom*inated
by at least one of ¢y or 1y.) Wesay s =~ t [@] is a bounded inductive theorem if s <£>(R t[@].

6.1 Templates

A template is a rewrite scheme that captures a particular programming construct.
Templates are expressed using context functions.

Definition 6.1.1 (Context function). A context function in n parameters is a term
C(Oi,...,0,) (or just: C)in T(Z U {Oy,...,0,},V) where each O; may occur 0 or
more times. The term obtained from C by replacing each O; by a term ¢; of the same type
(multiple instances of the same O; are replaced by the same ¢;) is denoted C(t1, ..., f,).

Table 6.1 presents four templates that generalize the constructs in Figure 6.1, consid-
ering recursion and tail recursion on integers in either upward or downward direction.
The templates are defined by parametrized contexts, whose parameters include a context
function F(Op, 0;) :: int (used in the recursive call), and terms [ :: int or u :: int (used as
lower or upper bound), as well as possibly a term b :: int (used as a base case). The
symbols T and R indicate tail-recursion and general recursion, while the superscripts +
and - indicate upward and downward direction, respectively. More precisely

. T;u[ljl, o], TF_,Z[Dl’ O] :: int are contexts with Oy, 05 :: int.
. R;_f,u,b[ljl],R;,l,b[D] :: int are contexts with O :: int.

e F(Oi,Op) :: intis a context function with Oy, O, :: int, while [, u, b :: int are terms.

Moreover, the template structure employs one or two integer variables: i :: int and
a :: int. These variables may not occur inside the other terms and contexts. The variable
i serves as a loop index, which is decreased or increased by 1 at each recursive call, until
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Table 6.1 Templates for upward/downward recursion and tail recursion

Construct| Template Computed term

TailUp T;”[Z.'a] e . [l. >l F(u,F(u—1,--- ,F(i+1,F(i,a))--))
TF li,al > T7 li+1,FG,a)[i <ul| T Y

TailDown | AL = < b B i) i 1) 11,0
Tili,a) = T [i—1,F(a,i)] [i>1] n o

RecUp R;’”’h[l.] e . . [Z. > F(F(---F(F(b,u),u—1)---,i+1), i)
Rf il = F(RE li+1],0) [i <u]

RecDown | 4+ = <l F(i,F(i—=1,--- ,F(I +1,F(l,b))--))
Rz, lil = F(i, Rz, li—=1]) [i=1]| "’ T Y

i is below the lower bound [ or above the upper bound u. At that point, the computation
terminates and returns either the base case b, or the variable a4 which serves as an
accumulator. The last column of Table 6.1 displays a schematic presentation of the term
being computed during this procedure.

Example 6.1.2. We recall the factorial systems from Figure 6.2 and demonstrate how to
match them with the corresponding templates.

For Figure 6.2a choose F(O1,Op) := Op * Op, # := x and TFJr/u[EIL Op] := u x Op Op.
Similarly, for Figure 6.2d choose F(0O1,O;) := Op 0Oy, u :=x — 1, b := x and R;/u/h[l]] =
U O x. These cases were easy to deal with because the syntactic shape prescribed by
each of the rules for u and U exactly matches that of its corresponding template.

Figure 6.2b and Figure 6.2c are more complicated due to the syntactic mismatch in the
constraints. However, since we are dealing with integers, this is solved by observing that
i <nisequivalenttoi <n+1andi > n equivalent to i > n + 1 (such transformations
of integer inequalities can be implemented as part of an automatic pre-processing step).
Hence, we can pre-process these two LCSTRSs to obtain equivalent systems

facttDx - dx 1
factRD x — 1 [x <2

dxa—a [x < 1]
factRD x — x = (factRD (x — 1)) [x > 2]

dxa—->dx-1)(a*x) [x=>1]

In this representation, we match Figure 6.2b using F(O1, O2) := Oy *Op, i := x, [ := 1 and
T7,[01, 02] := d O; Op. We match Figure 6.2c using F(O1,0p) := O * O, i == x, [ := 2,
b:=1and Ry, ,[O] := factRD 0.
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6.1.1 Recursors

To generalize the template shapes, we introduce four corresponding higher-order
recursors. Define Ryec as the set containing the following rewrite rules

(x)) TUfiya — a [i>y] (x) TUfiya — TUf(+1)y(fia) [i<y]
(Ii) TD fxia — a [i<x] (T;L) TD fxia — TDfx(i—-1)(fai) [izx]
(b)) RUfiyz — z [i>y] (p}) RUfiyz — fRUf(i+1)y2)i [i<y]
(pj) RDfxiz — z [i<x] (p}) RDfxiz — fi(RDfx(i—-1)z) [i>x]

With Bounded R], itis trivially easy to prove for instance thatu y i a = TU [*] i y a [true]
is an inductive theorem. More generally, we have the following result:

Lemma 6.1.3 (Template-recursor equivalences). Consider a quasi-reductive LCSTRS
with rules R, and a well-founded ordering > that includes —g Ur. Assume given
a context function F and terms u, [, b (in which the variables i, 2 do not occur), and
suppose that R contains a rule F x y — F(x, y). Then:

v

if R includes (Tg ), (TI ) and the rules defining TailUp for some context T,

Fu’
then T [i,a] ~ TUF i u a [true] is a bounded inductive theorem;

> if R includes (Tb, (Tﬁ) and the rules defining TailDown for some context Ty,

then T; [i,a] ~ TD F [ i a [true] is a bounded inductive theorem;
> if R includes (pl), (pI) and the rules defining RecUp for some context R}, ,,
then Rf  ,[i] ~ RUF i u b [true]is a bounded inductive theorem;

> if R includes (pi), (pi) and the rules defining RecDown for some context R |y
then R;/l,b[i] ~ RD F ] i b [true] is a bounded inductive theorem.

If F(O1, Op) equals f Oy Oy for some f, then all above statements hold with F = f.

6.2 Applying Recursor Equivalences

Having matched each of the factorial implementations with a corresponding template
in Table 6.1, and thereby with the higher-order recursors of Section 6.1.1, two major
challenges remain: deriving equivalences between the various recursors, and applying
them in practice to prove program equivalence. In this section, we focus on the latter
from an informal and proof-strategic perspective. In Section 6.3 we will discuss how to
formalize this informal reasoning within Bounded RI.

Two easy recursor equivalences Two recursor equivalences are immediately suggested
by the computational structure of the templates:
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> TailUp and RecDown: the current index i appears as the first argument of the
function context F, with the accumulator or recursive call being the second at each
step. In particular, T/, [I, b] and R} ; ,[u] both compute

Fu,Fu—-1,--- ,F(I+1,F(,b))---))

> TailDown and RecUp: each recursive step introduces a new outer application of F.
In particular, T7 ,[u, b] and R} . 1] both compute

F(E(--F(E(b,u),u—1)--- ,1+1), ])

Lemma 6.2.1. Consider a quasi-reductive LCSTRS with R 2 Rrec, and a well-founded
ordering > 2 (—g Ur)suchthatTU fxyz>RD fx y (fxz)[x <y Ax =x+1]
andTD fxyz>RU fxy' (f zy) [x <y Ay’ =y —1]. Then the following equations
are bounded inductive theorems:

M TUfxyz=RD fxyz 2 TDfxyz~RUfxyz

We will show how to use Lemma 6.2.1 to prove factTU x =~ factRD x and factTD x =
factRU x [x > 1]. We distinguish two strategies: one-sided matching or two-sided matching.

6.2.1 One-sided matching

In one-sided matching, we apply both a template-recursor equivalence and a recursor
equivalence to reduce one side of an equation to obtain an easier proof goal. Depending
on the side of the equation and the recursor equivalence applied, the resulting proof
goals may vary in difficulty.

Example 6.2.2. Consider the equation factTU x ~ factRD x [x > 1]. We can rewrite the
left-hand side in 4 steps, obtaining the new equation u x 2 1 = factRD x [x > 1].We may
then apply one-sided matching with lemma Lemma 6.2.1.(1) to either change the left
side or the right side:

> Left side: in Example 6.1.2 we established u x 21 = T .o, ,[2, 1]. By Lemma 6.1.3,
T30, 112, 1] = TU [#] 2 x 1 is an inductive theorem. Hence, it suffices to show
TU [#] 2 x 1 = factRD x [x > 1]. Rewriting the left-hand side with Lemma 6.2.1.(1),

we see that it suffices to show | (E;)RD [*] 2 x 1 =~ factRD x [x > 1] |

> Right side: we established factRD x = R, ., , ; X and have an inductive theorem
R5.o,21 ¥ ~ RD [+] 2 x 1 [x = 1]. Therefore, we should prove u x 2 1 =
RD [+] 2 x 1 [x > 1]. Applying Lemma 6.2.1.(1) on the right side of this last

equation, we obtain | (E))ux21=~TU[*]2x1 |
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In both cases in Example 6.2.2, we applied a recursor equivalence to produce an
equation that compares two terms of similar iterative structure (e.g. both upward tail
recursive). This was effective because such comparisons are often much easier to prove
than comparisons between different programming structures: both (E;) and (E;) can be
proved in an entirely straightforward way (without requiring further lemma equations
or generalizations). Such proofs are typically easily done in a fully automatic fashion
(although we have not yet implemented this automation in Cora). Unfortunately, the
strategy does not always suffice on its own, as illustrated in Example 6.2.3.

Example 6.2.3. To prove factTD x =~ factRU x [x > 1], the methods from Chapter 4 do
not suffice. We try making progress with one-sided matching. First, we reduce both
sides of the equation, obtaining d (x —1) x ® U 1 x [x > 1]. Then:

> Left side: using the same strategy as before, we obtain the proof goal RU [+] 1 (x —
1) x = U1 x [x > 1]. This equation is provable in Bounded RI, but does require an
additional lemma: RU [#] i (x — 1) x ® Ui x [x > 1]. This lemma can be found in a
systematic way, using the techniques from Chapter 4.

> Right side: here, we obtain the proof goald (x —1) x * TDF 1 (x — 1) x [x > 1].
Again, we can prove this, but it does require the generalization of the proof goal to
dix =~ TDF 1ix. This generalization can be found using the systematic lemma
generation technique from Chapter 4. (Note that we could also succeed with a
lemmadix~TDF1ix[x>1A1i2>0], obtained from the proof goal simply by
dropping the requirement that i = x — 1.)

Thus, although we are not immediately done by using recursor equivalences, com-
bining them with existing lemma generation approaches allows us to prove equivalences
that were out of reach before.

6.2.2 Two-sided matching

In two-sided matching, we simultaneously apply template-recursor equivalences on
both sides of an equation, and can therefore do the subsequent RI reasoning entirely
in the setting of the recursors. Doing this, we often end up with a proof goal that is
an instance of a recursor equivalence, and can therefore be concluded in a single step
(essentially: applying the recursor equivalence yields a remaining proof goal which is
identical terms on both sides — meaning that there is no remaining proof obligation).

Example 6.2.4. We consider again factTU x =~ factRD x [x > 1]. As before, this equation
rewrites to u x 2 1 = factRD x [x > 1]. If we now apply template equivalences on both
sides at the same time, we obtain the proof goal TU [*] 2 x 1 * RD [#*] 2 x 1 [x > 1].
This is an instance of the bounded inductive theorem TU f x y z ~ RD f x y z from
Lemma 6.2.1, so can be immediately removed.
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It is not obvious that either one- or two-sided matching is preferable. However, using
one over the other can lead to different lemma generation techniques being useful.

Example 6.2.5. Consider factTD x =~ factRU x [x > 1]. Rewriting both sides as far as we
can, and then applying template equivalences on both sides at once, we obtain the proof
goal TD [+] 1 (x —1) x = RUF 1 (x — 1) x, given that thereisarule F x y — y * x.
Unfortunately, while this looks similar to Lemma 6.2.1.(2), it is not an instance because
the first arguments to TD and RU are not the same. However, the shape of the equation,
and the desire to see the equation as an instance of a known inductive theorem does
immediately suggest the lemmas TD [#]iya = TDFiyaand RU[+]iya~RUFiya,
both of which can be proven in a straightforward way, and which suffice to bring the
proof goal in a form that is an instance of the known equation TD f x y z = RU f x y z.

Remark 6.2.6. Note that the reasoning in Example 6.2.2-6.2.5 only proves that the
equations under consideration are inductive theorems. To see that they are bounded
inductive theorems we must impose some additional requirements on > (e.g., that
Tr,
matching, or the side of the equation on which we apply an induction hypothesis) yield

[i,a] = TUE i u a). Different choices (e.g., one-sided matching versus two-sided

different requirements. Regardless of these choices, we believe that it is generally easy
to satisfy at least the ordering requirements generated by using the template-recursor
equivalences and the recursor equivalences. This will be discussed further in Section 6.3.

6.2.3 Conditional recursor equivalence

The remaining recursor equivalences can only be proved conditionally. For example,
TU f x yz=TD f x y z is not an inductive theorem; however, if f :: int — int — intis a
commutative and associative function symbol, then TUfx y z = TD f x y z is one. Such
assumptions are expressed through a set A of axioms: equations that consider specific
fixed terms, required to be bounded ground convertible.

Definition 6.2.7 (Conditional bounded inductive theorems). We assume given a fixed
LCSTRS with signature X and rules R, and a well-founded ordering > that includes
—g Up. Fix typed constants Oy, . .., O,. If C, D, E are context functions in n parameters,
we call an expression C ~ D [E] a n-ary context equation, and we call C > D [E] an n-ary
context ordering requirement. Let A and & be sets of n-ary context equations and O a
set of n-ary context ordering requirements. We say that “A ¥ & if 0” is a conditional
bounded inductive theorem if, for all terms s1, . . ., s, of the appropriate types, the following
implication holds: If both

> C[s1,...,84] = D[s1,...,su] [E[$1,--.,51]] is abounded inductive theorem for all
C~DI[E]eA
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> C[s1,...,54] > D[s1,...,54] [E[S1,...,5n]] forallC > D [E] € O
then P[s1,...,s,] ~ Q[s1,...,84] [R[s1,...,5,]] is a bounded inductive theorem for all
P~Q[R]eé&.
(Note that “is a bounded inductive theorem” implicitly requires C[sy,...,s,] =

DI[s1,...,5u] [E[s1,-..,54]] to be a valid equation; e.g., if O; occurs inside the con-
straint E, then s; must be a theory term.)

Lemma 6.2.8. Let Oy, 0; = int — int — int. The following are conditional bounded
inductive theorems:

D). {mx(myz)~m (@i xy)z, Oixy=Oyyx}F{TUOyxya~TDOy x y a} if
TUOyxya>TDOp xg y (01 x a) [x<yAxi=x+1Ay;=y—1]
TDoyxiy(@xa)>TDOxy1 (O x(D2ay)) [x<yAxi=x+1A
yi=y—-1Ax1<y]
Q. {mx(Myz)~y(@xz), ixy~Oyyx}r{TDOxya~RDOy x ya} if
TDOpxya>RDOyxy1 (024 y) [x<yAy1=y-1]
{RDDlxy1(D2ay)>D1y1(D1y(RDD1xy2a)) [xSyAxSyl/\yzzyl—ﬂ}

B. {mmxy)zoy(mxz)y, ixy~Oyyxtr{TUDyxya~RUDO, xya} if

TUOpxya>RUDy x1 y (02 x a) [x<yAx;=x+1]
{RUD1x1y(D2xa)>D1(Dl(RUDlxzya)x)xl [xSy/\xlsy/\xzleJrﬂ}

@ {Oy(mxy)zzmx(O1yz), Oixy~Oyyx}r{RUOyxya~RDOy x y a} if
RUOixya>0;(RDOp x1y4a)x [x <yAxg=x+1]
by(RDOpxy1a)>Oy (0 (RDOpx1 y14)x) [x<yAxi=x+1A
yi=y—-1Ax<y]

Note that if Oy and O, in Lemma 6.2.8 are instantiated by the same associative-

commutative term, the axioms are always satisfied, but we only require what is actually
needed for proving the equations in &.

With Lemma 6.2.8 we can prove the four remaining factorial equivalences. Like in
the previous examples, we either apply one-sided matching or two-sided matching. The
only difference is that we now have to establish bounded ground convertibility of the
axiom sets, which in our case involves a trivial verification as they all instantiate both Oy
and O by *, or by a symbol F with F x y — y * x. We therefore skip the proof details.
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6.2.4 Another example: equivalence with composite operators

We have seen how the template approach works on simple, first-order examples through
the various factorial implementations. Here, we aim to illustrate that Lemmas 6.2.1
and 6.2.8 are general enough to handle more involved examples that naturally occur
in real-life programming, including cases where the context functions are distinct
higher-order constructs. Consider below funfactTU and funfactTD which are higher-

X
order variants of factTU and factTD, computing (/, x) — 1_[ h(i) for all x > 1.
i=1

funfactTUh x - uh x 11 funfactTD h x — d h x 1

uhxia—a [i>x] dhxa—>a [x <1]

Uhxia—-uhx(i+1)((hi)*a) [i<x] dhxa—-odh(x-1)(a+(hx) [x=1]
Compared to factTU and factTD, the expressions in the accumulator arguments are

changed: i * a is replaced by (h i) + a and a * x is replaced by a * (h x). To match them
with Table 6.1, we choose:

> Tailup: T;x =uhx0y Dy with F:=(h01)*0y |Faxgxa— (hx1)+*x2

Gx1x = x1#(hx2)

> Taildown: TG_/1 =dh 0Oy Oy with G := Oy #(h Oy).

Hence, using Lemma 6.1.3, both funfactTU i x = TU F 1 x 1 and funfactTD h x =
TD G 1 x 1 are bounded inductive theorems. To prove that funfactTU & x = funfactTD h x
is an inductive theorem, it therefore suffices to show that TUF 1 x 1 ~ TD G 1 x 1 is one.
This is an instance of TUF u v w = TD G u v w, which is a bounded inductive theorem
by Lemma 6.2.8.(1), provided that the equations in the condition are. This condition can
indeed be verified, hence we have shown the result using two-sided matching.

6.3 Integrating templates in Rewriting Induction

In this section, we explain the technical details of using templates as a lemma-generation
method in Bounded RI. Rather than presenting the RI proofs, we discuss the correspond-
ing induction proofs in a self-contained manner. In particular, we focus on the ordering
requirements arising in the different components of template-based proofs and explain
how these can be recombined in concrete instances to obtain a complete induction proof.

Nevertheless, all proofs discussed in this chapter have been carried out in Cora
and are available at https:/ /cs.ru.nl/~cynthiakop /experiments/lsfa26/. A permanent
(frozen) archive of the content on the website is available at https://doi.org/10.5281/
zenodo.22304521.
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6.3.1 Template-recursor equivalences

The equivalences of Lemma 6.1.3 can all be established by straightforward induction
proofs, each following a similar induction procedure. As a representative example, we
consider the equivalence T/ [i,a] ~ TUF i u a[true]:

> we prove that for all 7, 4, by induction on {T; [i,a], TUF i u a} using the multiset
extension of >

> there are two cases: i >uandi <u
> in the former case, both sides reduce to a and we are done

> in the latter case, T, [i,a] —& Ty, [i +1,F(i,a)]and TUF i ua —g TUF (i +
1) u (F(i,a)). This yields a multiset {T;u[i+ 1,F(i,a)], TUF (i+1)u (F(i, a))}, which
is an instance of the induction hypothesis, and since both sides have decreased in
> (since they are smaller by —«, which is included in >), we are done.

Note that we only used the decrease in — to complete the proof, which is why no
additional ordering requirements are imposed. The proofs of the remaining template-
recursor equivalences are similarly simple.

6.3.2 Recursor equivalences

The recursor equivalences of Lemma 6.2.1 are a bit more difficult than the template-
recursor equivalences because we have to use a second induction hypothesis. For
example, if itis given that TU f x yz > RD f x" y (f x z) [x <y Ax" = x + 1], we could
prove TU f x y z = RD f x y z from Lemma 6.2.1 as follows:

>letc=TU fxyzandt=RD f x y z; we prove that TU f x y z = RD f x y z for
all f,x,y, z, by induction using the multiset extension of > on the multiset {¢c, T}

> if x > y then both sides reduce to z and we are done, so assume x < y

> in this case, the sidesreduce to TU f x" y (f x z) and f y (RD f x y’ z) respectively,
where x” is the value corresponding to x + 1 and y’ corresponds to y — 1

> by the assumptions that (a) —g is included in >, and (b) ¢ > RD f x" y (f x z) [x <
yAx" = x+1], we can use the induction hypothesis to observe that TU f x" y (f xz) =
RD f x"y (f xz) [x £ y Ax" = x+ 1] is a bounded inductive theorem.
Again using points (a) and (b), we can increase the bounds to ¢, T and obtain
TUFx y(frz) €S RDfx'y(frz)[x<yAx =x+1].
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> by transitivity of <—Q>R ,itsufficestoshow RD f x" y (f x z) <—TZ>;¢ fy(@RD fxy z)
[x <yAx'=x+1Ay =y-1]. To do so, we start (a second) induction on

{RD fx'y(fxz), fy(RD fxy 2))

> if x’ > y, which is equivalent to saying x > y’, then both sides reduce to f y z; so
we assume x’ < y

> then the sides reduce to f ¥y (RD f x" y' (f xz)) and f y (f vy (RD f x y” z))
respectively, where y”’ is the value corresponding to ¥’ — 1; applying the induction

hypothesis to the underlined part, we are done!

The proof of TD x y z = RU x y z is structured in the same way.

6.3.3 Conditional recursor equivalences

In Section 6.3.2, the induction hypothesis TU f x" y (f xz) *RD f x" y (f x z) [x <
y Ax’ = x + 1] was applied on the proof goal TU f " y (f xz) = f y (RD f x v’ z)
to eliminate the TU-dependency, and continue with a proof goal where both sides
depended on the same recursor RD. This let us start a second induction on

H RDfxy(fxz)=fyRDfxy z)[x<yAx' =x+1Ay =y—1]

resulting in an equation (E) which is a literal instance of (H), thus finishing the proof.
The proofs of the conditional recursor equivalences start similarly: the first induction
hypothesis is used to obtain a resulting proof goal that only involves one recursor.
However, the moment we want to apply the second induction hypothesis the proof
procedure starts to deviate: (E) is not a literal instance of (H) and we first have to apply
an axiom to make sure that their term shapes coincide:
Consider {0y x (2 yz) * Ox (O1xy)z, ixy D yx} F{TUOyjxya~TDOy x y a}

>Let¢c=TUDOjxyaandt=TD Oy xya
> The proof starts similar as in Section 6.3.2, using the IH to remove the TU-

dependency, which requires the assumption TUOy x y a > TD O x1 y (01 x a) [x <
yAxi=x+1Ay1=y—1].

> Therefore, we should prove TD 00, x; y (01 x a) <g'—12>; TDoyxy1 (Dpay) [x <
Yy Ax1=x+1Ay; = y — 1]. We do so by induction on the multiset corresponding
to the equation

H). TDopxiy(@xa)=TDOpxy1 (O2ay)

(1). The case x1 > y leads to the proof goal 0y x a * My a y [x < y Axp =
x+1Ay1 =y—1Ax1> y], which we remove using the axiom 0Oy x y * Oy i x
(note that the constraint implies x = y).
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(2). The case x1 < y leads to the proof goal

TD Or X1 Y1 (Dz (|:|1 X u) y) ~TD Op x Y2 (I:lz (D2 a y) ]/1)

E).
® x<yAxi=x+1Ayi=y—-1Ax1<yAy =y —1]

> We cannot immediately apply the induction hypothesis (H) to eliminate (E):
matching the left-hand side fails due to the accumulator-argument (in (E) this
accumulator is headed by Oy, while in (H) it is headed by 0,). Instead, we apply
the axiom 07 x (02 ¥ z) = Oz (01 x y) z to obtain

Do x1y1 (01 x(O2ay))~TDO2 x y2 (O2 (D24 y) Y1)

E).
E) [x<yAxi=x+1Ay1=y—-1Ax1<yAy2=y; —1]

We remark that this deduction step is only allowed if TD 0p x1 y (01 x a) >
Do x1y1 (M x(May)x<yAxi=x+1Ay; =y —1Ax <y]issatisfied.

> The proof is finished by applying (H) to (E’)

All conditional bounded inductive theorems have a similar proof structure.

6.3.4 Templates as lemma generation method

Bringing all this together, let us consider how one might use templates within Bounded
RI as a lemma generation method.

Bounded ground convertibility in R A key issue is that Bounded RI establishes
bounded ground convertibility with respect to a given term rewriting system R, which
typically does not contain the recursors from Section 6.1. However, these recursors
play a crucial role in the inductive reasoning underlying the template method. For
example, trying to prove an equation like factTU x =~ factRD x [x > 1], we first have
to identify one or both programs as recursor instances: factRD x ~ RD [+] 2 x 1 and
TU f xy z = RD f x y z. To facilitate this reasoning within Bounded RI, we have to
extend the rewrite system to R U {(TI), (Tg), (pﬁ), (pi)}.

Note that Lemmas 6.1.3, 6.2.1 and 6.2.8 assume that the recursor rules are included
in R. If this is not initially the case, we must import them and consequently establish
convertibility in R U Rrec. Thus, we obtain sy ‘%;U‘Rm ty rather than sy ﬁﬂ ty.
Fortunately, in practice Bounded RI is typically applied in settings where ground
confluence is either a given property, or can be established via Corollary 5.6.11. With this
assumption sy ﬁ;uﬂrec ty implies that there is some u such that both sy —=gug,.. 1
and ty —gug,.. #. If the symbols TU, TD, RU, RD do not occur in sy or ty, then only
rules in R can be applied in these derivations, so we really have sy —g u «g ty: the
equation is also a bounded inductive theorem in R.
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Ordering requirements Regarding the ordering >, we claim that the ordering re-
quirements imposed by Rrec and the lemmas in this chapter are pretty light: the rules
of Rrec do not depend on those in R, and in the lemmas the symbols in R dominate
those in Rrec. For example, all explicit ordering requirements, and the requirement

that —g_. C >, are captured by a simple higher-order recursive path ordering [25] with

f>TU > TD > RU > RD, where f is any symbol defining the T and R rules. (There is one
disclaimer: for the ordering requirements in Lemma 6.2.8 this also depends on the choice
for Oy and O,; RPO-orientability certainly holds if O; = Oy, or if these are non-recursive
symbols like F.) Or if we use static dependency pairs [24] to prove termination of a
corresponding rewrite relation [28], the dependency pairs for the lemmas and the rules
in Rrec are easily eliminated by the dependency graph and the value criterion. (Again,
this does depend on what is used for 0O and O,.)

If the ordering requirements do cause difficulties, it is worth noting that the method
does admit for some flexibility; for example, by applying an axiom on the other side
of the equation, different ordering requirements arise, and also in Lemma 6.2.8 we
could obtain different requirements by applying the lemmas slightly differently, if this
is helpful for the given choice of O; and Oj.

6.4 Conclusion and future work

In this chapter, we have introduced several useful templates and shown how they can
be incorporated into Bounded RI as a lemma generation method to prove program
equivalence in a manual or automatic process. In particular, templates can be seen as a
generalization method operating at the level of programming constructs. The advantage
of this approach becomes apparent in settings where existing lemma generation methods
from constrained rewriting fail due to the need for non-polynomial invariants. We
used the factorial implementations as a simple running example to explain the template
method, and also illustrated that it is applicable to simple higher-order variants.

The template method has not yet been implemented as an automatic lemma-
generation heuristic. Nevertheless, all template-based proofs presented in this chapter
have been manually verified in Cora. We believe that the template approach lends itself
well towards automation, although we have not done so yet since the implementation
of Bounded Rl is also not yet fully automatic even without adding postulates. Once
the technical prerequisites are in place, it should not be hard to recognise LCSTRSs
as instances of the recursors (as this is mostly a syntactic matching problem), but the
primary challenge will be to decide how to apply the lemmas: as we have seen in
Section 6.2.1 and 6.2.2, there is no unique best approach, and different strategies might
lead to different outcomes. We expect this to be a matter of trial and error.
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6.4.1 Related work

This is not the first work on using templates to recognise particular programming struc-
tures in equivalence proofs. The most relevant related work is an existing term rewriting
method [19] that defines templates to verify program transformations (including tail
recursion versus non-tail recursion). We will compare this method with the approach
introduced in this chapter, using an illustrative example that considers a tail-recursion
template [19] being matched with a TRS to sum a list of natural numbers:

f(us) — f1(ug, b) sum(x4) — sumi (x4, 0)
fi(a, us) — us sum1([], x5) — x5
fi(c(us, ve), we) — f1(ve, 9(ws, Us)) sum1(x6 : Y6, z6) — sum1(ye, +(ze, X6))
9(b, u7) — uy +(0,x7) — x7
9(d(us, vs), ws) — d(us, g(vs, ws)) +(s(ys), z8) = s(+(ys, z8))
Template (tail recursion) Matchable example (summing a list)

Unconstrained rewriting The existing method [19] is defined for first-order, uncon-
strained rewriting. This suffices for reasoning about programs on inductive data
structures through pattern matching (like natural numbers and lists), but less so for
structures like integers where cases are often investigated through constraints rather
than pattern matching. Hence, the tail recursion template does not instantiate to factTU x
(or factTD x), as there is no obvious correspondence between the constructor-based
recursion in f; and the constraint-based recursion of u.

Complete program descriptions We also notice that, in contrast to the approach in
this chapter, the tailup template in principle captures a complete program description.
We can subdivide the template in three parts:

(1). Initialization: the rule f(u4) — f1(14, b) initializes the accumulator b
(2). Recursive part: by the two fi-rules
(3). Auxiliary function definition: by the two g-rules
Our templates only consider the recursive part. This is possible because we do not treat

templates as a stand-alone approach, but as integrated within RI.

First-order versus higher-order The restriction to first-order term rewriting results in a
more restricted setting than in our higher-order template method. For example, in the
above tail recursion template the function symbol g may capture symbols such as + or
append, but cannot represent multiplication. In our approach:
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¢ recursors such as TU are defined, via (T; ), (T,T), for an arbitrary function f :: int —
int — int, which is given to the recursor as a higher-order argument

* the instantiation f := F of a specific auxiliary function is handled during the RI
procedure (i.e. during or after the one-sided matching or two-sided matching),
and does not appear in (Tg) or (’z:rT )

That is, we can take advantage of the higher-order nature of LCSTRSs to reuse the same
recursors with entirely different instantiations. For example, we would recognize f; as
an instance of foldl, where

foldl fa[] = a foldl f a (x:xs) — foldl f (f a x) xs

Although we have not considered lists recursors, the same idea applies: we can use foldl
(and its commonly-used counterpart foldr) as a recursor to represent a tail recursion
template on lists. We can obtain sum11[a <i>;g foldl [+] a I as an instance of a template-
recursor equivalence to conclude sum [ é; foldl [+] 0 I. We can then introduce a
(conditional) equivalence between foldl and foldr, to prove equivalence between sum1 [ a
and another list-summation implementation.

Equivalence by transformation schemes A final difference with our approach is the
mechanism being used to establish template equivalence. The existing approach [19] is
not based on well-founded induction. Instead, equivalence is proven via equivalent term
rewriting systems, established via specifically designed transformation rules. Correctness
of these transformations relies on confluence. Additionally, one has to assume sufficient
completeness, a property very similar to quasi-reductivity. However, the authors point
out that in practice verifying sufficient completeness requires termination. Thus, despite
the difference in proof mechanism, the prerequisites are similar to our approach: RI also
requires quasi-reductivity and termination, and as observed in Section 6.3.4, ground
confluence is needed to obtain an inductive theorem over —g rather than just —-gug,..-

6.4.2 Future work

The templates in Table 6.1 only capture a limited class of programs. We aim to extend
our templates and corresponding equivalences. We consider some natural candidates.

Foldl and foldr As explained in Section 6.4.1, foldl and foldr may serve as recursors to
represent tail recursion and non-tail recursion on foldable data structures. For example,
consider an alternative implementation of the list-summation program:

sumRec[] —» 0 sumRec (x : xs) — x + (sumRec xs)

We may use foldl and foldr to prove sum / ;; sumRec I. In Section 6.4.1 we already
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asserted sum [ <—Z>; foldl [+] O I. Similarly, we can establish sumRec ! <—Z>; foldr [+] O L.
Then we can complete the proof by applying the following bounded conditional inductive
theorem with two-sided matching:

{ixy~=yyx, O (@1 xy)z~0O (01 xz)y}+{foldlOy al = foldr Oy a I} if

foldr 0O, a (Xl : ll) > 0O X1 (f0|d| Oqa ll)
foldl 07 (01 @ x1) (x2 : Ip) > foldl 01 (O71 (O1 @ x2) x1) I

Extensions and variations on R;.c We may define extensions and variations of Rrec. A
useful extension is to allow for arbitrary step-size k > 0. For example, we may consider

TUfkiya—a [i>y] TUfkiya—>TUfk(i+k)y(fia) [k>0Ai<y]
RDfkxiz -z [i<x] RDfkxiz— fi(RD fkx(i-k)z) [k>0Ai2x]

and establishTU f kx ya~RD f kx ya[k >0Ax =y (mod k)]. This can for instance
be used to prove the equivalence facOddTU x ~ facOddRD x [x =1 (mod 2)], in

facOddTUx - ux 11

) ) facOddRD x — 1 [x <1]
uxia—oa [ > x]

) ) ) ] facOddRD x — x * (facOddRD (x — 2)) [x > 1]
uxia—ux(i+2)(i*xa) [i<x]

A variation of Rrec could be to replace the +k by /k, to be used in e.g. sorting algorithms.

Recurrence relations Another programming construct are recurrence relations. For
example, we can use the following recursive and tail-recursive recursors to represent
recurrence relations of order 2:

Rneagar — ag[n <1] Rngoapay — a[n=1]
Rnpagar = on(Rm-2)pagar) (R(n—1)¢agar)[n>1]
Tnipxy—yli>n] Tnipxy—->Tn(@+1)py(pixy)[i<n]

We establish Rn @ ag a1 =~ Tn 2 ¢ ag a; [n > 1] and use this to prove fibg x = fibr x in

flor x = 0 [x <0] florx > tx 101
fibog x — 1 [x=1] txiaya > m [i > x]

fiog x — (fibg (x — 1)) + (fibg (x —=2)) [x > 1] txiaja; >tx(i+1)ax(a;+ay) [i <x]



Chapter 7
Conclusion and future Work

In Chapter 1 we set out the following objectives:
(1). Define a notion of program equivalence for LCSTRSs.
(2). Develop a formal system for proving program equivalence for LCSTRSs.

(3). Extend this system to disprove equations that do not represent program equiva-
lence.

(4). Develop a method for establishing ground confluence in LCSTRSs.

(5). Develop heuristics that facilitate semi-automatic, human-guided program equiva-
lence proofs in practice.

Here, we revisit these objectives and assess the extent to which they have been achieved
in this thesis. We also discuss several directions for future work.

Objective 1 In this thesis we employed several notions of program equivalence:

Higher-order inductive theorems (ground convertibility) (Section 3.1.2): the most basic
notion of program equivalence, used in the proof system HORI.

We furthermore used two variants of ground convertibility:

(1). Global inductive theorems (Section 3.3.2): the extensional variant which considers
ground convertibility in all natural extensions of the given LCSTRS.

(if). Bounded ground convertibility (Section 5.3.3): a stricter version of ground convertibil-
ity with a built-in connection to a bounding pair (>, >), which is used in Bounded
RI. Essentially, a bounded ground convertibility sequence s <£>; t [¢] expresses
the intuition that every rewrite-term in the corresponding convertibility path is
below ¢ or t. This makes it a useful notion for proving ground confluence.
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Also, we discussed two other notions of equivalence:

> Extensional equivalence (Section 3.1.2). In the context of higher-order rewriting,
we recognized the relevance of extensional inductive theorems. We explained,
however, that extensionality introduces some technical challenges, making it
harder to develop a corresponding proof system, and which we have not further
investigated. Nevertheless, the embedding of extensional inductive theorems in
Bounded RI constitutes an interesting direction for future work.

> Equivalence modulo axioms (Section 5.9). Another interesting equivalence notion is
based on a restriction of ground convertibility: rather than quantifying convertibil-
ity over all ground substitutions we only include those instances satisfying a set
of axioms. This is motivated by situations where we can only prove equivalence
once allowed to assume properties on the involved function variables (such as
commutativity). Thus, this version of ground convertibility is practically applicable
for analyzing programs that are guaranteed to be provided with input arguments
that satisfy a certain set of properties. However, we have not further investigated
this notion of equivalence, and it therefore remains future work.

Objective 2 A crucial ingredient for all the RI systems introduced in this thesis is
higher-order quasi-reductivity (Section 3.1.3). In this thesis we generalized the first-order
notion of quasi-reductivity to the higher-order setting by replacing constructor terms
with semi-constructor terms. This allowed us to extend the RI system for LCTRSs to
LCSTRSs, requiring almost no changes to the underlying proof system or soundness
argument. This results in HORI. Higher-order quasi-reductivity also forms the basis for
the two other Rl systems developed in this thesis: Global RI and Bounded RI. For Global
RI, we even require a stricter version, called strong quasi-reductivity (Section 3.3.1), to
exclude extensions with ill-behaved program behavior.

Thus, in this thesis we developed the following systems for proving program equivalence:

> HORI (Section 3.2) and its extensional counterpart Global RI (Section 3.3.4)

> Bounded RI (Section 5.2.1)

With three RI systems available, it is worthwhile to summarize their theoretical and
practical relevance in the setting of program equivalence. From a practical perspective,
the only currently available RI tool for LCSTRSs is Cora, realizing an implementation
of Bounded RI. In particular, Bounded Rl is preferred over HORI, as it is designed to
minimize termination requirements (enhancing its applicability in practice) and proves
bounded ground convertibility. Since bounded ground convertibility implies ground
convertibility, there is no need to maintain HORI because every equivalence proof in
HORI can also be performed in Bounded RI.
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However, Bounded RI has not yet reached a form that fully accounts for all aspects
of a complete treatment of program equivalence. In particular, it does not incorporate
global inductive theorems, hence cannot yet replace Global RI. Moreover, like HORI
and Global R], it does not consider extensional inductive theorems.

Implementation. A prototype version of Bounded RI has been implemented in Cora. A
major challenge in the automation of equivalence proofs is the construction of bounding
pairs. In Section 5.2.1 we explained the benefit of strong boundedness: many of the
required inequalities in Figure 5.1 can be verified by an easy syntactic check. Strong
boundedness is also employed in Cora.

While strong boundedness allows us to easily eliminate part of the ordering require-
ments, we usually have a remaining set REQS of requirements to be verified. These are
addressed via the approach from Section 5.4.1: construct a terminating rewrite relation
— Hugs Where the set of rewrite rules Q contains all rewrite-rule-representations of
the requirements in REQS. Termination of QUR is verified via the built-in Cora methods.

Bounded RI extensions. We propose two lines for future Bounded RI development:

> Extensional Bounded RI (Section 3.4). We remarked that we may extend HORI to
prove extensional inductive theorems. The same idea can be used in Bounded RI.

> Global Bounded RI (Section 5.9). An interesting question is whether it is possible to
extend Bounded RI to include Global RI. Not only for proving global inductive
theorems, but also disproving equations which are not global inductive theorems.

Considering Global Bounded RI, we suspect that under the assumption of strong
quasi-reductivity it is possible to guarantee that a bounding pair (>, >) on T(Z, V) can
be extended to a bounding pair (>', =) on T(X’, V'), for an arbitrary natural extension
L' = (R, L) of L =(R,X), but we have not yet investigated this.

Unbounded RI (Section 5.9). The name Bounded RI refers to the fact that the de-
duction rules are designed to preserve bounded equation contexts. This is convenient,
as with Bounded RI we essentially incorporate a heuristic for constructing an ordering
pair, allowing for a convenient presentation of deduction rules. However, bounded
equation contexts are not strictly necessary for proving ground convertibility, provided
that the multiset inequalities used in the soundness proof hold.

Objective 3 Similar to what has been done in [22] for LCTRSs, we showed that for
ground confluent LCSTRSs we can use Bounded RI to disprove equations which are
not inductive theorems (Section 5.2.3). To this end, we introduced the deduction rule
(Disprove) which can be applied to conclude L from a contradictory equation. However,
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the use of (Disprove) is only allowed for complete proof states. This restriction essentially
prevents us from introducing contradictory equations that were not already there, e.g.
via the introduction of a new equation via (Postulate), but there are more subtle ways to
introduce a contradictory equation as well.

Objective 4 For studying ground confluence, we extended the notion of critical pair
from LCTRSs to LCSTRSs. By using the right notion of term position, we can retain
the definition of critical pair of LCTRSs (Section 5.6.1). Having defined critical pairs,
we have shown how to use Bounded RI to establish ground confluence of an LCSTRS,
proving that all its critical pairs are bounded ground convertible.

Objective 5 With the implementation of Bounded RI in Cora (Section 5.7), and in
particular the auto command, we can automatically perform trivial deduction steps in
a RI proof, such as the application of (Simplify) with a rule in R U R4, or even the
application of induction hypotheses with (H-Delete).

While the application of induction hypotheses can often be carried out mechanically,
the discovery of lemmas constitutes a main challenge. Lemmas are central to RI proofs
and require generalization and careful reasoning about their applicability. To address
this challenge in an automatable manner, we propose two approaches:

> Invariant generation. Restricting attention to simple integer loop comparisons, we
introduced several lemma generation heuristics based on invariant generation,
aimed at producing both equalities (Section 4.2) and inequalities (Section 4.3).

> Templates. Templates are used to capture typical programming constructions, such
as tail recursion (Section 6.1). Using LCSTRSs, we can represent very general
templates via higher-order recursors (Section 6.1.1). This makes it possible to
establish equivalence between non-instantiated recursors in Rl, after which they
can be instantiated to prove program equivalence in practice (Section 6.2).

Invariant generation. Invariant generation is an interpretation-specific problem. In this
thesis, we restricted attention to integer theory terms, of which ground instances are
interpreted in Z. This allows us to use algebraic reasoning over integer polynomials
to compute invariants. Although the heuristics only target simple divergence patterns,
they may serve as a basis for extensions to more complex loop constructions, such as
nested loops (Section 4.7). However, invariant generation should not be regarded as
the holy grail for proving every integer equivalence. Non-polynomial integer relations
naturally arise in real-life examples, where invariant generation is not an appropriate
proof technique. These cases require an approach based on structural generalization.
To this end, we introduced the template method in Chapter 6.
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Templates. With the template approach, we can for instance prove an equation s ~ t [¢],
using three lemmas:

M. s~=TUfabcle] 2. TUFxyz~RDFxyz (3). RDfabc=t[p]

In this procedure, lemma (1) and (3) are used to identify s and t as recursor instances,
thereby transforming s ~ t [¢] into a proof goal TUfa b ¢ ~ RDfa b ¢ [p], which can
then be finished with the recursor equivalence expressed in lemma (2).

We introduced four templates, each represented as an LCSTRS, using a correspond-
ing recursor. In addition, we proved six corresponding recursor equivalences inside
Cora, which can be used as part of larger induction proofs. The Rl-integrated approach
should make it easy to formally establish equivalence between newly defined templates
in Cora. In this way, we can quickly build a practically useful database of templates.

Automation. Although the heuristics for invariant generation and the template method
are currently not available in an automated fashion, their implementation is largely a
syntactical problem, for which we do not foresee many problems:

For matrix invariants, this involves the automatic recognition of a simple divergence
pattern to extract the initial vector €y, divergence substitution y and constrained
divergence shape { = r [¢p]. The actual computation of matrix invariants requires
advanced algebraic computations, but can be outsourced to a computer algebra system,
as discussed in Section 4.6. The generation of inequalities involves the automatic
recognition of the divergence constraint @iy, and possibly the computation of ™.
This inverse computation can be delegated to a computer algebra system as well, since
this relies on the interpretation of x as a multivariate polynomial mapping Z" — Z".
Considering the derived invariants: the generation of these inequalities is purely
syntactical, although the validity checks need to be done via SMT.

For the template method, identifying a concrete program as recursor instance
amounts to solving a matching problem. The main challenge for the template method is
the development of heuristics to apply one-sided matching or two-sided matching: there
is no unique best approach, and different strategies might lead to different outcomes.
Furthermore, to effectively utilize all available lemma generation techniques, we need to
develop high-level, proof-strategic heuristics for how to combine available methods.

Overall, we believe that the remaining challenges in using our methods are well
within reach through further development of Cora. Of course, effective proof-strategic
heuristics remain to be developed, but once the basic techniques are in place, we can
already experiment in a semi-automatic fashion, thereby gaining insights for the design
of such heuristics. Therefore, this thesis establishes a promising basis for the automation
of equivalence proofs.
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Samenvatting

Het garanderen dat software zich gedraagt zoals bedoeld is een centrale uitdaging in
softwareontwikkeling. Formele verificatie biedt wiskundig rigoureuze methoden om
te redeneren over computer code. Een van deze methoden is termherschrijven, waarbij
de elementaire rekenstappen van een programma worden gespecificeerd door een
verzameling herschrijfregels en het corresponderende computationele gedrag wordt
vastgelegd via de herschrijfrelatie. Deze herschrijfrelatie kan worden opgevat als een
taalonafhankelijke operationele semantiek, die uitermate geschikt is voor het definiéren
van methoden voor programma-analyse, zoals terminatie- en complexiteitsanalyse. Een
tekortkoming van traditionele herschrijfsystemen is echter dat primitieve datastructuren,
zoals integers, inductief gecodeerd moeten worden. Deze benadering correspondeert
niet met de manier waarop dergelijke datastructuren worden verwerkt in program-
meertalen. Een oplossing wordt geboden door Logically Constrained Simply-typed Term
Rewriting Systems (LCSTRSs), waarin primitieve datastructuren semantisch kunnen
worden gemodelleerd.

In deze thesis gebruiken we de hogere-orde uitbreiding van LCTRSs, genaamd Logi-
cally Constrained Simply-typed Term Rewriting Systems (LCSTRSs), om program equivalence
te bestuderen. De herschrijf relatie wordt gebruikt om een notie van equivalentie te
definiéren, gebaseerd op de intuitie dat twee programma’s equivalent zijn indien zij
hetzelfde input-outputgedrag vertonen. We ontwikkelen verschillende bewijssystemen
om program equivalence in praktijk te kunnen vaststellen. Al deze systemen zijn
gebaseerd op welgefundeerde inductie over term herschrijf systemen, die als methode
athankelijk is van terminatie, dat dus een belangrijke rol zal spelen in deze thesis.

Een van de redenen om een bewijssysteem te willen hebben is het mogelijk maken van
equivalentiebewijzen via de computer. Hoewel program equivalence in het algemeen
onbeslisbaar is (dus complete bewijs-automatisering is niet mogelijk), introduceren
we heuristieken om in eenvoudigere gevallen een zekere mate van automatisering
te realiseren. Daarnaast is een substantieel deel van de thesis gericht op ground
confluence. Deze eigenschap is noodzakelijk om de correctheid van de methode voor
het weerleggen van program equivalence te garanderen, maar is ook op zichzelf een
belangrijke eigenschap: in een terminerend en ground confluent term herschrijf systeem
berekent reductie in wezen een uniek resultaat voor elke grondterm. We ontwikkelen
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een methode om ground confluence van LCSTRSs te bewijzen, en als onderdeel hiervan
definiéren we kritieke paren voor LCSTRSs.



Summary

Ensuring that software behaves as intended is a central challenge in software develop-
ment. Formal verification provides mathematically rigorous methods for reasoning
about programming code. One such method is term rewriting, in which the elementary
computational steps defining a program are specified by a set of rewrite rules and the
corresponding program behavior is captured by the rewrite relation. The rewrite relation
can be seen as a language-independent operational semantics, suitable for defining
methods for program analysis, such as termination and complexity analysis. However,
a limitation of traditional term rewriting systems is that primitive data structures, such
as integers, must be encoded inductively. This does not correspond to the way such
data structures are treated in real programming languages. A solution is provided
by Logically Constrained Term Rewriting Systems (LCTRSs), where primitive data
structures can be treated semantically, thereby providing a more faithful basis for
reasoning about program behavior.

In this thesis, we use the higher-order extension of LCTRSs, called Logically Constrained
Simply-typed Term Rewriting Systems (LCSTRSs), to study program equivalence. The rewrite
relation is used to define a notion of program equivalence, based on the intuition that
two programs are equivalent if they exhibit the same input-output behavior. We develop
several proof systems to establish program equivalence in practice. All of them are
based on well-founded induction over term rewriting systems, which in turn relies on
termination, which will therefore play an important role in this thesis.

One of the reasons for wanting to have a proof system is to enable computer-guided
equivalence proofs. Although program equivalence is undecidable in general (i.e.
complete proof automation is not possible), we introduce heuristics to realize a certain
degree of automation in simple cases. A substantial part of the thesis is centered around
ground confluence. This property is necessary to guarantee the correctness of the
method for disproving program equivalence, but it is also important in its own right: in
a terminating and ground-confluent system, reduction essentially computes a unique
result for every ground term. We develop a method for proving ground confluence of
LCSTRSs, and as part of this, we define critical pairs for LCSTRSs.
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